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Preface
The Austrian Robotics Workshop (ARW) emerged as a series of annual events by the
Austrian robotics institutions, during which there is an exchange of thoughts and ideas.
This workshop has been taking place since the beginning of the 21st century and is
organized alternately by the individual robotics institutions in Austria, each time
focusing on different topics.
This year's Austrian Robotics Workshop aimed to provide special support for the topic
of sensor technology. Reliable sensor technology is increasingly becoming a key
element for a successful robotics solution - equally in the industrial sector as well as in
the mobile robotics sector, where only sensors could enable successful navigation and
thus represent a further step towards reliable autonomous robots. The contributions
for the 2021 workshop covered a wide range of topics, ranging from industrial robots,
service robotics to sensor-based applications. A student session was dedicated to
ongoing or early work to encourage Master- and PhD-students to present and discuss
their research topics. Students and young researchers from individual institutions and
robotic companies presented their scientific work and thus entered into a lively
exchange of ideas with the other researchers from other robotics institutions.
We would like to thank all authors, reviewers, presenters and speakers for their
contributions to the workshop. Furthermore, we would like to thank Federal Ministry for
Climate Action, Environment, Energy, Mobility, Innovation, and Technology, OVE Österreichischer Verband für Elektrotechnik, GMAR – Gesellschaft für Mess-,
Automatisierungs- und Robotertechnik, IEEE Robotics and Automation Society
Austrian Chapter, IEEE Instrumentation and Measurement Austrian Chapter, IEEE
Intelligent Transportation Systems Society and University of Applied Sciences
Technikum Wien for their support and contributions to the workshop.
Wilfried Kubinger, Mathias Brandstötter, Christian Schöffmann and Markus Vincze
Vienna, June 2021
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In Situ Calibration Method for
Robot Mounted, Total Force/Torque Sensors
Sebastian Repetzki
Department of Mechatronics
Management Center Innsbruck
Innsbruck, Austria
sebastian.repetzki@mci.edu

Abstract— A Force/Torque Sensor (FTS) transforms forces
and torques into proportional variations of sensor signals. To
maintain accuracy, periodical re-calibration in a specialized
laboratory is recommended by FTS manufacturers. If the FTS
is mounted onto an Industrial Robot as part of a production line,
re-calibration causes high extra costs and downtime.
‘Differential’ Force/Torque sensing relative to a known zero
Load state is a convenient FTS application if orientation stays
unchanged. Otherwise, ‘Total’ Force/Torque sensing is
required, with oriented gravitation forces derived from a mass
model and sensor offsets re-calibrated frequently. The present
paper develops In-Situ calibration of a 6 Degree-of-Freedom
FTS for Total Force/Torque sensing based on a robot tool with
configurable mass distribution. The method was applied to an
Industrial Robot driven by a PC via a real-time controller
interface.
Keywords—Force/Torque
Industrial Robotics

Sensor,

In-Situ

Calibration,

I. INTRODUCTION
Force/Torque Sensors (FTS) come with high investment
costs and the need for regular calibration to avoid declining
accuracy by drift effects or after overload events. ‘In Situ
Calibration’ aims at reducing the costs and down time for
calibration in a remote lab, as suggested by suppliers, e.g. [1].
Instead, it takes advantage of the robot’s existing kinematic
capabilities and accuracy while requiring just a small set of
extra equipment.
A Force/Torque Sensor mounted onto an industrial robot
detects mechanical loads in all 6 Degrees of Freedom (6DoF),
caused by gravitation, dynamics, collisions or production
processes. Interfaced between the robot’s wrist flange and
payload, an FTS transforms forces and torques (F/T), into a
stream of 6-dimensional sensor data in real-time.
Let the Deflections 𝐷 = {𝐷1 𝐷2 𝐷3 𝐷4 𝐷5 𝐷6 }𝑇 be a
column vector containing actual output voltages from six
individual strain gauges inside the FTS. Let the applied Load
𝑇
be 𝐿 = {𝐹𝑥 𝐹𝑦 𝐹𝑧 𝑇𝑥 𝑇𝑦 𝑇𝑧 } , i.e., the force and torque vector
components stacked into a column according to ATI’s
convention [1]. Note: in robotics literature, the term ‘wrench’
stands for the combined force and torque vector but
throughout this paper, ‘Load’ vector, noted by a capital letter
𝐿 is being used. Linearity between voltage changes ∆𝐷 and
Load changes ∆𝐿 is represented by the matrix multiplication
∆𝐿 = 𝐾 ∙ ∆𝐷

(1)

where 𝐾 is a 6 × 6 matrix with constant elements,
referred to as ‘Calibration Matrix’.
Gravitation forces often dominate over process forces.
Robot programmers are encouraged to strip away gravitation

by freezing the FTS’ orientation relative to the gravitation
vector and switching to Differential Load measurement before
any process force has occurred. When it starts, actual sensor
voltages 𝐷𝑟𝑒𝑓 are set as the new reference for differential
voltages ∆𝐷 (2) much like the ‘Tare’ button on a balance.
Similarly, the differential Load ∆𝐿 is related to 𝐿𝑟𝑒𝑓 , the
gravitational forces and torques that were present at the sensor
when the FTS was tared.
∆𝐷 = 𝐷 − 𝐷𝑟𝑒𝑓

(2)

∆𝐿 = 𝐿 − 𝐿𝑟𝑒𝑓

(3)

The physical meaning of 𝐷𝑟𝑒𝑓 is never questioned by this
method. The differential Load ∆𝐿 is expected to equal the
process Loads i.e., the Loads the robot programmer is actually
interested in. But this is true only if no contributor to 𝐿𝑟𝑒𝑓 is
changing magnitude or direction after taring. Hence, the robot
programmer must avoid accelerations, vibrations, payload
modifications and, most regrettably, rotations. The
Differential method exempts 𝐷𝑟𝑒𝑓 from having a meaning at
all, since the corresponding 𝐿𝑟𝑒𝑓 is of no interest. To map
from ∆𝐷 to ∆𝐿, simply the calibration matrix 𝐾 is needed,
generally supplied by the FTS manufacturer.
Usually, the calibration matrix is obtained by formulating
a classical Least-Squares (LSQ) problem of the form (4),
where ‖𝑣‖22 denotes the squared Euclidean length of vector 𝑣
𝑚𝑖𝑛 (∑𝑒 ‖∆𝐿𝑒 − 𝐾 ∙ ∆𝐷𝑒 ‖22 )

𝐾[6×6]

(4)

with 𝑒 = 1, … , 𝑁𝑒 , the index of experiments and 𝑁𝑒 the
total number of experiments. Each “experiment” consists of
applying a well-known load ∆𝐿𝑒 to the FTS and recording the
voltage reaction ∆𝐷𝑒 .
The minimization problem (4) states that 6 × 6 = 36
component values of matrix 𝐾 must be found such that the
overall sum of squares becomes a minimum. LSQ method
finds the calibration matrix that describes the FTS behavior by
a “Best-Fit” between experimental sensor data and Load data.
To sum up the problems to be addressed: a) apply LSQ
calibration to InSitu experiments, b) allow for Total F/T
measurement by determination of 𝐷𝑟𝑒𝑓 , c) find the minimum
number of test weights and d) present a concept calibration
tool for use in production robotics.
II. STATE OF THE ART
A. FTS calibration in literature
Many aspects of calibration techniques for Force/Torque
sensors are covered in [2] and [3]. A comprehensive insight
into in situ calibration can be found in [4].

XXX-X-XXXX-XXXX-X/XX/$XX.00 ©20XX IEEE
6

Least Squares Minimization is considered by almost all
authors as the standard or even ‘traditional’ solution to the
FTS calibration problem. Alternative methods were
developed based on the pseudo inverse calibration matrix built
from a minimal set of known loads [2].
The “shape from motion” approach [5] exploits some
characteristics of In-Situ calibration to reduce the number of
test weights. Neuronal Networks [6], [7] potentially cope with
nonlinear sensors and replace the calibration matrix but
require a large amount of experimental data.
The idea of using the robot to orient gravitation Loads of
a reduced number of test masses inspired [8]. [4] discusses
various known approaches and contributes a technique based
on accelerometers.
To compensate for mass offsets caused by sensor parts and
unknown end effectors, [9] proposes a dense set of orientation
angles and direct measurement of sensor voltages under pure
gravitation loads. [4] mentions the classical method of
averaging sensor signals from two opposite mass orientations
to find the signal offset.
B. Omega160: a FTS made by ATI Industrial Automation®
1) Mechanical structure, deflections, and sensors
If the flange plate of an Omega160 FTS supplied by ATI
[1] is being removed, see Fig. 1, a sophisticated monolithic
manifold appears, that forms two concentric rings with three
connecting bars. The deflections 𝐷 of each bar caused by
forces and torques acting at the sensor flange are measured by
two pairs of strain gauges in bridge connections such that
𝐷𝑖 = 𝐷𝑖1 − 𝐷𝑖0 𝑤𝑖𝑡ℎ 𝑖 = 1 … 6.

Fig. 2: Compliant T-Bar-Body. Left: Shape and strain gauges. Right: Deflection patterns
under forces in 3 coordinates

A second kind of sensor offset is caused by mechanical
parts that are belonging to the FTS: flange plate, inner ring,
and some screws that connect FTS and robot tool. Mass forces
produced by those parts go through the T-Bar-Bodies and
cause them to deflect. Referred to as ‘mass-offset’, this extra
Load is proportional to the FTS’ actual acceleration, including
gravitation.
Throughout this paper, no assumptions are made on the
sensor voltages measured at ‘power-on’ time. But from that
point in time onwards, sensor voltage variations are
considered to depend linearly and drift-free on force and
torque variations until the FTS is powered off.
With the objective being to determine total forces and
torques, zero-gravity and mass offsets must be eliminated. Let
𝐷0𝑔 be the sensor voltages under zero gravity, and 𝐷 the
voltages currently being measured, then (𝐷 − 𝐷0𝑔 ) is the
voltage that would have been measured if there was no strain
induced by the gluing process.
Let 𝐿𝑆 be the mass offset i.e., gravitational Loads from
masses belonging to the FTS. 𝐿 𝑇 denotes further Loads from
masses attached to the sensor flange plate, referred to as ‘Tool’
or ‘T’. Zero-gravity and mass extend (1). The relation between
Voltages and Loads becomes
𝑆

Fig. 1, Omega160 Force-Torque-Sensor by ATI [1]. Right: Sensor flange plate removed.

The mechanical attachment of each bar to the outer ring
has the form of two slats, one on each side, Fig. 2. Since the
resistance of slats against bending is relatively small, forces
that build up between inner and outer ring are highly
depending on the direction of their relative displacement. A
displacement in 𝑥 direction under a force 𝐹𝑥 , causes the bar to
bend much like a cantilever beam and strain will be observed
by the left and right strain gauge only. The top and bottom
strain gauge are, for their part, are particularly sensitive to
force 𝐹𝑦 resp. displacement in 𝑦, whereas displacements in 𝑧
under force 𝐹𝑧 only cause little tensile stress.
2) Mass and signal offsets
The FTS is based on semiconductor strain gauges that are
glued onto rectangular bars of a monolithic body. The gluing
process is very likely to introduce some strain into the gauges.
The resulting sensor signal offset could be directly detected if
the FTS were operated under ‘zero-gravity’ conditions.
Although these signal offsets are specific for an individual
FTS, ATI does not deliver its values. The data file coming
with a purchased FTS only contains the calibration matrix 𝐾.

𝐿 𝑇 + 𝑆𝐿𝑆 = 𝐾 ∙ (𝐷 − 𝐷0𝑔 )

(5)

The upper prefix 𝑆 indicates that Load vectors 𝐿 are
expressed in sensor coordinates i.e., in a reference frame that
represents the actual orientation of the FTS in space. Mass and
Center-of-Mass, referred to as “mCoM”, of inner FTS parts
are easily determined from their geometrical dimensions and
densities. The zero-gravity offset 𝐷0𝑔 is found simply as the
mean value of sensor voltages for two opposite robot
orientations e.g. for the 𝑧-axis pointing straight upwards, and
downwards.
C. Robot with sensor interface
The production laboratory at MCI is equipped with an
industrial robot KR60HA by KUKA, Fig. 3. An Omega160
FTS by ATI is attached to the robot flange, followed by a
manual tool changer for quick and repeatable tool attachment
in standstill. An external PC is connected to the robot
controller allowing for data exchange at 12ms cycle time.
Based on KUKA’s software RSI, the robot executes position
increments received from the PC and returns actual position
data and raw sensor voltages. Path planning to drive the robot
within its entire working volume takes place on the PC. The
robot is placed behind a safety fence and, supervised by
KUKA’s ‘Safe Operation’, inside a polygonal safety volume.

7

If 25 orientations were chosen for calibration experiments,
the resulting Load vectors may be put into a matrix, named
‘Load Set’ matrix 𝐿3×25 :
𝐿3×25

𝐹𝑥1
𝐹
= ( 𝑦1
𝑇𝑧1

𝐹𝑥2
𝐹𝑥25
𝐹𝑦2 … … … 𝐹𝑦25 )
𝑇𝑧2
𝑇𝑧25

(7)

Mathematically, the fact that all 25 Load vectors are lying
within a 2D figure, is expressed by the rank of 𝐿3×25 which is
𝑟𝑎𝑛𝑘(𝐿3×25 ) = 2
Fig. 3: PC driving an Industrial Robot in Real-Time and receiving Force/Torque and
Position feedback.

III. OBJECTIVES
It is the objective of this paper to provide a practical
method for In-Situ Calibration of Force/Torque Sensors on
industrial production robots. The method shall allow for Total
rather than Differential Force/Torque measurement. To
achieve that objective, devices, hardware, software, and
algorithms required to perform In-Situ Calibration will be
developed.

A. A two-dimensional analogy
The Calibration matrix 𝐾 transforms vectors from 6D
Load space into 6D voltage signal space. However, six
dimensional problems are hardly accessible to human
intuition. Therefore, an analogous model in three dimensions
is presented, Fig. 4. A Calibration Tool – consisting of a point
mass at the end of a lever arm – is attached to a planar robot.
The FTS in-between robot and lever reacts on gravitation
forces in the center C of mass m. The robot rotates both, Tool
and FTS with angle , which causes reaction force and torque
in the FTS, denoted as 𝐹𝑥 , 𝐹𝑦 and 𝑇𝑧 . With center of mass m
given as point 𝐶 = [𝐶𝑥 , 𝐶𝑦 ]𝑇 , the Load components are:
Fx = −m ∙ g ∙ sin 
Fy = +m ∙ g ∙ cos 
Tz = −𝑚 ∙ 𝑔(𝐶𝑥 ∙ 𝑐𝑜𝑠  − 𝐶𝑦 ∙ 𝑠𝑖𝑛 )

Are sensor deflections affected by a rank deficient Load
set matrix? The 2D-FTS could be realized as a linear-elastic
body with linear deflection sensors placed in such way that
each sensor is more or less dedicated to a particular Load
component 𝐹𝑥 , 𝐹𝑦 or 𝑇𝑧 . Linear cross-coupling between Loads
and sensors would be allowable.
The local compliance 𝛿𝑖𝑗 of a linear-elastic body is
defined as quotient of a deflection component 𝑑𝑖 , 𝑖𝜖{1,2,3}
and the Load component 𝐹𝑗 , 𝑗𝜖{𝑥, 𝑦, 𝑧} that has caused it, e.g.
𝛿𝑖𝑗 = 𝑑𝑖 /𝐹𝑗

IV. CONCEPT

(6)

Forces 𝐹𝑥 , 𝐹𝑦 describe a 2-dimensional circle with radius
𝑚 ∙ 𝑔 in the 𝐹𝑥 − 𝐹𝑦 −plane, see Fig. 4, below right, where 
is randomly distributed within [0 … 2𝜋]. The Load vectors
{𝐹𝑥 , 𝐹𝑦 , 𝑇𝑧 } displayed in space form an 3D ellipse.

(8)

(9)

Rearranging all nine compliances into a square form
builds the compliance matrix ∆.
𝛿1𝑥
∆= (𝛿2𝑥
𝛿3𝑥

𝛿1𝑦
𝛿2𝑦
𝛿3𝑦

𝛿1𝑧
𝛿2𝑧 )
𝛿3𝑧

(10)

With a known compliance matrix ∆ , the total sensor
deflection 𝐷 = (𝑑1 𝑑2 𝑑3 )𝑇 under a general Load 𝐿 =
𝑇
{𝐹𝑥 , 𝐹𝑦 , 𝑇𝑧 } is determined from
𝐷 =∆∙𝐿

(11)

By comparing (11) to (1), the compliance matrix ∆ can be
identified as the inverse of the calibration matrix 𝐾.
∆−1 = 𝐾

(12)

For any carefully designed linear-elastic body, both, the
Compliance matrix ∆ and Calibration matrix 𝐾 have full rank,
i.e., for a 2D-FTS:
𝑟𝑎𝑛𝑘(∆) = 𝑟𝑎𝑛𝑘(𝐾) = 3

(13)

The product (11) of Load Set matrix 𝐿3×25 with ∆ results
in a ‘Deflection Set’ matrix 𝐷3×25 . The rank of 𝐷3×25 can
never exceed the rank of 𝐿3×25 which equals 2
𝑟𝑎𝑛𝑘(𝐷3×25 ) = 𝑟𝑎𝑛𝑘(∆ ∙ 𝐿3×25 ) = 2

(14)

Hence 𝐷3×25 is rank deficient too, i.e. it does not contain
sufficient experimental data to fully cover the 3-dimensional
Deflection Space. The Compliance matrix ∆ of a 2D-FTS is
underdetermined for the single Calibration Tool being used.
Fig. 4, Left: 2D-FTS analogy. Right, Black dots: Loads under some random angles in Load
space. White dots: same Loads projected into Fx-Fy-plane.

Although all Load components 𝐹𝑥 , 𝐹𝑦 , 𝑇𝑧 cover considerable ranges, only a planar two-dimensional elliptical subspace
of the three-dimensional Load space is covered by a set of
Loads if it is created by a single point mass tool. The sensor’s
behavior is observable only within the ellipse’s plane.

If a second Load Set and its Deflection Set were generated
from another Calibration Tool having a different center of
mass, the resulting ellipse would stand out of the plane of the
first ellipse and thus contain information about the missing 3rd
dimension both, in Load space and in Deflection space, see
Fig. 5. Note that the smaller mass 𝑚2 generates less force
𝐹𝑥 , 𝐹𝑦 but similar torque 𝑇𝑧 , due to a longer lever arm. The
corresponding ellipses have the same center but different
orientations and eccentricities.
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experimental poses. For convenience, the sensor’s zS-axis is
chosen parallel or anti-parallel to gravitation 𝑔⃗.
1

𝐷0𝑔,𝑆𝑡𝑎𝑟𝑡 = (𝐷(𝑧⃗⃗⃗⃗𝑆 ∥ 𝑔⃗) − 𝐷(𝑧⃗⃗⃗⃗𝑆 ∥ −𝑔⃗))

(17)

2

3) Determination of Load vectors

Fig. 5: Two Calibration Tools and the resulting Load Sets and Deflection Sets.

B. Requirements on Calibration Tools for a 6 DoF FTS
The conclusions found above for a 2D-FTS transfer to
6DoF-FTS quite straightforwardly.

The load vectors 𝑆𝐿 𝑇 and 𝑆𝐿𝑆 in (15) depend on the
gravitation force of Tool mass resp. Sensor mass, and on the
sensor’s orientation relative to gravity. The sensor is firmly
attached to the robot flange. The robot flange’s pose can be
obtained from the KUKA controller in each experiment 𝑒 as a
vector 𝑃𝐹 = (𝑥 𝑦 𝑧 𝐴 𝐵 𝐶)𝑇 . KUKA rotation angles A, B, C
apply to a Yaw-Pitch-Roll sequence of rotations z(A)  y’(B)
 x”(C). The resulting rotation matrix 𝐹0𝑅(𝐴𝐵𝐶)𝑒 – using the
convention 𝑐 : = cos(𝑒 ) , 𝑠 : = sin(𝑒 ) – is:



3D-Ellipses from Fig. 4, become hyper-ellipsoids in
six dimensions that remain mathematically flat.



A Load Set created by a single Calibration Tool mass
under arbitrary orientations has rank 3.

0
𝐹 𝑅(𝐴𝐵𝐶)𝑒

To achieve a fully ranked Load space for 6DoF-FTS
calibration, at least 3 tool masses with independent
Center-of-Mass vectors are required.

Robot flange and FTS are assembled within tight
tolerances and share the same orientation, thus



0
𝑆𝑅(𝐴𝐵𝐶)𝑒

C. Optimization Problem
1) Formulation by squared Load differences
The optimization problem stated in (1) and extended by
(5) has 36+6=42 optimization parameters in 𝐾 and 𝐷0𝑔
2

𝑚𝑖𝑛 (∑𝑒 ‖( 𝑆𝐿 𝑇,𝑒 + 𝑆𝐿𝑆,𝑒 ) − 𝐾 ∙ (𝐷𝑒 − 𝐷0𝑔 )‖ )
2

𝐾,𝐷0𝑔

𝑐𝐴 𝑐𝐵
= (𝑠𝐴 𝑐𝐵
−𝑠𝐵

Index of the experimental data set: 𝑒 = 1 … 𝑁𝑒 .

𝑆

𝐿𝑇

Load vector at the FTS frame {S} from gravitation
forces of all tool 𝑇 masses attached to the sensor
flange.

𝑆

𝐿𝑆

Load vector at the FTS frame {S} from gravitation
forces of inner sensor masses, i.e., FTS flange,
manifold’s inner ring and connecting screws.

= 𝐹0𝑅(𝐴𝐵𝐶)𝑒

(18)

(19)

𝑃𝐹

Robot flange pose using the KUKA coordinate
convention

𝐹

vector from origin of {F} to origin of {S} given in
{F} coordinates

with
𝑒

𝑠𝐴 𝑠𝐶 + 𝑐𝐴 𝑠𝐵 𝑐𝐶
−𝑐𝐴 𝑠𝐶 + 𝑠𝐴 𝑠𝐵 𝑐𝐶 )
𝑐𝐵 𝑐𝐶

Fig. 6 comprises some geometrical definitions. The Robot
Base is assumed to have a z0-axis that points exactly vertically
upwards, i.e., in −𝑔⃗ direction.

(15)

(∑𝑒 …) referred to as ‘objective function’

−𝑠𝐴 𝑐𝐶 + 𝑐𝐴 𝑠𝐵 𝑠𝐶
𝑐𝐴 𝑐𝐶 + 𝑠𝐴 𝑠𝐵 𝑠𝐶
𝑐𝐵 𝑠𝐶

𝑟{𝑆}

𝑆

𝑟𝑆,𝑀 vector from {S} to CoM of all Sensor inner Masses
given in {S}

𝑆

𝑟𝑇,𝑀 vector from {S} to CoM of all attached Tool 𝑇
Masses given in {S}

𝑚𝑆,𝑀 mass of all Sensor inner Masses
𝑚 𝑇,𝑀 mass of all attached Tool 𝑇 Masses

𝑇

𝐷𝑒

Vector of sensor voltages (𝐷1,𝑒 … 𝐷6,𝑒 ) obtained
in experiment 𝑒.

𝐷0𝑔

Vector of 1 × 6 components that contain the Zero
Gravity Voltages valid for experiment 𝑒 . As all
experiments were taken with identical Zero Gravity
Voltages, index 𝑒 will be omitted furtheron.

𝐾

Calibration matrix of 6 × 6 components.

2) Start parameters
The component values of 𝐷0𝑔 and 𝐾 , referred to as
‘optimization parameters’ will be repeatedly explored by the
LSQ algorithm to minimize the objective function. At Start,
initial estimates of 𝐷0𝑔,𝑆𝑡𝑎𝑟𝑡 and 𝐾𝑆𝑡𝑎𝑟𝑡 need to be supplied
that should be ‘close’ to the optimum for reliable and fast
convergence. An excellent estimate for 𝐾𝑆𝑡𝑎𝑟𝑡 is the
Calibration Matrix 𝐾𝐴𝑇𝐼 given by company ATI at delivery
time of the sensor.
𝐾𝑆𝑡𝑎𝑟𝑡 = 𝐾𝐴𝑇𝐼

(16)

In the absence of Zero Gravity, Zero Gravity Voltages 𝐷0𝑔
are determined as the mean values between two opposite

Fig. 6: Gravitation forces detected by the FTS in an arbitrary robot flange pose

The inverse to 0𝑆𝑅(𝐴𝐵𝐶)𝑒 i.e., the rotation from {S} to
𝑇
{0}, equals 0𝑆𝑅(𝐴𝐵𝐶)𝑒 . The gravitation vector 𝑔⃗
transformed into {S} coordinates for a given experiment 𝑒
becomes:
𝑆

𝑇

𝑔𝑒 = 0𝑆𝑅 (𝐴𝐵𝐶)𝑒 ∙ 𝑔⃗
⃗⃗⃗⃗⃗

(20)

Finally, Load vectors for the Sensor masses and Tool
masses are determined.
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𝑆

𝑆

𝑆
𝑚𝑆,𝑀 ∙ 𝑆⃗⃗⃗⃗⃗
𝑔𝑒
𝐹
𝐿𝑆 = ( 𝑆 𝑆 ) = ( 𝑆
𝑆 )
𝑇𝑆
𝑟⃗𝑆,𝑀 × 𝐹𝑆
𝑆

𝐿𝑇 = (𝑆

𝑚 𝑇,𝑀 ∙ 𝑆⃗⃗⃗⃗⃗
𝑔𝑒
𝐹𝑇
) = (𝑆
𝑆 )
𝑇𝑇
𝑟⃗𝑇,𝑀 × 𝐹𝑒

(21)

origin, while the configurations ‘X’, ‘Y’ and ‘Z’ intend to
maximize the respective CoM coordinate.

(22)

4) Voltage prediction
For a well calibrated sensor, calculated Loads 𝑆𝐿 𝑇 and
measured Loads 𝐾 ∙ (𝐷𝑒 − 𝐷0𝑔 ) should be close to identical.
However, diagrams showing all six Load components sideby-side are poorly readable due to different value ranges of
forces and torques.
Rearranging (15), allows predicting the voltages 𝐷𝑝𝑟𝑒 that
were measured by a perfectly calibrated sensor
𝐷𝑝𝑟𝑒 = 𝐷0𝑔 + 𝐾 −1 ∙ ( 𝑆𝐿 𝑇 + 𝑆𝐿𝑆 )

(23)

Comparison between predicted and experimental sensor
voltages is an efficient means to detect programming flaws or
sensor failures in large data sets.
V. REALIZATION
A. Measurement Setup
A robot programming language was developed that
contains KUKA’s motion commands PTP, LIN, WAIT, as
well as new commands e.g. ‘REC’ for ‘record sensor data’.
The calibration path consists of 25 positions, see Fig. 7, with
the 𝑧𝑆 axis inclination within 𝛾 = 0° … 180° and rotation
angle  = −90° … 90°. ‘Path generation’ is a program that
reads the file ‘Prog’ and generates file ‘Exec’ containing
incremental pose data for the robot, i.e. one flange position for
each controller cycle at a time interval of 12ms.

Fig. 8 left: Calibration Tool with weight disks attached in configuration ‘Z’. Right:
Tetrahedron formed by CoM’s of configurations W, X, Y, Z

VI. RESULTS
A. Calibration
The optimization problem (15) was implemented in
MATLAB using the built-in least squares minimization
function ‘lsqnonlin’ with algorithm 'trust-region-reflective'.
After 4 iterations and (4+1)(42+1)=215 calls to the objective
function, the optimization process converged rapidly and
successfully against the step size criterion.
Fig. 9 compares the experimental sensor voltages 𝐷𝑒 to the
predicted voltages 𝐷𝑝𝑟𝑒 for sensors 1 and 2, using (23). Their
differences (𝐷𝑒 − 𝐷𝑝𝑟𝑒 ) need to be magnified by a factor 10
to become readable.

Program ‘KUKA driver’ sends incremental pose changes
in real time via RSI to the robot and receives both, the actual
pose of the flange frame {F} and the six FTS voltages D1…D6.
All data packages received are saved into the file ‘Recv’.
Examination of measurement data is taking place off-line.

Fig. 7: sequence of actions and data flow to accomplish a series of calibration
measurements

B. Configurable Calibration Tool
A configurable Calibration Tool was conceived [10] with
weight disks being attachable at different places to a common
structure made of aluminum profiles, Fig. 8 left side. The
resulting 4 centers of mass (CoM’s) nearly distribute like the
corners of a regular tetrahedron, see Fig. 8, right side.
Configuration ‘W’ has the closest CoM distance to the tool

Fig. 9: Experimental (red) and expected (blue) sensor voltage at start (top) and at optimum
(bottom). Difference times 10 (yellow).

The optimum Calibration matrix, Table 1, resembles to the
matrix, that was originally delivered by ATI. Values have
changed, Table 2, but do not show symptoms of damage. The
highest amount of change occurs at the biggest matrix element
𝐾33 at a rate of 3%.
The vector of Zero Gravity Voltages 𝐷0𝑔 was initially
determined from (17) and used as a start vector for LSQ. The
Optimization finds values, Table 3, that differ within the same
range as the (𝐷𝑒 − 𝐷𝑝𝑟𝑒 ) values observed in Fig. 9.

10

Table 1: optimum Calibration matrix K from BestFit procedure described in this paper

- 5.3364 0.5448
4.1274 -167.6639 0.1886 170.1129
- 4.5883 190.5629 - 1.0086 - 96.0650 0.5153 - 98.6700
268.1979 2.9316 285.3412
5.4157 275.0303
4.5702
- 1.2356 2.3714 - 18.7665 - 1.5849 15.5820 - 0.9579
18.1697
0.1698 - 11.1552
1.8572 - 10.8167 - 2.2555
0.1714 - 8.7151 - 0.1894 - 10.8186 0.0681 - 9.2159
Table 2: Component wise differences of matrices: K(MCI, 2020) - K(ATI, 2010)

- 4.9689
+ 4.7108
+ 7.2769
- 0.7985
- 0.9705
- 0.1061

+ 4.3312
+ 4.4069
+ 0.1697
- 1.5897
- 0.2014
+ 0.7817

- 0.5562
- 1.6932
+ 8.3932
- 1.1386
- 0.9120
- 0.0696

- 7.2839
- 2.6554
- 0.4141
+ 0.7445
- 1.3046
- 1.3490

- 5.8266
+ 3.9006
+ 8.2273
- 0.9747
- 0.6857
- 0.0383

+ 2.8109
- 2.2374
+ 0.6799
+ 0.8708
+ 1.4686
+ 0.5549

Table 3: Zero Gravity Voltage before and after optimization

n° 𝐷0𝑔,𝑆𝑡𝑎𝑟𝑡
1
- 0.0426
2
- 0.1128
3
- 0.1567
4
0.5759
5
- 0.2035
6
- 0.1128

𝐷0𝑔,𝑂𝑝𝑡𝑖𝑚𝑢𝑚
- 0.0488
- 0.1009
- 0.1533
0.5944
- 0.1981
- 0.1030

B. Visualization
Based on experimental voltage data, a MATLAB program
generates a graphical representation where the Force vector is
represented as an arrow head and Torque vector as the arrow
fletching, Fig. 10. F/T predicted from Tool mCoM and robot
orientation are drawn in red, F/T from measured voltages by
(5) in blue. With the new Calibration matrix, the deviation
between prediction and measurement almost disappears for
both Load vectors. Fig. 11 shows the corresponding situation
in MCI’s laboratory.

Fig. 10: Measured and predicted Forces/Torques after Calibration with CalibTool_Z.

VII. SUMMARY
A method for In-Situ Calibration of Robot mounted
Force/Torque Sensors that allows for Total F/T measurement
was developed. A Calibration Tool having four possible
Centers of Mass was realized. The Least Squares optimization
of 42 calibration parameters rapidly converges. Compared to
the ex-works calibration of the same FTS from over a decade
ago, calibration parameters have changed by less than 3%.
Compared to calibration in a remote laboratory, In-Situ
Calibration saves time and costs, at the expense of developing
and integration of a configurable tool with well-known Mass
and Center of Mass. Full automation and industrialization of
the calibration process are the next goals in this project.

Fig. 11: Lab experiment on KR60HA robot. Same situation as in Fig. 10.
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Open Loop Robot Control using Deep Q-Learning
Simon Schwaiger1 , Ali Aburaia1 , Mohamed Aburaia1 and Wilfried Wöber2

For this paper a model is implemented, that trains a
neuronal network to perform trajectory planning for a three
degree of freedom robot to reach a defined goal point without
collision. We trained the model to perform a pick and place
task, i.e. reaching multiple arbitrary goal points. However,
the problem is formulated in a manner that allows the model
to determine the motion to a goal without performing a
distinct training procedure for each new goal point. Instead
of tackling a problem using an end-to-end RL solution, we
solve the motion control problem independently from motor
control, resulting in a novel approach on how a motion
planning problem in robotics is formulated. We present
the problem formulation and investigate different training
procedures, with and without optimisations to tackle the
problem of sparse reward [32].
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Abstract— Motion planning is essential for any robot application. Since motion planning algorithms require explicit
knowledge about the configuration, constraints and physical
parameters of the robot, motion planning algorithms are often
specific to a certain robot configuration or robotics task. While
reinforcement learning can be used to have a robot learn to
achieve a task, these implementations are typically done as endto-end solutions, where a model is trained on a real robot, taking
raw sensor data as the input and outputting joint torque. For
this type of system, however, training typically has to be performed on the real robot. We implement and evaluate a system
that trains a neuronal network to determine robot trajectory
in simulation instead of the real robot. We create a modular
system for robot arm control, where joints are controlled
by an open loop controller, while kinematics and trajectory
planning are done using a reinforcement learning model. The
model is trained in simulation using multi-goal reinforcement
learning, allowing one neuronal network to plan a path to
multiple arbitrary goal points. We train models using training
optimisations such as reward shaping and hindsight experience
replay. The results show that motion planning can be performed
by the presented approach, allowing an autonomously trained
neuronal network to determine robot movement and adapt to
changing goals and a changing environment.

I. I NTRODUCTION

Motion planning is necessary for a robot’s ability to
perform any task. However, motion planning algorithms are
dependent on knowledge about the robot as well as its
physical constraints in order to be able to plan movement
in a way for the robot to reach its destination [33]. Additionally, in order to not collide, information about the robot’s
environment such as the shape and location of obstacles need
to be considered [18]. Since a planning algorithm needs to
incorporate these physical parameters, differing goals and
a changing environment make motion planning increasingly
difficult [34].
Reinforcement learning (RL) [32], a sub-domain of artificial intelligence (AI) [29], can be used to automate tasks
in robotics [16], by formulating a problem as an interaction
between a software agent and its environment. In application
to robotics, RL has been used in an end-to-end manner,
generating motor control signals based on raw sensor data
[2].

*This work was supported by the city of Vienna (MA23 – Economic
Affairs, Labour and Statistics) through the research project AIAV (MA23
project 26-04)
1 Simon Schwaiger, Ali Aburaia and Mohamed Aburaia are with
the Department of Industrial Engineering, University of Applied Sciences Technikum Wien, 1200 Vienna, Austria Correspondence E-Mail:

schwaige@technikum-wien.at
2 Wilfried Wöber is with the Department of Industrial Engineering,
University of Applied Sciences Technikum Wien, 1200 Vienna, Austria and
the Institute for Integrative Nature Conservation Research, University of
Natural Resources and Life Sciences, 1180 Vienna, Austria

The study is structured as follows. Chapter II investigates
current state of the art RL techniques and their applications
in industrial and robotics applications and provides a methodical introduction to RL, deep Q-learning and hindsight
experience replay. Chapter III describes the practical implementation of the software system and the used openly
available software packages, while chapter IV presents the
conducted tests and results. Finally, a summary of the paper’s
contents as well as an outlook on future work are provided
in chapter V.
II. S TATE OF THE A RT

Reinforcement learning (RL) is one of the three main disciplines of artificial intelligence (AI) [29], next to supervised
[4] and unsupervised [6] learning.
In robotics, RL has been used for motion planning as
well as control tasks. Q-learning has been applied to motion
planning of a six degree of freedom arm in [21], while
deep Q-networks (DQN), as presented in [23], have been
applied to control tasks, such as process control [31] and
continuous control in form of deep deterministic policy
gradients (DDPG) [19]. [7] trained an agent to perform a 3D
robot manipulation task using DQN. An end to end solution
enabling a robot to fully perform a task solely based on
raw sensor data has been implemented in [2], while it was
suggested in [14] to learn the task in simulation and apply
the learned model to a real robot. In [34], DDPG were used
to train a simulated six degree of freedom robotic arm to
perform multiple tasks based on demonstrative data. [17]
trained a simulated bipedal robot to walk forward using
DDPG and reward shaping [25], while [37] trained an agent
to perform an assembly task on a simulated six degree of
freedom manipulator.
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The tackled problem is formulated as a Markov decision process in order to be solved using reinforcement learning.

A. Reinforcement Learning
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Fig. 1.

Hidden Layers Activation

For application of RL, a problem is formulated as a
Markov decision process (MDP), describing it as an interaction between an agent and its environment (see Fig. 1)
[32]. The agent chooses an action to be performed, while
the environment provides the state resulting from that action
as well as a numerical reward, indicating the agent’s success
[29]. The value of a state in terms of expected reward is
represented using a table (Q-table) that stores a Q-value for
each state-action pair. Instead of denoting the Q-values in a
table, a neuronal network can be deployed for approximation
of the optimal action-value function [22], resulting in a DeepQ-Network (DQN) [23] [8].
Multi-goal RL [27] is applied by the state not only
containing information about the environment itself, but also
the current goal [35] with the aim of determining an universal
policy for multiple goals [30]. The policy is determined
according to the environment’s state, but the computed policy
is also dependent on the current goal, allowing for a changing
goal to be part of the environment.
Following the DQN approach [23], the agent is set up with
two Q-networks as well as a replay buffer [22] that stores
already explored transitions (state, action, next state pairs).
During training, entries are sampled from the replay buffer to
periodically train the so-called local model, while the second
(target) model has its weights set to the weights of the local
at a slower pace.
If the agent is in a binary (i.e. only a fixed positive or
negative reward is given on success or failure) or sparse reward scenario, an increasing state size significantly decreases
the chances of the agent ever receiving a positive reward.
Without modifications to the environment [25], traditional
RL agents will fail to train in environments with a big enough
state size due to the probability of encountering a goal being
too low. Hindsight experience replay (HER) [2] circumvents
this problem by storing every transition from an episode not

only with the current goal, but also with a generated, arbitrary
goal. This provides the agent’s replay buffer with extra data
that yields a reward, while not affecting the dynamics of the
environment.
III. M ATERIALS AND M ETHODS

The system was tested on morobot-s, a three degree of
freedom robotic arm (see Fig. 2 for kinematic structure)
based on the Makeblock Servo platform [20] with two
rotational and one translational axes (RRT robot). In the
simulator, the robot was placed against a wall in a similar
manner to how the real robot is mounted. Collisions between
robot and wall as well as collisions of the robot with itself
were considered.

The base environment is a custom OpenAI Gym [3] environment that allows creation of a discrete environment based
on a simulation of a three degree robot in the robot operating
system ROS [28]. When instantiating the environment, the
simulator is queried and all state transitions are recorded and
formatted in a way that adheres to OpenAI Gym’s interface
between agent and environment. Observation space as well
as action space are represented in a discrete manner. An
instance of the simulated robot is set up alongside the real
robot in order to allow the planned robot trajectory to be
published to the real robot. Since no joint feedback from
the real robot is considered by the agent, control of the
real robot is done in an open loop manner. The environment
is expanded upon using OpenAI Gym’s built-in wrapper to
allow for multi-goal RL by formatting the state as a tuple
of joint states (J1 , J2 , J3 ), a normalised vector pointing from
robot TCP to goal point (∆x, ∆y, ∆z) and the distance to
the goal (d) [m]. Possible actions include incrementing or
decrementing each joint individually, resulting in an actionsize of six. A positive reward (+1) is given whenever the
robot TCP is moved within a set distance of the specified goal
point, while a negative reward (-1) is caused by collision with

13

Simulated Robot

Gym-Wrapper

Agent
Choose action

TCP Positions
Collision Data
Valid Joinstates

Robot Operating
System (ROS)
Rviz Visual Tools

Generate
transition data
on startup

Environment
---------------States

Replay Buffer

Actions
Transitions

Local Model
Give new state
and reward as
feedback

Python3
OpenAI Gym

Target Model

Python3
Keras
PlaidML
TensorFlow

Fig. 2. The implemented software system connects ROS components to an OpenAI Gym environment in order to formulate the reinforcement learning
problem in a generic manner. The agent was implemented in Python3, using Keras for creation and optimisation of the neuronal networks.

trajectory and set as the goal. The actions from the last
episode are replayed with the new goal in order to compute
the new states that are appended to the replay buffer.
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obstacles or the robot itself. Upon reaching the goal, a new
reachable goal is randomly generated by the environment.
An episode is considered to be done when five goals have
been reached or when a collision occurs.

The used DQN agent is based on [23] and [19] and
features separate local and target networks as well as a replay
buffer to stabilise training. The networks are set up and
compiled using the Keras [5] API on top of either PlaidML
[13] or TensorFlow [1]. The hidden layers of the model have
a rectified linear unit (Relu) [24] [9] activation function,
while the output layer has a linear activation function.
For optimisation, the Adam optimiser [15] was used for
both models with a mean squared error loss function. The
optimiser parameters β1 = 0.9, β2 = 0.999 and ε = 10−7
have been chosen based on the recommendations in [15].
After four taken actions, the local model is updated by
replaying data from the replay buffer. Replay is done by
randomly sampling a batch of entries from the replay buffer
and updating the predicted current and future value of taken
actions in known states, using the local model for current and
the target model for future states. The local model is fitted
to the updated batch of data during each replay. Soft target
updates are performed by setting the target model’s weights
to the weighted average between the weights of target and
local models. These soft updates are performed after 550
taken steps with the local model being weighted with τ = 0.3
and the target model being weighted with 1 − τ = 0.7.
Hindsight experience replay (HER) as described in [2] has
been implemented in order to achieve more reward for the
agent to learn from. If an episode takes the maximum amount
of allowed steps, HER is performed by having the agent
take the same actions from that episode. During this replay,
however, goals are generated along the known trajectory
of the robot, generating positive reward signals out of an
otherwise useless episode. In the implementation of HER,
two robot poses are sampled from the last episode’s robot

A. Used Software Packages
The system was implemented in Python3 using free opensource software packages (see Fig. 2). The robot simulation
is based on the robot operating system (ROS) [28] [26]. OpenAI Gym [3] is a toolkit for development of RL algorithms
and provides a standardised API determining communication
between agent and environment. The neuronal networks, as
part of the agent, were implemented in Keras [5], using
PlaidML [13] and TensorFlow [1] as the backends. Numpy
[10] and Scipy [36] were used for general data management
while Matplotlib [12] provides data visualisation capabilities.
IV. E XPERIMENTAL R ESULTS
In order to evaluate the performance of different training
optimisations, a neuronal network with two hidden layers
(each with 64 neurons) was trained with and without hindsight experience replay, as well as reward shaping. The
network has an input layer consisting of seven and an output
layer consisting of six neurons, allowing for a single state
to be the neuronal network’s input and a single action to
be the output. All layers were initialised using a random
uniform initialisation function. The environment was set to
a joint discretisation of 0.1 rad for the rotational axes and
0.0015 m for the translational axis. Training was performed
over the course of 1000 episodes with a maximum allowed
amount of 500 actions per episode. As suggested in [11],
each training sequence was performed five times, each with
a random seed. Each training sequence of 1000 episode took
approximately one hour and five minutes to complete on
an Intel Xeon 2690-v2 CPU without GPU acceleration. The
parameters used for agent training are presented in Tab. I.
Reward shaping was implemented by giving the agent
a positive reward of 0.001 at each step that moves the
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TABLE I
PARAMETERS USED FOR THE TESTED TRAINING CONFIGURATIONS .
Parameter
Batch Size
Gamma
Epsilon Decay
Learning Rate
Tau
Local Update Rate
Target Update Rate

Value
64
99
0.9992
0.00025
0.3
4
550

Description
Size of Training mini-Batch
Discount Factor
Discount Factor of Epsilon
Adam Optimiser Learning Rate
Soft Target Update Parameter
Local Model Update Interval
Target Model Update Interval

TCP closer to the goal point, while a reward of −0.001 is
applied on each step where the TCP moves further away
from the goal. Apart from the trained agents, a random
action performing agent has been tested as a reference for
performance of the other approaches.

Fig. 4 shows the average maximum Q-value from each
action in a given episode. This metric provides an indication
of the estimated value of the state an agent is in, with the
estimation being performed by the neuronal networks that
are part of the agent. Similarly to Fig. 3, the colored line
represents the median over the five conducted experiments
with the 95% confidence interval being also plotted. The
values were recorded during the training procedure presented
in Fig. 3 for each of the agents.
While the reward shaping implementation achieves the
highest overall Q-value during later episodes, the HER
implementation causes a higher average Q-value until approximately episode 830, due to useful training data being generated during the early episodes. This generation
of training data causes an additional reward compared to
the DQN implementation, improving episode replay and
therefore causing a higher Q-value. Even though the HER
agent observes a higher Q-value per episode, overall gained
reward is similar to the DQN agent.
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Fig. 3 presents the cumulative reward (average return)
achieved during training for each tested configuration. The
metric of cumulative reward denotes the sum of all previously encountered rewards. The colored line represents the
median of cumulative reward for the respective episode over
the five conducted runs. Additionally, the 95% confidence
interval is plotted in Fig. 3, as suggested in [11].
On average, the DQN based agent managed to complete
66.9% of episodes without collision, while the HER and
reward shaped agents managed 59.7% and 53.5% respectively. For the first 200 episodes of the training procedure,
all agents perform very similar to the agent taking random
actions, due to the high chosen epsilon decay (see Tab. I).
During these episodes, the HER implementation produces
the highest cumulative reward, since the agent learns from
the generated episodes. However, the HER and DQN agents
overall produce reward at roughly the same rate, indicating
that the problem’s state size is not big enough for HER to
create a measurable benefit over the DQN implementation.
While the agent using reward shaping causes more collisions

compared to the DQN and HER agents, it produces the
highest cumulative reward over the conducted experiments.
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In this paper, a system for autonomous motion planning for
a three degree of freedom robot was implemented and tested.
The implementation uses reinforcement learning to train a
neuronal network to determine the robot’s trajectory in order
to reach an arbitrary goal point while avoiding collisions. The
motion control problem was formulated as a reinforcement
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In addition to recording the reward and maximum Q-value
of each episode, evaluation episodes were performed in order
to measure agent performance. Batches of ten evaluation
episodes were conducted in 100 training episode intervals.
For these episodes, epsilon was set to zero in order to prevent
the agent from taking random actions. The results of the
evaluation episodes are presented in Fig 5.
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Fig. 3. Agents based on deep Q-networks (DQN) have been trained in
the presented environment with and without reward shaping and hindsight
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included as a reference for performance.
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Q-value.
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learning environment and a deep Q-network-based (DQN)
[23] agent was trained to solve the problem using training
optimisations such as hindsight experience replay (HER) [2]
as well as reward shaping [25].

Future work can be done to allow for the application of
reinforcement learning models to robotics. The presented
system can be expanded upon in order to enable control
over robots with more degrees of freedom. Additionally,
in order to achieve solutions that are practical to deploy
in the real world, we suggest that systems are set up in
a modular manner, allowing classic robot control problems
to be addressed individually using artificial intelligence. In
application to pick and place tasks using robot arms, these
problems include closed loop joint control, object detection,
grasp point estimation as well as trajectory planning, with
the latter having been examined in this study. Solving these
problems individually using probabilistic methods instead of
creating an end-to-end solution, allows for an easier integration of new methods into existing systems. Additionally, this
approach allows for data representation to be performed by
a human, which greatly increases the explainability of the
resulting solution. In order to enable such systems however,
work must be done to improve solutions for classic robot
control problems such as closed loop motor control, pose
estimation or object detection using probabilistic methods.
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Control algorithm of a Mobile Robot Based on the Principal
Component Analysis
Lucas Muster1 , Ali Aburaia2 , Mohamed Aburaia3 and Wilfried Wöber4
data with maps for global localization and safety-related
functions [19][20]. Autonomous navigation in unknown
areas based on their sensory perception is a major issue
in mobile robotics [10]. Accordingly, control concepts and
algorithms have to be created, which are flexible in adjusting
with the corresponding situation. Therefore, mobile robots
are one of the most important factors in autonomous
production systems, as they provide a set of variation for
different tasks in a highly dynamic environment [9].
This work tackles the implementation of a control loop
based on principal component analysis (PCA) [2] and Lidar
sensor data. In this work, a mobile robot is used, which
has to navigate into a critical zone in the course of the
production process in order to handle specified objects. For
this reason, the mobile robot must be able to have a pose
accuracy to eliminate missed grips. The previously described
navigation algorithms cannot be implemented because the
size of the area in the zone is too narrow and the inaccuracy
would be too high. The robot must be integrated with an
additional algorithm that allows it to dock at a predefined
position within this critical zone in order to be able to grasp
objects without error.
This work is structured as follows. The current state of the
art is described in chapter II. In chapter III methods are
described and in chapter IV the practical implementation is
discussed. The results are presented in chapter V. Finally,
this paper is summarized and an outlook on future work is
given.
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Abstract— Mobile robots are an important factor in autonomous factories. Due to their flexibility, they are used for
various tasks, such as transport systems between processing
stations and storage systems. In order to handle objects
autonomously, mobile robots must have a good accuracy. For
this reason, algorithms which exploit the environmental features
are used to increase the accuracy of mobile robots. This work
describes an approach of an algorithm that uses principal
component analysis to navigate a mobile robot through a critical
zone using the geometrical analysis of the environment. The
algorithm is implemented using the mobile robot MiR100 in a
test factory. The results show that this algorithm can be used
for the application of mobile robotics within a manufacturing
system to handle and transport objects.

I. INTRODUCTION

Mobile robots are used in industrial areas, particularly
as a transport system, due to their flexibility [19][13]. The
driving characteristics of mobile robots are strongly bound
to the environment as well as to the accuracy of internal
sensors, which can lead to critical problems in navigation
[21][23]. If a mobile robot is equipped with an additional
manipulator in order to extend its tasks, in order to interact
with the production line, the accuracy of the positioning
plays a decisive role, since the robot has to handle objects
at certain points or carry out certain actions that require a
high degree of precision [22][26]. In order to obtain the
desired movements of the robot, inaccuracies due to the
kinematic structure as well as external influences must be
accepted [3]. Statistical algorithms, such as adaptive Monte
Carlo localization [5], are too imprecise to handle objects in
the course of a process chain [27]. Even a small deviation
of the pose can lead to an orientation and positioning error,
so that the manipulator is no longer able to grip objects
precisely.
Lidar sensor systems offer a significant advantage, as
they scan the robot’s surrounding area and use the sensor

*This work was supported by the city of Vienna (MA23 – Economic
Affairs, Labour and Statistics) through the research project AIAV, project
26-04.
1 Lucas Muster is with the Department of Industrial Engineering, University of Applied Sciences Technikum Wien, 1200 Vienna, Austria

muster@technikum-wien.at
2 Ali Aburaia is with the Department of Industrial Engineering, University of Applied Sciences Technikum Wien, 1200 Vienna, Austria

aburaiaa@technikum-wien.at
3 Mohamed Aburaia is with the Department of Industrial Engineering,
University of Applied Sciences Technikum Wien, 1200 Vienna, Austria

aburaia@technikum-wien.at
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II. STATE OF THE ART
In recent years, the navigation of mobile robots has
become an important and complex research field [1].
The fusion of internal odometry sensors together with
the external data from the lidar sensors is used to make
statistical algorithms and subsequently predictions about the
pose of the robot based on them [23]. When navigation
in limited spaces is required, the wall often serves as
orientation aid for mobile robots [4]. To provide a solution
for such a scenario, different algorithms can be used,
in relation to this work algorithms that integrate a wall
as an assistant parameter. [4] implemented a fuzzy logic
controller, using ultrasonic sensors to measure the distance
to the wall and calculates the control parameters. As an
alternative to that, neural networks receive the sensor data
and use the kinematic robot model as input and learn the
corresponding control from examples [4][25]. [6] shows a
methodology which uses neural networks to guide a mobile
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robot along the wall out of a maze, leading to better results
compared to fuzzy logic controller [24]. Additionally they
showed, that a relatively small network can be implemented
for such a algorithm. In order to detect walls with the help
of the obtained measurement data, further algorithms like
RANSAC [7] can be used, as shown by [12]. Furthermore,
[14] shows a list of various algorithms, such as Split-andMerge [16], Hough Transform and Incremental [8], which
may be used for a control based on the given environment
data.
In contrast to the algorithms so far, this work implements
a control algorithms based on the PCA [2]. The PCA is
a method of multivariate statistics and is fundamentally
used to reduce and simplify higher dimensional data [11].
In this study, PCA is applied to calculate a vector from
the acquired laser scan data, used to control the mobile robot.
III. MATERIALS AND METHODS
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This chapter describes the materials and methods used
in the course of this work. The mobile robot MiR1001
is used as a testing object, which navigates through the
pilot factory[15]. The MiR100 is used to transport small
load carriers between stations and storage systems. For the
implementation, a control system based on the PCA for
the mobile robot was designed and implemented to let the
robot navigate within the critical zone. The robot has to
orient itself according to a wall in order to minimize the
orientation error and handle consequently (see figure 1).
With the help of the developed algorithm, the robot moves
along the given wall and stops at a predefined distance from
the end of the critical zone, thus reaching the final position.
A. Mobile robot

The implementation of this work is performed with the
MiR100 mobile robot, integrated with two lidar sensors for
environment sensing and driven by two standard fixed wheels
[18]. This robot can be controlled either via the internal navigation algorithm or via the ROS Bridge2 interface, used for
additional linking to the Robot Operating System (ROS)[17].
The main processing unit of the system is an industrial
PC running the operating system Ubuntu 20.04 with ROS
Melodic installed. To handle objects, a UR5 robot3 is placed
on the mobile robot, additionally equipped with a gripper
and an optional RGB camera.
B. Calculation of the eigenvectors
Laser scan data is used to dock the robot at the defined
positions. This data is to provide a direction according to
which the mobile robot is to control itself in order to reach
the end position. To calculate the corresponding direction
vector from the laser scan data, 2D points are taken from
the lidar measurement. This data is then converted to x and
1 https://www.mobile-industrial-robots.com/de/solutions/robots/mir100/
2 https://github.com/dfki-ric/mir

Fig. 1. Visual representation of the control system. The mobile robot (1)
travels along the wall (2), recording the laser scan data (3) which is used
for the calculation of the principal component analysis.

robot

3 https://www.universal-robots.com/de/produkte/ur5-roboter/

y values via the robot coordinate system and stored in a data
set X:


x1 x2 · · · xn
X=
y1 y2 · · · yn
With this data matrix, a covariance matrix Σ is calculated,
resulting in the corresponding eigenvectors. The maximum
variance that best fits our laser scan measurement and the
corresponding vector is then calculated and optimized so that
the desired eigenvector can be determined. The values of the
eigenvector can then be used to calculate the angle over the
robot coordinate system, serving as the basis for control [2].
This angle, the difference between the robot coordinate
system and the coordinate system of the wall, is used to
control the mobile robot so that it is aligned parallel to the
wall using the linear control law described in [20].
In order to evaluate the results, certain conditions were
specified. The distance to the wall was set to 200 mm, as this
is the distance where the UR5 robot can grip the box without
any further complications. The mobile robot moved twenty
times from the inital position to the five different distances
from the end wall, where the final position and the resulting
error were recorded.
IV. IMPLEMENTATION DETAILS
If a command is sent to the robot to move to a specific
position in the narrow area, it navigates to a predefined
position just before the critical area using the internal AMCL
algorithm. Then, the corresponding ROS node starts, receiving the data of the position to be approached.
The laser scan measurement provides the corresponding data
points of the wall to be controlled, along which the robot
moves. This measurement generates a two-dimensional point
cloud linearly mapped to the two eigenvectors using PCA.
Since the mobile robot is not only to control based on the
orientation of the PCA eigenvector, but is also to maintain
an exact distance to the wall, both values must be taken into
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v = kpρ

(1)

ω = kα α + kβ β

(2)

For the evaluation of the control based on the PCA, the
MiR100 was integrated in the test factory environment [15].
The algorithm is used when the mobile robot has to transport
a box into the critical zone mission, where the internal
navigation algorithm does not work. After the initial position
has been reached, the system starts the developed control
algorithm, whereby the robot starts to adjust itself depending
on the wall next to the stations. During this process, the
mobile robot moves with a predefined constant speed.
Each position is determined with the distance to the
opposite wall, i.e. the robot receives a distance to the end
of the aisle as initial value and moves along the wall until
the desired distance is reached. To increase the accuracy, a
velocity ramp has been added to slow down the MiR100 as it
approaches the desired position. When the robot reached the
target, the pose (position and orientation) of the mobile robot
was evaluated. The results are shown in the figures 3 to 5,
where the error from the desired values in x direction (figure
3), in y direction (figure 4) and the angular error (figure 5)
are shown. For this evaluation, each position was approached
thirty times with the mobile robot.
When the errors in x and y direction are compared, relatively
large differences are shown despite the built-in control ramp.
While there is a deviation in the x direction of up to 22
mm, the largest deviation in the y direction (the direction to
the wall) is a maximum of 15 mm. This can be attributed
on the one hand to the internal measurement noise of the
laser scan, and on the other hand also to different external
disturbance, such as light influence and faulty reflections, as
a result of which the distance to the end of the aisle cannot
be approached accurately. The measured orientation error
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Fig. 2. Measurements of the error in x direction of the MiR100 (Error of
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Where ρ represents the distance to the end of the aisle
which adjusts the speed of the robot depending on it. The
angle α is the difference angle calculated with the PCA
algorithm. The angle β is omitted for this control system,
since the end orientation of the mobile robot results from
the control along the wall and therefore only from α.

shows a variation between ±2◦ . While the error in the ydirection is less complicated for this autonomous task, since
the UR5 grips an object with offset without any problems,
the error in the x-direction (direction of travel) is more
difficult to solve. For this reason, mechanical components
were added to the stations to support the robot when placing
the objects. Furthermore, the gripper was modified in such a
way that a deviation of the center point can compensate for
the positioning and orientation error.
The results show that the implementation of this methodology leads to better accuracy of the position of the mobile
robots than with algorithms implemented by [22], which has
an accuracy of approximately 4 mm in x and y direction by
pure line tracking.

Error Distance to End of Aisle [mm]

account in the control concept. For this reason, the initial
position (the last position before the robot moves into the
narrow aisle) is already adjusted in such a way that it does not
have any high deviations from the desired final distance. This
position is approached with the internal MiR100 algorithm
to increase the accuracy. After the algorithm has started the
ROS node, it starts to adjust alternately to the distance of
the wall and the orientation of the eigenvector.
The linear control law is implemented as the control, like
shown in [20], in the corresponding ROS node.
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This study shows an integration of a control system for
mobile robots based on the PCA. It shows a different approach to conventional control algorithms by implementing
a control parallel to the wall using the eigenvectors of the
PCA. Additionally, this work describes how such a control
algorithm can be implemented together with an industrial
mobile robot and what measurement results are provided.
This algorithm shows how an application for mobile robotics
can be used without much technical effort, thus solving
various problems in process work.
Future work must tackle improvement in accuracy. This can
be done and implemented by different methodologies, such
as a line tracing of the MiR100 on the floor or by optical
systems that detect markings on the boxes. In addition,
machine learning algorithms are further used to increase the
accuracy of the robot’s pose in order to be able to guarantee
a higher gripping safety for the process sequence [18].
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How does the type of exploration-noise affect returns and exploration
on Reinforcement Learning benchmarks?
Jakob Hollenstein1

Matteo Saveriano1

Sayantan Auddy1

Justus Piater1

performs better than another on a specific environment, could
the choice of noise and the parameters of the noise generating
process – the noise configuration – have a relevant impact on
the performance? Do different environments require the same
type of noise or do we need different noise configurations
for different environments?
At the beginning of a D-RL learning process data is
usually collected in a purely random fashion and until more
rewarding action sequences are collected, the algorithm has
to rely on purely random exploration.
One possible way noise could affect the learning process
is by increasing or decreasing the exploration. In this work,
we measure exploration by the diversity of the interaction
data an agent collects.
Since purely random policies are similar to the initial
stages of a D-RL learning process, we investigate the impact
of such purely random policies driven by different types of
noise, on different environments and compare their achieved
returns and exploration. This allows us to focus on the
exploration noise without having to control for the learning
aspect of each algorithm. We measure the exploration as
the diversity of collected interaction and show that on all
environments the noise configuration does have an important impact. We found that on some environments higher
exploration is positively correlated with higher returns of the
random policies, while on other environments it is negatively
correlated. Furthermore, while different types of noise can
lead to similar exploration, we found that the return can be
quite different if the return is related to the expended effort.
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Abstract— Deep Reinforcement Learning has shown promising results but remains sensitive to many parameters. Depending on the environment some algorithms work better than
others. Each algorithm defaults to a specific type of exploration
noise. We investigate whether continuous-control environments
react differently to different types of noise. We show that
for rollouts of purely random policies, sampling actions from
different types of noise, Gaussian and Ornstein-Uhlenbeck,
the type of noise has a strong impact on both the achieved
episode returns and the exploration, measured in terms of
state space coverage. Our experiments show that there is no
uniquely preferable exploration noise and that in one type of
environments exploration and returns are positively correlated,
while in the other type more exploration reduces the achieved
returns. We also find that similar exploration can be achieved
by different types of noise, but that the cost can be highly
different. Our results also support claims that the choice of
exploration measure matters.

Erwan Renaudo1

I. INTRODUCTION

In recent years Deep-Reinforcement Learning (D-RL) has
seen astonishing success as well as startling failures: results
are noisy and often sensitive to many parameters [11]. Often
the benefit of one algorithm over another varies, amongst
other things, depending on the task — the environment.
One important aspect influencing the performance of a
D-RL algorithm on a specific environment is its ability
to choose actions that help gather the necessary information. That is, to choose actions that allow for sufficient
exploration. The way actions are chosen are particularly
important for continuous-control, continuous-action space,
tasks because enumeration of actions is not possible. Since
many robotics tasks also feature continuous-action spaces,
this is important for D-RL in the context of robotics.
Many D-RL algorithms employ undirected explorationnoise to discover useful actions—for example by adding
exploration-noise on top of the actions chosen by the policy [6], [10] or by employing stochastic policies and sampling from those policies [3], [8], [13].
The most common types of noise are Gaussian noise
or noise from a temporally-correlated Ornstein-Uhlenbeck
process: some algorithms typically use Gaussian noise
(TD3 [10]) or samples from a parameterized-Gaussian
(SAC [13]), while other algorithms default to OrnsteinUhlenbeck noise (DDPG [6]). If one of these algorithms

1 Department of Computer Science, University of Innsbruck, Innsbruck,
Austria

{name.surname}@uibk.ac.at

II. METHOD
We use two types of noise, Gaussian and OrnsteinUhlenbeck, described below and measure the exploration by
the diversity of the collected interactions or more precisely
by the coverage of the state space.
An intuitive way to measure state space coverage would
be to use histogram based approaches, such as the BinCount [2], [16] which divides the state-space into equally
many bins along each dimension and measures the ratio of
non-empty bins to the total number of bins. Since the number
of bins, as the product of divisions along each dimension,
grows exponentially with the dimensionality, the required
number of data points required to fill each bin with at
least one point, becomes prohibitively large very quickly.
Therefore, we do not report results using a histogram based
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In widely used RL-algorithm implementations [12] the default parameters are θ = 0.15, dt = 0.01, µ = 0·11, σ = 0.1·II .
The Gaussian noise is temporally uncorrelated and is typically applied on symmetric action spaces with commonlyused values [12], [15] of µ = 0 and σ = 0.1 with Σ = I · σ .
Actions at are sampled according to

Gaussian
Ornstein-Uhlenbeck

0.2

Action

0.1
0.0
−0.1

at ∼ N (µ, Σ)

−0.2
0

50

100

150
Timestep

200

250

300

Fig. 1: Default action noises for algorithms include Gaussian
noise (TD3) and Ornstein-Uhlenbeck noise (DDPG). This
figure shows an example rollout for each of these noise types.

The noise generation assumes valid actions in the interval
[−1, 1]. These actions are then scaled and clipped according
to the actual action limits of the environment.
The difference between these two types of noise is illustrated in Fig. 1. A temporal correlation of the OrnsteinUhlenbeck noise and the high amplitudes and wide variation
between time steps of the Gaussian noise are clearly visible.

measure, but focus on measures that work with fewer points
and higher dimensional spaces.
σ = 0.05

5

0

(ii) XNN , the nuclear norm [14] estimates the covariance
matrix C of the data and measures data spread by
the trace, the sum of the eigenvalues of the estimated
covariance:

XNN (D) := trace C(D)

(iii) XUrel (D), the Uniform-relative-entropy [16], assesses
the uniformity of the collected data, by measuring
the exploration as the symmetric divergence between
a uniform prior over the state space U and the data
distribution QD :


XUrel (D) = −DKL U||QD − DKL QD ||U
(1)

since QD is only available through estimation, DKL is
estimated using the nearest-neighbor-ratio-estimator [7].
We investigate the exploration using the XUrel , XBBM and
XNN measures. In some environments, the state space limits
are not properly provided, i.e. s ∈ (−∞, ∞); in these cases
we use the empirical limits observed across all experiments
on the respective environment.
B. Noise types
Ornstein-Uhlenbeck action noise is created by the following temporal process, with each action dimension calculated
independently of the other dimensions:
p
at = at−1 + θ (µ − at−1 ) · dt + σ (dt) · εt
a0 = 0

εt ∼ N (00, I )

Ornstein-Uhlenbeck

−5
−5
5

0

5
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0
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σ = 0.1

5

0
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Following the naming in [16] we use three different
measures XBBM , XNN and XUrel to assess the exploration:
(i) XBBM measures the spread of the data. The bounding
box mean [14] creates a d dimensional bounding box
around the collected data D = {. . . , s ( j) , . . .} and measures the mean of the side-lengths of this bounding box:


1 d
( j)
( j)
XBBM = ∑ max si − min si
j
j
d i

Gaussian

A. Measures

Random Walk Rollouts
5

0
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5

−5
−5

0

5

Fig. 2: Each plot shows one rollout trace using Gaussian
noise (top) or Ornstein-Uhlenbeck noise (bottom) on our
RandomWalk2d-v1 environment. The environment consists
of a 2D state space within the limits −5 to 5. The agent
can move in x and y direction. The line plots indicate
the sequence of visited states—positions—starting from an
initial position close to the center. (left–right) different noise
parameters σ .
We evaluate the impact of these two types of
noise on several common reinforcement learning environments: InvertedPendulumSwingupPyBulletEnv−v0 [5], [9],
MountainCarContinuous−v0 [4], HopperPyBulletEnv−v0
[5], [9] and our own RandomWalk2d−v1 (see Appendix
V-D). The latter is a simple environment to showcase the
behavior of these random policies on 2D navigation in
a limited area. Example rollouts on this 2D navigation
environment are shown in Fig. 2. The σ parameters are used
as described above.
III. RESULTS
Fig. 3 shows the results for environment interaction data
collected by random policies consisting either of Gaussian noise (G) or Ornstein-Uhlenbeck noise (OU) in terms of
the mean returns and exploration measured by XUrel , XBBM
and XNN . For each environment, noise type and σ setting,
50 independent experiments with respectively different seeds
were conducted. In each experiment data were collected for
100000 steps, resulting in multiple episodes. The returns
were calculated as the sum of rewards per episode. Then
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Fig. 3: Each plot shows evaluations for random policies consisting either of Gaussian noise (G) and Ornstein-Uhlenbeck
noise (OU). The x-axis indicates the types and the used σ parameters. The same σ parameter is used for a pair of (G) and
(OU) evaluations. (Left to Right) different environments used for evaluation. Top to bottom: (first row) mean returns on the
y-axis, (second row) exploration in terms of XUrel on the y-axis, measuring the divergence between a uniform prior over
the state space and the collected data, (third row) exploration measured by XBBM on the y-axis, measuring the boundingbox-side-length of the collected data. This measure has a tendency to saturate when data points reach the state space limits.
(fourth row) exploration measured by XNN on the y-axis, measuring the spread of the data. XNN overestimates exploration
when data points are concentrated around the limits.
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the mean of these episode returns over all episodes in the
100000 steps was returned. The 50 independent runs yield
50 mean-return values which are summarized by one boxplot.
A. Discussion

IV. CONCLUSION / SUMMARY AND OUTLOOK
In this work we evaluated the impact of the type of
exploration noise on the exploration, as state space coverage,
with respect to different environments and the relation to
returns achievable with the respective noise. We found that
the type of noise in fact has a strong impact in terms of
exploration and return. This could be part of the reason why
some D-RL algorithms work better on some environments
and worse on others (e.g. [11]).
We found that the relation between exploration and returns
depends on the environment: depending on the environment
the correlation between exploration and return can be positive, or negative and as such a unique selection of the noise
to maximize exploration would not yield the highest returns.
We further found that also the amplitude (σ ) of the noise
generating function has a very important impact that can be
even larger than the impact of the type of noise.
Lastly, we found that, depending on the environment
similar exploration can yield very different returns. For
example, in MountainCar experiment, Ornstein-Uhlenbeck
and Gaussian noise yield similar exploration, but the returns
are far better for Ornstein-Uhlenbeck policies.
Our results provide some indication that in underactuated,
hard-to-explore environments selecting the exploration noise
to maximize exploration is beneficial. While in environments
that are more easily explored, less diverse exploration is
required. We believe that this should be helpful in finding
good starting points for hyperparameter optimization in DRL.
While we can see a strong impact of the noise
configuration—type and σ —on both exploration and return
of random policies, it is less clear whether this immediately
also applies to the D-RL learning process. This question is
subject of our ongoing research.
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1) (Fig. 3, left) InvertedPendulumSwingupPyBulletEnv-v0
[9] shows a positive correlation between the exploration
(second–fourth row) and the returns (top). Both the
returns and the exploration are higher for the OrnsteinUhlenbeck noise than for the Gaussian noise and both
the exploration and return increase with larger σ parameters. The better performance of the Ornstein-Uhlenbeck
noise in this setting is expected, since the system
needs to build up energy. Subsequent actions sampled
from uncorrelated noise are more likely to undo energy
buildup. In this environment the exploration measures
XBBM , XNN , and XUrel agree with each other.
2) (Fig. 3, 2nd from left) MountainCarContinuous-v0
[4] shows a very slight preference for the OrnsteinUhlenbeck noise in terms of exploration (third–fourth
row). Similar to the InvertedPendulumSwingup-task, the
system has to build up energy. Interestingly the σ
parameter appears to be even more important in terms of
exploration than the type of noise. In this environment,
the expended energy (action amplitude) is penalized and
only reaching the high point of the mountain yields
positive reward. While changes in the σ parameter account for the exploration, the returns (first row) are quite
different: the Gaussian noise expends a lot more effort
to achieve similar exploration when compared to the
Ornstein-Uhlenbeck noise and subsequently yields more
negative returns. In this environment the exploration
measures XBBM , XNN , and XUrel (second–fourth row)
also roughly agree with each other, although we can
see a saturation for XBBM (third row) in high exploration
cases, and presumably a preference of XNN (fourth row)
for extreme points as noted by [16].
3) (Fig. 3, 2nd from right) HopperPyBulletEnv-v0 [9]
shows a negative correlation between the exploration
(second–fourth row) and the achieved return (first
row). Presumably this indicates an easier to explore
state space— when compared to the under actuated
dynamics of the InvertedPendulumSwingup and the
MountainCar—in such a case, the noise function could
easily reach a large part of the state space and collect
interactions far away from reward-yielding regions. This
interpretation is supported by the reward structure of
the Hopper environment which also contains an energycost-term.
4) (Fig. 3, right) RandomWalk2d-v1 (see Appendix V-D)
shows a large difference in exploration XUrel (second
row) between the Gaussian and Ornstein-Uhlenbeck
noise, in line with the rollouts illustrated in Fig. 2.
Here the Gaussian noise is preferable, as the OrnsteinUhlenbeck noise is likely to get the agent stuck in the
state space limits. In line with [16] the XBBM (third row)

saturates when the state space limits are reached. XNN
(fourth row) prefers extreme points and shows a preference for Ornstein-Uhlenbeck noise, even though from
Fig. 2 the problematic behavior of Ornstein-Uhlenbeck
noise is clearly visible. In this environment we penalize
actions by aT a, as such the Gaussian noise incurs more
negative reward (first row) than the Ornstein-Uhlenbeck
noise.

V. APPENDIX

(a)

(b)

(c)

Fig. 4: Illustrations of the used environments: (a) MountainCarContinuous-v0, (b) InvertedPendulumSwingupPyBulletEnv-v0, (c) HopperPyBulletEnv-v0
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A. InvertedPendulumSwingupPyBulletEnv-v0
In the inverted pendulum swing up a pendulum mounted
on a cart or linear actuator has to be swung up as illustrated
in Fig. 4b. A commonly used implementation is provided
by [4], requiring a license for the employed physics engine.
The PyBullet physics engine [5] provides a free and open
source alternative. PyBullet also includes alternative implementations for common environments from [4]. In particular
we use the implementation by [9]. State space: 5d, action
space: 1d.

[4]

[5]

[6]

[7]

B. MountainCarContinuous-v0
In the Mountain Car environment [1] an under powered
car has to be driven up a hill, reaching a resting position
on top. We use the implementation by [4]. State space: 2d,
action space: 1d.

[8]

C. HopperPyBulletEnv-v0

D. RandomWalk2d-v1

For RandomWalk2d-v1 illustrations of rollout traces are
shown in Fig. 2. The environment can be viewed as a
two-dimensional navigation task in a spatially constrained
environment. Movement is velocity controlled in x and y
direction. State space: 2d, action space: 2d.
Since RandomWalk2d-v1 is a custom environment we
defined for this paper, we briefly describe its mechanics here:
The states are s ∈ R2 and have the limits si ∈ [−5, 5], the
actions a ∈ R2 and ai ∈ [−0.25, 0.25], the integration delta
time dt = 1.0. The states are integrated over time t as:
s(t+1) = s(t) + a(t) · dt

[9]
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The Hopper is a simple locomotion task, illustrated in Fig.
4c. Similar to above the implementation by [5], [9] is used,
attempting to replicate the environments defined by [4]. State
space: 15d, action space: 3d.
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The initial states s(0) are sampled
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Proficiency Testing for Contact Force Evaluation
in Collaborative Robot Systems
Michael Rathmair, Thomas Haspl and Michael Hofbaur
II. BACKGROUND AND STATE OF THE ART
The normative basis for test laboratories is specified in
the ISO/IEC standard 17025:2017 (General requirements for
the competence of testing and calibration laboratories) [6].
The document includes principles of quality management
with the objective to define a common standard for proving
that laboratories operate confidently and competently as well
as generate valid results and conformity assessments. ISO
17025 is used by accreditation bodies for peer assessment
and audits to confirm the conformity of accredited testing
processes of the laboratory. Selected requirements of the ISO
17025 and their organizational and in particular technical
relevance for laboratories executing contact force measurements and corresponding safety conformity assessments, are
discussed in the following itemization:
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Abstract— The measurement of force loads at potentially
occurring human-robot contact situations is a state of the art
method to verify physical safety in collaborative robot systems.
The standard ISO/TS 15066 specifies the requirements for
the collaborative mode of operation, but there is no uniform
procedure that describes the execution of force measurements.
In order to harmonize the approach and ensure the validity
of results in this paper, we propose three rounds of interlaboratory comparison experiments for proficiency testing. The
goal is to achieve a common level and understanding of safety
evaluation and the associated quality of measurement results.
To validate the experiments, we executed a case study, discussed
the comparison results and documented lessons learned in order
to fine-tune the established measurement processes for contact
force evaluation in participating laboratories.

I. INTRODUCTION AND MOTIVATION
Collaborative robotic applications in a manufacturing context are assistive systems where human workers and robots
may act in a common workspace. In the so called collaborative operation mode physically separating protective devices
are not present and contact situations between operators
and moving parts of the machine are no longer completely
avoidable. In order to use this mode of operation, specific
regulatory requirements, especially in a safety perspective,
have to be met.
For this work we focus on the collaborative operating mode “Power and force limiting” according to ISO
10218:2011 (Robots and robotic devices — Safety requirements for industrial robots) [5]. This mode in particular is
based on the safety-monitored emergency stop of the system
when configured force and torque values are exceeded. Such
contact force limits shall be evaluated since the robot system
is approved for industrial operation.
For test laboratories that perform such measurements, this
is a hard task. However, with the ISO/TS 15066:2016 [7],
there is a standard for safety requirements in collaborative
robotic systems, but there is no uniform standard operation procedure (SOP) document that clearly describes the
execution of measurements. There is a significant variation
of measurement results between different test laboratories
and also different levels of measurement quality standards
that have been established. This motivates us to define
proficiency test experiments in order to set up a common
procedure towards harmonizing the evaluation of contact
force measurements and to enable quality-assessments of the
process.

•

•

•

•

•
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Impartiality and Confidentiality: To satisfy impartiality the test engineer responsible for the force evaluation
must not be involved in the design, programming, implementation and integration of the robot system under test.
Measurement data and conformity assessment results
are part of the CE marking and thus handled confidentially according to the customer’s and legal regulations.
Resource requirements and equipment: The laboratory has to provide state of the art measurement
equipment in the form of biofidel a force measurement
device (FMD). For measurement engineers it has to
be proven and documented that they have the required
competences for measurement execution and have a
fundamental knowledge in the context of robot safety.
Metrological traceability: Force measurement equipment has to be included in a sequential calibration cycle
according to the guideline ILAC G24 (Guidelines for the
determination of calibration intervals of measuring instruments) [2]. However, the metrological traceability of
results by a documented unbroken chain of calibrations
must be maintained.
Evaluation of measurement uncertainty: To assess
the aggregated uncertainty of force measurements the
comprehensive process and accordingly evaluated uncertainty contributions (e.g. temperature, humidity, etc.)
have to be taken into account. ILAC G17 (Guidelines for
Measurement Uncertainty in Testing) gives a good help
to cope with this important and challenging process.
Sampling: In the context of a test laboratory for contact
force measurements, sampling would reflect the task of
selecting potential critical contact situations in humanrobot collaboration (HRC) applications. Since this is
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Experiment ILC 3 requires composed competences validated through ILC 1 and ILC 2 by ”correctly applying”
the contact force evaluation process at an industrial HRC
application.

Fig. 1. Sequence of inter-laboratory comparison experiments designed for
proficiency testing for contact force evaluation.

Increased insight in design considerations and discussion
of PASS/FAIL criteria of each ILC experiment is given in
the following subsections.
A. ILC 1 - Measure correctly
The inter-laboratory experiment ILC 1 evaluates both the
quality of the measuring instrument and auxiliary equipment
used as well as the competence level of the measurement
engineer. It is partitioned into three subparts, where ILC 1.1
and ILC 1.2 refer mainly to the force measurement equipment and ILC 1.3 evaluates basic measurement skills of the
operator.
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strongly conducted with the risk assessment process,
sampling is primarily the responsibility of inspection
bodies rather than classical test laboratories. Nevertheless, for this paper, which focuses on proficiency
testing, the selection of critical contact points (reflecting
mechanical hazards) is relevant in order to comprehensively harmonize the contact force evaluation process.
• Ensuring the validity of results: To ensure the validity
of results, ISO 17025 requires sequential monitoring of
force measurement equipment and statistical evaluation
of results in order to detect trends (e.g. use of working
standards test weights and control charts). In addition
to this internal validity monitoring procedures, a test
laboratory shall compare its performance and quality
of results by conducting comparison experiments and
proficiency tests with other laboratories. General requirements for proficiency testing are defined in the
ISO 17043:2019 (Conformity assessment — General
requirements for proficiency testing) [4]. This international standard provides a guideline in the perspective
of organizational and technical manner important for
the design and definition of inter-laboratory comparison experiments for contact force evaluation in HRC
applications proposed in this paper.
Besides to the normative and legislative framework, the
goal of the H2020 research COVR is to make safety
evaluation clearer and thus allow cobots to be used with
increased confidence in more situations. A major outcome of COVR is a set of so-called COVR protocols
which are provided via the online platform COVR toolkit
(https://www.safearoundrobots.com). COVR protocols have
a clear structure and provide comprehensive instruction for
safety evaluation of any type of collaborative robot applications such as stationary robot assistive systems, mobile robots
and mobile manipulators.
Nevertheless, to provide proficiency testing for contact
force measurements according to ISO 17043 in order to
reach a common quality of the comprehensive evaluation
process consistent to the requirements of ISO 17025, this
paper proposes a set of baseline safety experiments.

Fig. 2. Illustration of subexperiments included in ILC 1. Arrows and parts
in blue color represent the parameters that are variable in the experiments.
•

III. DESIGN OF SAFETY EXPERIMENTS
For the design of safety experiments executed as interlaboratory comparison (ILC) rounds, as illustrated in Figure 1, three challenges are addressed:
Experiment ILC 1 has the purpose of considering the
requirements for impartiality, resources, metrology and measurement uncertainty of the ISO 17025 standard (see Section II). However, this first round of ILC focuses on technical
and organizational basics for contact force measurement in
terms of ”measure correctly”.
Experiment ILC 2 targets a common understanding of
mechanical clamping and transient contact hazards in order
to ”select the critical contact points” for evaluation. This
experiment round refers to the requirement sampling of ISO
17025 listed in Section II. As described earlier, this is an
essential subtask for comprehensive risk assessment.

•

In subexperiment ILC 1.1, illustrated on the left side of
Figure 2, the measurement characteristics are evaluated
under a static force load representing clamping situations. This is accomplished by loading two different test
weights (m1 and m2) on the measurement surface of the
FMD. On one hand, the repeatability (according to static
loads) of the measuring instrument is evaluated. On the
other hand, the dependencies of the load position on
the measuring surface and the tilt angle are determined.
Since only test weights have to be placed on the
measuring device for this test, the requirements for the
test operator are extremely low and his/her behavior has
a significantly low influence on the test result.
In subexperiment ILC 1.2, the dynamic properties of
the measuring instrument are evaluated. This is relevant
for the acquisition of transient force values according to
ISO/TS 15066 [7] (first peak of the force trace within
a time period of 0.5 s after the contact event). For
experiment ILC 1.2, a setup with a vertical hammer
pendulum, as illustrated in the middle of Figure 2, is
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for any type of production machinery. In the context of
robotics ISO 10218:2011 [5] is in place as a specific Type
C standard. In part 2 of the standard, a procedure for risk
assessment of robotic applications including a list of typical
hazards (Annex A) is proposed.
In the perspective of proficiency testing for contact force
evaluation, ILC 2 targets the ISO 17025 requirement of
sampling as discussed in Section II. In particular, the topic
of selecting the critical contact points reflecting mechanical
clamping and transient contact hazard is in focus. The
motivation of considering the topic of risk assessment as
a subexperiment for contact force evaluation is as follows:
• The execution of the ILC 2 experiment should improve
the skills for risk assessment of the participating laboratories.
• Unbiased execution of the ILC 2 experiment followed
by a joint review meeting should focus the awareness of
risk management and increase the quality of the process
at participation authorities.
• The ILC 2 experiment should contribute to improve objectivity of risk assessment, so that multiple laboratories
provide coherent perspectives on risks in human-robot
collaboration.
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designed. The experiment is repeated using different
initial pendulum deflections and hammerhead weights.
Additionally, according to ISO/TS 15066, relevant combinations of metal springs and rubber damping elements
to emulate specific human body parts are used. Similar
to ILC 1.1 a series of force measurement values and
the resulting repeatability properties serve as a basis for
inter-laboratory comparison.
• The goal of subexperiment ILC 1.3 is to evaluate
contact situations that may occur in typical HRC applications including pick and place subtasks. A robot path
according to the right illustration in Figure 2 including
waypoints A to D is defined. The waypoint’s coordinates
are specified relative to the maximum extent of the used
robot arm. However, the evaluation is guided in the
perspective that contact points are already defined by the
relative coordinates of A’, B’ and C’. The positioning
and fixing of the FMD has to be selected by the measurement engineer and is not a part of the experiment’s
description. As a consequence ILC 1.3 considers the
competence level of the human measurement engineer
preparing the measurement setup.
In this experiment a robot is used for the manipulation
of a test weight. Thus it is completely under control
of the robot drives and the associated control algorithms. For inter-laboratory comparison all participants
of ILC 1.3 shall use the same type of robot. Nevertheless, ILC 1.3 can also be used to assess and compare the
safety performance of different robot brands in power
and force limiting mode of operation.
For the evaluation of ILC 1 experiments, in order to decide
if a participating authority passes or fails the proficiency
test, force values including the consideration of measurement
uncertainties have to be compared. As a metric we calculate
the EN performance value according to ISO 17043 [4] which
is defined as follows:
Flab − Fre f
EN = q
2 +U 2
Ulab
re f

where Flab is the measured force value of the participating
lab, Fre f is the measured force value provided as a reference
and Ulab , Ure f are the associated expanded measurement
uncertainties (k = 2) respectively. A participating laboratory
passes the test if the absolute of the EN performance value is
less or equal to 1 (|EN | ≤ 1), and fails otherwise (|EN | > 1).
This criteria is also proposed as a common determination in
ISO 17043.
B. ILC 2 - Select the critical contact points
According to the EU Machinery Directive [1] it is
mandatory to assess any kind of risks associated with
machine operation. To identify hazardous situations, various
procedures/approaches are established (e.g. Fault tree
analysis, Failure mode and effect analysis, etc.). ISO
12100:2010 (Safety of machinery — General principles
for design — Risk assessment and risk reduction) [3] is a
Type A standard which defines general principles applicable

Fig. 3. Setup of the ILC 2 experiment. Two workpieces are manipulated
to an assembly area and into a storage box along the illustrated trajectories.

The robot application implemented for the ILC 2 experiment is illustrated in Figure 3. It includes various manipulation steps of a block and a cylinder workpiece. First the
block is transported to an assembly area (red path) where a
human coworker manually drives a screw into the block. The
human-robot shared workspace is marked as a turquoise area
in Figure 3. The human performs her/his subtask while the
robot simultaneously transports the cylinder from its initial
position to the storage box located on the other side of
the table (blue path in Figure 3). Then the robot gripper
moves to a waiting position where an event of the operator
indicating that the manual process is finished is received.
Finally, the block is also transported from the assembly
area to the storage box (green path in Figure 3). Thus,
the machine implements sequential cooperation between the
robot (operated in the mode of power and force limiting
according to ISO 10218) and the operator.
Relevant for ILC 2 is the assessment of mechanical
hazards of the proposed HRC application that may cause
danger to the human due to potential human-robot contact
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Basis for comparison in the context of an ILC 3 experiment could be any arbitrary real-world, industrial HRC
application. The contact force evaluation could take place
directly at the production facility of a hosting company, or
the corresponding robot application is replicated in a model
factory or robot lab environment.
IV. CASE STUDY AND RESULTS OF COMPARISON
To validate the designed proficiency test, we conducted
a case study in which experiments ILC 1, ILC 2, and
ILC 3 were performed as described above. In order to obtain
representative comparable data the participating laboratories
have to satisfy at least the following requirements:
• The participating laboratories shall be independent and
carry out their activities without mutual influence.
• Resources in terms of trained personnel, hardware
equipment, quality control, etc. shall be available.
• Basic know-how and competences in the field of safety
evaluation of collaborating robots should be given.
• Openness for discussion and feedback to refine and
improve the initial proposed ILC procedures.
For the comparison of ILC experiments presented
within this paper, two European labs which offer
force measurements in their service portfolio, attended
(participating lab 1 and 2). The reference data set as well
as the lead of the test is provided by the laboratory of the
authors. To constitute their function of a reference data
provider the author’s laboratory is operated under strictly
following the ISO 17025 standard.
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situations. The assessment process includes identification,
estimation and documentation of hazards where appropriate
supplemental material (a risk assessment template) is provided by the proficiency testing lead authority. The ILC 2
experiment may be executed under two different approaches:
• Replicating the robot application based on the defined
requirements, workflow and architecture given above.
• The assessment process is executed based on detailed
video recordings of the HRC application provided by
the proficiency test leader.
A direct and sharp specification of PASS/FAIL criteria for
the comparison of ILC 2 risk assessment results is difficult.
Since the level of experience, skills and competence of the
executing engineer and potential familiarity with such type of
robotic applications play a non negotiable role, a subjective
interpretation of hazardous situations cannot be excluded.
Nevertheless, for inter-laboratory comparison processes
of ILC 2 results, we propose the following procedure and
associated success criteria:
1) The proficiency testing lead authority takes the role
of the coordinator, decides the ILC approach, prepares
supplement material, evaluates the results and defines
a time-plan.
2) Participating laboratories execute the risk assessment
based on the provided database in an impartial and
unbiased manner.
3) After completion of the assessments, the ILC 2 coordinator collects and evaluates the documentation of
the participating laboratories. The data sets of the
corresponding hazard identification tables (including
the estimation of a risk level, measures taken, and
the estimation of the resuming residual risk level) are
collected and assigned to hazard groups. Equivalence
criteria are used to group hazard identifications (e.g.
danger of clamping between gripper equipment, transient body impact when transporting the workpiece,
etc.).
4) Hazards assessed unacceptably different by the laboratories (e.g. minor vs. significant injury), or hazards that
are outstanding in one of the defined risk groups (e.g.
a risk only identified by a single ILC 2 participant),
serve as a data- and discussion basis for a joint review
meeting. Corresponding differences in the findings and
their evaluation are discussed in detail. The aim is to
find a consensus both for the hazardous situation itself
and for its assessment.
C. ILC 3 - Apply correctly
The third round of inter-laboratory comparison ILC 3
combines competences and skills in contact force evaluation
already verified in ILC 1 and ILC 2. Thus, the goal of
ILC 3 is to apply the corresponding evaluation procedure
correctly. This includes the selection of critical contact points
(validated by ILC 2), proper placement and fixing of FMDs
(validated by ILC 1.3) and using state of the art calibrated
measurement devices in order to ensure the validity of results
(validated ILC 1.1 and ILC 1.2).

ILC 1 experiment results

Table I illustrates three subtables reflecting the results of
the executed experiment ILC 1. Each of the tables holds
reference force data, measurement results of the participating
laboratories, associated expanded measurement uncertainties
(k = 2) as well as the calculated EN value used as a basis for
PASS/FAIL assessment. The left subtable holds the results
for ILC 1.1 execution. It is partitioned into a section giving
results of the experiment where a 20 kg test weight is
placed at different locations of the measurement surface and
into a section where, at the corresponding experiment, the
FMD is inclined by the specified angle. As indicated by
the EN number both participating labs passed the ILC 1.1
experiment successfully. The calculated expanded measurement uncertainty reflects a static uncertainty considering the
FMD calibration as well as uncertainty contributions while
measurement of static force loads. The middle subtable documents results of the ILC 1.2 experiment where a hammer
pendulum is used to generate repeatable transient impact on
the FMD (see Figure 2). Experiments are executed under
strictly defined combinations of rubber damper elements
(characterized by their Shore hardness value - SH) and metal
springs. Such a combination emulates the physical properties
of a specific body region which is involve to the evaluated
crash situation. Similar to ILC 1.1 force measurements of
the participation labs and the corresponding EN values are
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TABLE I
C OMPARISON RESULTS OF ILC 1.1. C ELLS MARKED IN GREEN INDICATE A POSITIVE RESULT (|EN | ≤ 1),
AND CELLS MARKED IN RED INDICATE A FAIL RESULT (|EN | > 1).

given. The documented expanded uncertainty in this case
includes relevant uncertainty contributions that are present
at a transient contact event. Unfortunately, laboratory 1 had
no SH 30 damping element available at the time of experiment execution. Large force deviations in the submitted
measurements of laboratory 2 results in En > 1 with the
consequence of not passing ILC 1.2. The right subtable holds
the results of ILC 1.3 execution, where a robot manipulates
a 3 kg test weight according to the predefined trajectory
illustrated in Figure 2. Three potential contact points along
this trajectory (A’, B’ and C’ in Figure 2) are evaluated.
Force values representing transient and clamping situations,
according ISO/TS 15066, are evaluated. Again laboratory 2
ends up in an unsuccessful fail status. As a first analysis on
the problem of the participating laboratory 2, the following
conclusions can be drawn based on the measurement data:
• Measuring static force loads is OK as indicated by the
positive result of ILC 1.1. B’ Clamping in ILC 1.3 could
be potentially an outlier.
• In the case of transient impact measurements the forces
are too low which is constituted by ILC 1.3 experiments
and four damper, spring combinations in ILC 1.2.
• The too low force measurement values could be potentially be an attribute to too soft spring elements
and/or damping elements. This can certainly be caused
by aging or irregular maintenance of the FMD. As a
next step, we recommend that laboratory 2 carries out a
detailed evaluation of the metal springs (determination
of the spring constants) and the hardness determination
of the damping elements. This can be done by external
inspection bodies or by metrologically traceable internal
inspection processes.
ILC 2 experiment results

At the second round of ILC experiments the author’s
laboratory has taken the role of the coordinator for

the comparative process of risk assessment. During the
implementation of ILC 2, we implemented the application
described above (see Figure3) and created the video showing
the operation of the machine. The participating laboratories
received only the video and a risk assessment template for
evaluation.
After independent execution of risk assessments, the results were collected by the lead authority and the findings,
reflecting the identified hazardous situations, are grouped
accordingly. The criteria for the grouping were defined by
the different situation-related occurrence possibilities and by
the location of the corresponding hazardous human-robot
contact locations. Table II holds on the left side a description
of the defined hazard groups and an accumulated list of all
hazards identified the three participating parties. On the right
side of the table the findings in the form of documented
risks and the corresponding hazard rating are documented.
The hazard rating is the product of metrics representing
the degree of possible harm, probability of occurrence of
a hazardous event, possibility of avoidance and frequency
and/or duration of exposure (see ISO 12100 [3]). Cells for
hazard ratings in Table II are color coded as follows: green
indicates negligible risk, yellow indicates very low or low
risk and red indicates significant or high risk.
As a result of the joint ILC review meeting the following
conclusions and lessons learned have been identified:
•

The participating laboratory 1 expresses a very passive
mindset toward risk assessment. In principle hazards
were satisfactorily identified but their estimation consistently resulted as negligible. This may be due to
the personal attitude of the verification engineer, or it
may indicate that the chosen metric and the underlying
assessment key has to be improved in the provided
template.
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TABLE II
R ESULTS OF ILC 2 EXECUTION INCLUDING HAZARD IDENTIFICATIONS ,
THEIR GROUPING AND RATING

assessment. Laboratory 2 has taken into account a
reasonable misuse of the machine reflecting the high
rating of hazard 7.
Results of ILC 3
It was planned that the participating laboratories would
evaluate two industrial applications implemented in model
factories for ILC 3. The execution of the evaluations was
only possible to a limited extent due to travel and visit
restrictions in 2020. Only the laboratory providing the reference data set executed the measurements and documented
the results in two confidential evaluation reports. For the
reasons mentioned above, it was not possible to carry out
the evaluations by the participating laboratories 1 and 2 with
the consequence that at the time of writing this paper for
ILC 3 no comparative results are available.
V. CONCLUSION AND OUTLOOK
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This paper demonstrates an approach for proficiency testing in the context of contact force measurements used to
verify physical safety requirements in HRC applications. The
specified experiments (ILC 1, ILC 2 and ILC 3) show the
significance of a harmonized procedure and the associated
comparison of measurements in order to satisfy the quality
of results according to ISO 17025. Furthermore, we evaluated
the developed experiments by a case study where two other
safety evaluation labs participated in the execution of the
defined ILC rounds.
For future extensions and next steps our plan is to complete the remaining experiment executions of ILC 3 and
follow the motivation to roll out the designed proficiency
tests in a larger scale for cobot safety evaluation laboratories
in Europe.
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An augmented reality user interface for operating a mobile robot in
analog planetary research*
Matthias Eder1 , Richard Halatschek1 , Gernot Grömer2 , Willibald Stumptner2 , Gerald Steinbauer1
provide their results to other systems. This resembles the
usual planetary exploration strategy starting with satellite
observations and ending with in-situ investigations using
robots.
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Abstract— The operation and maintenance of a robotic system in the field requires many skills. One must be familiar
with mechanical, electrical, and software engineering issues
to be able to independently operate, maintain and repair the
platform. Since not all end-users have these skills, user manuals
in form of paper-based instructions are provided to ease the
operation, maintenance and troubleshooting of the systems.
However, this type of manual is often prone to misinterpretation
and poor usability. In a challenging environment, such as in
space, handling errors must be reduced to a absolute minimum
and the usability of a system must be guaranteed to ensure
human safety. To overcome this problem, this paper presents
a concept for an augmented reality user manual to operate,
maintain, and repair a mobile robot which is used in the
experiment ExoScot as a part of the analog planetary mission
in Amadee-20. By conducting marker-less tracking, the robot’s
pose can be estimated within the environment which allows
to augment virtual objects onto it and to give additional
information about the operator’s task. The concept is applied
in a first prototype as proof-of-concept. The main purpose of
the first prototype was to observe the user interaction and get
feedback on the AR system, from the user point-of-view for
the future application of the system in the Amadee-20 mission.
This work focuses on the investigation of an AR user manual
for the use case of analog planetary research. Other possible
applications are not explicitly excluded and are conceivable for
further investigations.

I. INTRODUCTION

In analog planetary research, scientists investigate ”the
potential of instruments, workflows, materials, and human
factors for characterizing the astrobiological potential and
geoscientific context of planetary surfaces” [17]. This is often
done in cooperation with robotic assistance systems which
work semi- or fully autonomous. An example for an analog
planetary research mission are the Amadee missions, led
by the Austrian Space Forum (ÖWF). The ÖWF conducted
a series of Mars analog simulations throughout the last
decade. Already in the Amadee-18 mission in the desert of
Oman a small rover for exploration and logistics tasks was
part of the experiment (see Figure 1) [16]. For Amadee20 edition it is planned to investigate a exploration cascade
using several autonomous systems (airplane, UAV, UGV) [5].
In this cascade system data products such as images or maps
are created and refined by different systems which then also

*This work was not supported by any organization
1 Matthias Eder, Richard Haltschek and Gerald Steinbauer are with
the Institute of Software Technology, Graz University of Technology,
Graz, Austria. {matthias.eder, richard.halatschek,

steinbauer}@ist.tugraz.at
2 Gernot Grömer and Willibald Stumptner are with the Austrian
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Fig. 1: Exploration in the desert of Oman for the Amadee-18
mission using a small rover. (c) ÖWF Voggeneder.
The ExoScot experiment is part of the 2020 mission. The
crew on site has to operate an autonomous robot which
explores remote areas and investigates given locations. As
the hardware setup of the robot for this mission is rather
complex, the crew needs intensive training and testing in
order to be able to successfully complete the given tasks. In
addition, it is also their responsibility to start and maintain
the robot’s hardware and solve occurring problems on site.
Since the astronauts are not experts for robot systems,
they usually receive precise and detailed information on
how to handle the robot, in the form of paper-based user
manuals. Such detailed written procedures are common in
the aerospace and space sector. However, this form of manual
is not applicable to an scenario in space because the space
suits make them difficult to handle and thus, the usability
cannot be guaranteed. Also, it is important to avoid mistakes
when using the system in order not to cause consequential
damage due to unsafe handling.
To overcome these problems, in this paper we present an
augmented reality (AR) user interface for operating a mobile
robot during an analog planetary research mission. It is
already shown in research, that user manuals in an industrial
setting using AR outperform paper-based instructions in
terms of fault probability [4], [12]. For the application of
operating a robot in space, no related results could be found.
The proposed system uses virtual objects such as arrows and
pointers embedded into the astronauts environment to im-
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prove their perception of the task environment. By virtually
highlighting parts of the robot, the user receives additional
information on the current task. In order to investigate the
benefits of such a system in analog planetary research, a
prototype was developed and evaluated in a small user study
as a proof-of-concept.
The rest of this paper is structured as follows: First, related
research on the topics of human-robot missions in space,
the operation of robots in space, and augmented reality for
human-robot interaction are discussed. Then, the concept of
an augmented user manual to operate a mobile robot in the
use case of analog planetary research missions is presented.
In Section IV we present the results of the user study. Finally,
we discuss the results and provide ideas for future work.
II. RELATED RESEARCH
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In this section we discuss related literature on the topic
of extraterrestrial human-robot missions, on the operation of
robots in space, and on the development of AR guidance
systems for various fields of applications, including space
missions.

detail [25]. This is still the case, however, in modern missions
humans tend to reach their limits during training because
the complexity of the systems. For such robot systems it’s
hard to memorize all details. To overcome this issue and
to improve human-robot cooperation, there is a need for an
intuitive design of operational interfaces between user and
machine and additional manuals which can be used during
the missions [10]. As for intuitive user interfaces, research is
conducted in different fields to improve the performance of
human-robot interaction during the mission (see for example
[2]). However, user manuals to operate and maintain robot
systems are still often just paper-based or created as simple
digital texts files which are often prone for misinterpretation
and thus make it hard for the astronauts to follow the
procedure. In [19], the authors introduced an AR platform to
assist astronauts at the ISS during a complex manual work
task. Using a head mounted display, they projected the work
instructions together with virtual objects and images into the
operator’s field of view and could show that such a system
could significantly reduce handling errors. The presented
system, however, was only applied on manual work tasks
and did not involve the operation of a robot.

A. Extraterrestrial human-robot missions

Since the beginning of space travel, technologies have
been developed that enable the exploration of space and support humans in their missions. For example, robotic spacecrafts were sent to the moon in preparation for the Apollo
mission to gather initial experiences [8]. However, these
missions were primarily concerned with evaluating feasibility
and data collection. It was not until the ROTEX project
that robotic assistance systems were used to actively support
astronauts during experiments in space [20]. Since then, these
assistance systems have been continuously expanded and
are nowadays used in numerous space operations in Low
Earth Orbit (e.g. [23], [9]). In analog planetary research,
robotic assistance systems are investigated for future humanrobot missions on planetary and lunar surfaces [17]. In 2018,
NASA announced a new space exploration program in which
they call to return humans to the moon and eventually
conduct human exploration on Mars [22]. For this mission,
the assistance of robotic systems will be a crucial tool to
ensure human safety and to maximize the effectiveness of
the astronauts before, during, and after their exploration
mission. Such systems can reduce the human workload by
working together as a team [21]. In terms of human-robot
teaming, NASA follows various approaches. From using the
robot as a tool only to having a human-robot team which is
loosely-coupled and conducting interdependent operations,
up to distributed teams which closely work together and
coordinate/exchange information [13], [27].
B. Operation of space robots
As more robots are deployed in space and the systems
get more complex, the operation and maintenance of space
robots has become increasingly important. In earlier missions, astronauts were prepared and trained prior to every
mission exhaustively to master all operation commands in

C. AR to enhance Human-Robot Interaction
The topic of virtual, augmented and mixed reality to improve human-robot interaction became so popular in recent
years, that a workshop solely on this topic was held [26], in
which the focus was laid on developments, applications and
concepts for robots who interact with the operator via an AR
user interface. In one paper, mixed reality is used to improve
the situational awareness of the human operator who had to
teleoperate a robot arm to manipulate given objects [14].
Thereby, it is shown that augmented information leads to
an intuitive command of the robot. In [6], marked-based and
marker-less AR technologies are used to create a smartphone
interface for a robot manipulator to enable effortless pickand-place tasks. The markers are used to detect the robots
location within an environment and enable the user to start
a pick or place operation by merely selecting a location
around the robot on the smartphone screen. Other works
focus on the augmentation of robot specific task information
and safety space. In [1], task information was projected into
the environment at specific spatial positions by detecting and
tracking relevant objects. This way, humans are informed
about objects which are needed by the robot and are aware
of safety critical locations. Similar to that, [7] aimed to
reduce ambiguity in communication and project the robots
intentions into the environment. This way, the human can
see the planned actions of the robot within the environment
and did not get distracted by checking the robots intentions
on a separate screen. Other work investigates the influence
of AR user interfaces for aerial robots in the comprehension
of collected information [18]. It is shown, that users of the
AR application bring better performance benefits than nonaugmented interfaces and that augmented visual feedback
can improve the situational awareness of the operator. In
an industrial setting, aspects of AR such as interaction
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devices, tracking methods and accuracy were analyzed and
evaluated for the use as a user interface in robot operation
and programming [3]. By visualizing workflows in AR, it is
shown that inexperienced workers are capable of handling
complex robot operating and programming tasks.

Prior to developing the AR manual, the tasks to be
integrated as well as the operating environment of the
application need to be defined. The system presented here
focuses on the operation of a mobile robot that is used to
support exploring remote areas according to the Amadee20 exploration cascade [5]. For this purpose, user manuals
of the system for operating, maintaining and repairing a
robot need to be created. In the manual, procedures such
as starting the robot, replacing and charging its batteries
or manually steering the robot to an experiment’s starting
point are stored. Therefore, every procedure is described
as a single task consisting of multiple steps which need to
be executed to successfully finish the task. As an example,
Figure 2 gives an overview of the task to start-up the robot’s
system. The use case is related to the ExoScot scenario of
Amadee-20. For this experiment, a scenario is recreated in
which astronauts have to bring the robot to a remote area,
start up the autonomous exploration mode and monitor the
operation of the robot during its task execution. In case
of faults and misbehaviours they also need to be able to
maintain and repair the system (hardware and software). As
robot platform, the mobile robot prototype named Mercator,
which was built for this mission, is used (see Figure 3).
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III. AR USER MANUAL
In this section we describe the concept for the implementation of an AR user manual for analog planetary research,
following the transformation guide as proposed in [11].
First, necessary task-related information is described before
presenting its augmentation on a selected AR device. Second,
the implementation of the concept for embedding objects into
the environment is discussed.

A. Task information preparation

Fig. 3: The robot platform prototype named ”Mercator” of
the ExoScot experiment for which the novel user manual will
be developed.

Fig. 2: Example flowchart of the start-up task. Every step can
use information represented as text, images and/or virtual
objects. Checks in-between take care of potential faults
during the procedure.

Next, the required task information and its representation
is to be acquired and defined. According to Reinhart, three
design fields and its parameters have to be taken into account,
when developing assistance systems for user guidance [24]:
1) the information degree defines what type of information
should be used for the given tasks and in what amount, 2)
the information design focuses on the representation of the
task-related information and how it should be visualized,
and 3) and the information device for interacting with the
user and transmitting the information. Following this, the
necessary information required for each manual procedure
consists of text which describes the steps of a task in detail
to the user, images to allow better comprehension of the task
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(a) Direct projection of the task description into the operator’s field
of view.
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and virtual objects which indicate the field of interest on the
robot’s components for a certain step. Figure 4 shows the
types of information used for the application, as well as the
two types of textual representation for the task of starting
up the robot platform. For each set of user instructions, a
list containing step numbers, text, images and virtual objects
including their position in the environment, relative to the
robots pose, is created. It is not mandatory to use all three
types of information for each steps. Instead, it can be freely
chosen how to best represent the instruction for a step to
improve the comprehension of the user. For example, it is not
necessary to add an image to every step, instead animations
and text only could be used. Additionally, the representation
of the text can be done in two ways. Either it is projected
directly into the operator’s field of view or it can be projected
immersively into the environment. The representation of the
image is done similar. Either it is directly projected onto the
screen or is augmented into the environment. Virtual objects
are directly projected into the environment. A detailed description how the immersive visualization of text, images and
virtual objects is done, is given in the following section (IIIB). Regarding the information device, the requirements for a
camera and display are set, as the environment of the operator
is to be augmented on the display. For this implementation,
a smartphone was chosen as it is easily available for the
operators. Task related information is then augmented with
camera data and visualized on the screen of the device. To
interact with the application, touch buttons are placed on the
screen.
B. Augmentation and Implementation

To augment objects onto the operators screen at the correct
position, the robot’s pose has to be estimated in relation
to the smartphones camera position. This is done using
marker-less object detection which uses features extracted
from the robot’s CAD model in advance and then matches
them onto features extracted from the live camera feed. As
the focus of this paper is not on target pose estimation and
various solutions for this problem already exist, an existing
framework for detecting and tracking a target in the camera
frame, the Vuforia Engine 9.8 SDK, was used. Vuforia uses
natural features to detect interesting details such as highcontrast corners or edges of triangles in the target object [15].
By storing orientation information for every detected feature
of an object, the method can also be used to map 3D objects,
such as CAD models. Although Vuforia does not reveal their
exact approach, it is assumed that these features are tracked
using Interest Point Detection which compares an image of
a camera to the target features, pre-detected from a given
target object. This way, object features can be mapped onto
features detected in the camera view to estimate the pose
of the target in regard to the camera’s coordinate system.
Using extended tracking, Vuforia also tracks natural features
surrounding the target in the camera video feed, allowing
to keep track of the target pose estimation even though the
actual target is not seen in the camera view.
For the implementation of the AR application, Unity was

(b) Immersive visualization of the task description.

Fig. 4: Possible representation of the three information types
(text, images and virtual objects) in the application.

used in combination with the Vuforia SDK. Therefore, the
CAD model of the robot and its extracted features were
used to create a target which can be detected by the SDK.
By loading the model target into Unity, an User Interface
which augments task-related information w.r.t. the robot’s
pose can be created. As described in Section III-A, an
instruction set for each task is created containing the three
information types (text, images and virtual objects). For
the virtual objects, common types which can highlight the
position such as arrows, rings, or frames are used (see
for example Figure 4). Additionally a panel is added for
interacting with the application, allowing the user to switch
between tasks and steps. The interaction is kept simple so
it can easily be replaced by other methods which are more
practicable when used by an astronaut in a space suit, such
as a built in joystick. Figure 5 gives an overview on the app
development process. First a CAD model is created and then
used for target tracking in Vuforia. Then, the user manual
instruction set is added in Unity which is augmented into
the environment when running the application.

36

Dr
af t

joystick and then to shutdown the robot again. Maintaining
and repairing the robot hardware was not yet part of the
evaluation. The use of the app and its user interface was
explained in detail to each participant prior to the test.
However, they did not receive any introduction about the
robot platform nor about its controlling mechanism. They
were also informed, that the test is not about timing and
that their time for finishing the task will not be measured.
Additionally, they were asked to speak loudly during the test
and say what they are currently thinking as they might want
to give immediate feedback which might not be remembered
during the questionnaire later on. A study observer noted
these comments in written form. In case that an participant
got lost in executing the task, the study observer gave tips
on how to resolve issues after about 30 seconds. Thus,
the participant did not get frustrated. Every participant did
the test run once, as the learning effect has to be taken
into account after one round. Additionally, a qualitative
questionnaire was handed out to the participants after the
test, to further assess the potential of AR operation manuals
for mobile robots.
In the questionnaire, the participants were asked to give
feedback on the AR application and to evaluate the use of
AR technology in the context analog planetary research.
All of the respondents confirmed that the 3D animation
helped them to better understand operation tasks and that
they value the additional information offered by them. They
also positively highlighted the marker-less tracking approach
as it helps to detect the robot’s pose from various orientations
and allows to make close ups from specific parts of the robot
(e.g. the console). Although the tracking approach sometimes
shifted the estimated pose away from the actual pose by a
few centimeters, the participants still managed to locate the
correct object of interest. The usability with the smartphone
was criticized, because in some steps a two-handed operation
was necessary. As a solution, the use of a smartphone holder
on the forearm was suggested, as was the integration into
a head-mounted display which will be available during the
Amadee-20 mission. Several suggestions for improvement
and feedback were taken from the feedback notes by the
study observer. Two of the participants stated that the immersive text instructions were difficult to read when they
were standing further away, as the instructions were projected
directly onto the robot. Thus, it was noticeable the participants concentrated more on the 3D visualizations, despite the
possibility go closer to the text and read. Others emphasized
the helpful support of the 3D animations, especially when
searching for multiple buttons such as the emergency stops.

Fig. 5: Overview of the implementation steps. First a CAD
model is designed for marker-less object detection to track
the robot’s pose in the environment. Then, information
on a task is created within the environment which is the
augmented and deployed in the AR application

IV. EVALUATION
In order to evaluate the developed prototype and to examine the usefulness of the application, a scenario from analog
planetary research was simulated with four people in the
context of a qualitative evaluation.In the application used,
not all procedures for the ExoScot experiment have been
implemented yet, thus this represents a proof-of-concept.
In the process, people from the field of planetary analog
research and members of the Austrian Space Forum were
invited to test the application together with the robot within
the ExoScot scenario. The task for the participants is based
on the proposal of the ExoScot experiement [5] and was to
start-up the rover, to activate the manual steering operation,
to control the robot safely on a wide area using a remote

V. SUMMARY AND OUTLOOK
In this paper we presented a concept for AR user manuals
to operate, maintain, and repair a mobile robot in analog
planetary research missions. By tracking the robot hardware using marker-less approaches, virtual objects can be
embedded into the operators environment and assist during
his or her task execution. In a small user study with four
persons from the Austrian Space Forum, a first prototype was
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evaluated to gain feedback on the usefulness in the selected
scenario and on the AR design as well. The feedback on
the applicability of the system in analog planetary research
missions was overall positive and all of the participants
recommended the use of the system for the ExoScot experiment. In terms of design, minor recommendations were
made to further enhance the user experience. This work is
intended to investigate the principle use of AR applications
for the operation of robotic systems using the case of
analog planetary research. An application in other areas is
conceivable and is to be investigated in future work. As a
next step, the integration of received feedback and additional
tasks will be conducted to allow the use of this digital
manual in more complex maintenance tasks. Also, a larger
user evaluation is planned with an additional investigation on
the potential performance and failure improvement. For the
final Amadee-20 mission an evaluation of the final system,
which is integrated into the astronaut’s space suit as a headup display, has to be made.
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Object Placement in an Unknown Environment as Part of a
Pick-and-Place Pipeline
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Abstract— The ability to place objects on surfaces exists since
our childhood. While the task and associated movement are
easy for a human, the process is difficult for a robot. However,
as assistive robots enter homes and are increasingly involved
with our daily lives, this task becomes more important. This
work presents an object placement pipeline that is divided into
the sub-processes of plane detection, path selection and collision
avoidance, which closely resembles the steps of human behavior.
Evaluation with a real robot mobile manipulator shows that
the pipeline succeeds for many free-standing surfaces such as
tables, work surfaces, chairs and boxes. Shelves have a lower
success rate due to the challenge for the path planning that is
constrained by the limited space for movement. In general, a
success rate of approximately 67% is achieved in an office-like
environment.

I. I NTRODUCTION

The use of robots to support humans dates back to the
early 1950s where George Devol applied a patent for an
industrial robot [8]. Arriving in the present, the robot is
pushing its way more and more into the lives of private
households, known as service or assistant robots. An example
of a complex robot is “Hobbit”, designed to meet important
requirements for the successful introduction of service robots
into the household of older people [13]. A main focus was
placed on usability, affordability and acceptance. The concept
of “Mutual Care” aims to ensure that the robot takes care of
humans and vice versa. This establishes a close connection
between the two parties and increases acceptance, which
makes usage easier. The “Squirrel” [1] project takes a much
more specific approach. The task is to remove clutter through
gradual learning. The robot learns about objects through their
properties and can interact with them.
For both robots, object placement is an important task.
Current placement approaches use AR markers to identify
placement positions. This is an effective option for the
process, but not expedient in a household. Another approach
is to create a model of the entire environment in which the
robot operates. This includes information of all objects and
their locations. Once created, many tasks like placement can
be easily accomplished with the information.
In this paper, we develop a system for object placement
independently of the environment (Figure 1). In contrast to
common approaches, only the information about the object in
the gripper is sufficient for the pipeline. At the corresponding
waypoint a plane detection is carried out to select the
placement area. As a prerequisite, the robot must have an
RGBD-camera and it should be able to reach all relevant
1 Automation
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Fig. 1.

Object placement in clutter on the side table by Toyota HSR.

points with the gripper. By using ROS, MoveIt and Python,
the placement pipeline can be used on all robots that meet
the requirements. Experiments are conducted with the Toyota
HSR mobile manipulator, in which objects are placed on
different structures in an office-like environment. Overall,
the robot achieves a high success rate under varying degrees
of clutter.
II. R ELATED W ORK
Significant parameters of pick-and-place tasks are speed,
effectiveness and precision. In general, industry methods
such as hand guiding, offline programming and specific programming languages, guiding with teach pendant or virtual
reality have proven themselves. Although these meet the
above mentioned properties, they are not suitable for use in
private households. The big difference is that the same work
process is always carried out in an industrial environment and
that does not happen in everyday life. So other approaches
are needed that are more responsive to the environment.
One key aspect is collision-free movement and planning in
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a dynamic environment [9]. For example, a large company
has the task of moving items from a shelf to a box, which
inspired work in [4]. It is not the same task, but has many
similarities. But not only the pure sequence also the type
of movement is often interesting. A water glass must be
transported and stored in such a way that the liquid stays
in the glass. For this, path planning is important, which is
addressed in [5] and [2]. In robotics, AR markers are often
used to obtain specific information. The detection works
quickly and reliably. In [12], this approach is used to develop
a system specially designed for shelf applications.
III. ROBOT S YSTEM

Create collision
environment
Calculate gripper
pose

Yes

IV. P LACEMENT P IPELINE
The systematic process for object placement corresponds
to the human behavior and is shown in Figure 2. It consists
of the steps:
1) Approach waypoint
2) Perform plane detection
3) Create collision environment
4) Calculate positions for object placement
5) Apply sort algorithm
6) Calculate and evaluate the movement trajectory for
each position
7) Execute the movement trajectory
8) Open the gripper
9) Take out the gripper collision-free
The processes outlined in red are not integrated in the
pipeline, but can be added easily. For the placement, the
correct waypoint is important and because of this, the processes are shown in the flowchart. In a perfect environment

Approach
waypoint

Calculate new
waypoint

Plane detection
via RANSAC

No

Apply sort
algorithm

Plane
detected?

Calculate and
evalute planned
path for each
point

Plane detection
via Primitives
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RANSAC
used?

Yes

No
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The robot used in the laboratory (Figure 4) is the Toyota
Human Support Robot (HSR) [14], [15] as shown in Figure 1. The HSR is designed to interact with people, therefore,
several cameras, a built-in tablet, a microphone and an
omni-directional moveable base are integrated. The equipped
arm has five Degrees of Freedom (Dof) in movement. To
complete all six DoF, the movement base is included. Due
to this fact, the path planning with the robot is a challenge.
Code runs on the robot with ROS implemented in Python.
In the experiments the analysis is performed on a remote
computer, but is also possible on the robot itself. MoveIt [3]
is a state of the art implementation for robot movement and
path planning. For MoveIt a description of the Robot via
Unified Robot Description Format (URDF) and Semantic
Robot Description Format (SRDF) file is required. It is
designed for robots with six DoF arms but can also be used
for the Toyota HSR.
The robot has several cameras so that the environment
can be optimally captured. These are built into the head and
the end-effector. The head-mounted RGBD camera is the
most important for the task. Built in is a Xtion PRO LIVE,
which uses Time-of-Flight techniques to measure depth. The
depth detection technology is particularly helpful because it
can generate a pointcloud. This is used for plane detection,
collision environment and evaluation of the placement points.

Start

Open gripper

Fig. 2.

Path found?

Move away
gripper

End

Flowchart of the object placement pipeline.

this process leads to a faultless result. However, since disturbances occur in reality, an additional plane detection has
been implemented.
Both plane detection algorithms are based on RANSAC
using the Point Cloud Library (PCL). To ensure that the
correct and greatest plane is recognized, the floor must be
removed. The first approach uses basic PCL plane segmentation. As an additional operation it is defined that the
corresponding plane is parallel to the XY-plane in Cartesian
spatial coordinates. This means that the Z-vector must be
found normal to the plane. So that the result plane is not
restricted too much, the slope of the level can be given
a certain leeway (e.g. ±5◦ ). As an alternative to the first
approach, an additional level detection is implemented. In
doing so, those data points of the pointcloud are searched
for which mark the edge points of the plane. Areas in all
spatial directions are allowed as in [10].
A major disadvantage of MoveIt is its primary use in static
situations, where all objects and their location are known
exactly. This makes it necessary to pay special attention to
avoiding collisions. In MoveIt the robot model is embedded
in the collision environment and collisions between parts of
the robot and the environment can be detected. Also the data
from the RGBD-camera is converted into an Octomap [6]
and added to the collision world. Because the camera is
not perfectly aligned to the floor (Figure 3), it needs to be
adjusted. For this, the floor is added as a collision object to
the collision world. In general, collision objects in contrast to
the Octomap have a higher priority and thus around the floor
the Octomap is ignored. For the same reason, the detected
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Office 6,6m x 3m
HSR
Transportbox

Low shelf

High shelf

Office desk
Side
table
Office desk

Work area 3m x 3m

Fig. 4. Floor plan of the laboratory with specific waypoints for each
furniture.

Octomap with misaligned floor visible at the dark blue elements.
Side table
Office desk
Low shelf
High shelf
Office armchair
All furniture
All furniture
w/o high shelf

Clutter configuration
No
Few
High
100.00 %
95.00 %
75.00 %
100.00 %
85.00 %
75.00 %
95.00 %
80.00 %
60.00 %
10.00 %
5.00 %
0.00 %
100.00 %
70.00 %
60.00 %
81.00 %
67.00 %
54.00 %
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plane is projected onto the ground using a collision object.
It also helps in the aspect that the robot does not drive into
a table if it only sees the plane and not the legs.
The next step is to calculate the gripper position for
placement. On the one hand, a high number of points leads
to a high probability of success, but on the other hand,
it increases the execution time. The number of points is
therefore calculated dynamically, whereby the corresponding
parameters can be specified at the start of the pipeline. For
each point, the specific pose of the gripper must be taken into
account. So between two and four directions for each point
are calculated. If only one object is placed, then it makes
sense to reach the closest place of the plane first. For this
reason, a sorting algorithm is implemented.
MoveIt with the Open Motion Planning Library [11]
is used for path planning. More precisely, the paths are
calculated with RRTConnect [7]. All components are already
implemented and can be used easily. To withdraw the gripper
the reverse trajectory is executed.

Furniture

Fig. 3.

V. E XPERIMENTS AND R ESULTS
The laboratory setup consists of several items of furniture
that are found in many private households (Figure 4). The
placement pipeline is tested with three different configurations of clutter for each piece of furniture:
1) no object
2) few number of objects (15 or less objects per m2 )
3) high number of objects (more than 15 objects per m2 )
The same object was used for each placement experiment.
This is approximately 20cm high, 10cm wide and 5cm deep.
A success rate of around 80% was determined through
several experiments (Table I). The high shelf is not taken
into account in this statement as the pipeline is not suitable
for it.
A. Object Placement
The experiment showed that the side table works best. This
is followed by the office desk, the low shelf and the office
armchair. The reason is mainly due to the robot’s freedom of
movement. In Figure 4 it can be seen that the side table can

98.75 %

82.50 %

67.50 %

Total
90.00 %
86.67 %
78.33 %
5.00 %
76.67 %
67.33 %
82.92 %

TABLE I
S UCCESS RATE OF THE PLACEMENT PIPELINE

be operated from four sides (orange waypoints). There are
two on the office desk (blue waypoints) and only one on the
two shelves (red waypoints) and the office armchair (green
waypoint). The more waypoints available, the better it is for
the placement pipeline, as it allows more freedom for path
planning. In addition, with the high shelf, the item has to be
placed between two shelves. For all others, it is placed on
the surface. This gives more opportunities for MoveIt to find
a successful path.
Recurring problems were also discovered during the experiments. Objects that are too flat cannot be recognized by
the Octomap because this part of the Octomap is ignored
in the area of the added collision object. This means that
all flat objects (smaller than 1cm) are ignored. It can also
happen that objects are placed too close to the edge. On the
office chair it often happened that the object fell over. This
is due to the uneven and soft surface and the lack of weight
of the test object. The most common cause of an incorrect
placement process is that no trajectory was found. Generally,
the robot does not move before causing a collision.
B. Computation Time
A summary of the processing time of the individual steps
is shown in Table II. In the experiments, it was found that the
plane detection with RANSAC takes a long time. This fact
does not coincide with the methods presented in Section IV.
A closer look explains that fact. In the total time, the entire
process of plane recognition is taken into account. This
starts with receiving the data and ends with calculating the
significant parameters of the plane. The simple calculation of
the parameters only takes a few milliseconds. The bottleneck
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Sub-process
plane detection
creation of the collision environment
including adding the object to the
robot
calculate and sort of the possible
placement points
path planning per point
execution of the path and placement
of the object

Time
10s - 13s
20s - 21s

100ms - 200ms
70ms - 200ms
> 10ms

TABLE II
T IME CONSUMPTION OF THE IMPORTANT SUB - PROCESSES
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is the data transmission between the robot and the computer.
A WLAN connection was selected as transmission medium,
whereby the performance of the robots WLAN module is
limited because of the battery capacity. For plane detection,
the entire pointcloud must be transmitted, which takes the
majority of time. A lot of time is also required to create
the collision environment. This is a MoveIt specific implementation and therefore also the weak connection has to be
taken into account. In contrast to the other processes, both
the calculation of the placement points and the path planning
requires not much time. It has to be mentioned that the part
time adds up when calculating the paths. It takes for example
7-20 seconds to test 100 points. For this reason, the number
of calculating points strongly depends on the size of the
plane.

R EFERENCES

VI. C ONCLUSION

This work presented an object placement pipeline for
service robots. In our development and evaluation, great care
was taken to ensure that the results are not influenced by
the robot or the laboratory environment. The robot only
needs an RGBD-camera and should be able to reach all
points in the room. A large number of common robots
meet these two requirements, therefore, we see our work
as being highly versatile. The combination of ROS, Python
and MoveIt ensures that many systems are supported. The
pipeline achieves the best results in free-standing areas. All
in all, this work is a helpful implementation as part of a
pick-and-place pipeline to develop a tidy-up robot.
Future work should address path planning in narrow
spaces. Placement between two shelves in particular does
not work with MoveIt. The reason is that MoveIt always
tries to place the object from above. However, since there
is very little space available on the shelf, no collision-free
path is usually found. Another framework for this specific
planning could be helpful.
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Machine-made Coil Winding with a Collaborative Industrial Robot
Johannes Wenninger1 and Siegfried Silber1 and Patrick Weißengruber1

Abstract— The requirements for modern electric motors, such
as higher energy densities or rotational speeds, are constantly
increasing and the production of the coil winding is getting more
and more complex. The use of collaborative robots (cobots) in
industrial applications is becoming increasingly important. This
paper presents a workflow for the generation of a custom coil
winding with the help of a cobot.

I. I NTRODUCTION

a)
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Driven by e-mobility, the efficiencies of electric motors have
improved significantly in the last few years. This could
be achieved, on the one hand, by more compact motors
operating at higher rotational speeds and, on the other hand,
by motors with special winding systems that lead to higher
power densities. Unfortunately, these high-power motors are
characterized by a small number of magnet wire turns in
each individual coil and thus higher conductor cross-sections
are required. Since these motors are always operated with
alternating current and more frequently with frequencies in
the range of several hundred Hertz, the parasitic alternating current (AC) losses increase considerably with larger
conductor cross sections. Physically, these AC losses are
caused by eddy currents in the conductors that occur when
electrical conductors carry an alternating current (skin effect)
or are exposed to an alternating magnetic field (proximity
effect). To keep the parasitic AC losses as low as possible,
the winding conductors are often subdivided into multiple
insulated parallel strands. These strands are short-circuited at
the terminals. Thus circulation currents can occur in the conductors connected in parallel, which in turn lead to additional
losses. To keep these losses low, very precise arrangement
of the wires in the slot is required. Figure 1 shows different
conductor arrangements for single-layer winding. Conductors
with the same color are connected in parallel, belong to the
same strand and represent one turn of the winding.
Between the best (Fig. 1a) and the worst-case distribution of
the parallel wires (Fig. 1c), the additional losses can differ by
orders of magnitude. While production lines for high volume
machines are available, large machines with small batch sizes
are still wound manually. Examples are permanent magnet
excited hydroelectric generators, as shown in Fig. 2 (left and
middle) with corresponding winding as shown in 2 (right).

*This work was not supported by any organization
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are with Linz Center of Mechatronics GmbH, Altenbergerstraße
69,
4040
Linz
johannes.wenninger@lcm.at;

siegfried.silber@lcm.at;
patrick.weißengruber@lcm.at

b)

c)

Fig. 1. Arrangements of conductors in the slot for a single-layer winding, a)
bundled wire distribution (best case), b) bundled wire distribution (medium
case), c) single-layer winding with radial wire distribution (worst case).

Fig. 2.

Hydropower generator with corresponding coil winding

II. M ECHANICAL PARTS AND W INDING C ONCEPT
Typically, handmade coils do not have the accuracy of
machine-made coils, which can result in higher losses and
critical thermal loads. Additionally, machine-made coils can
be produced more efficiently, resulting in lower cost per
piece, especially for higher volumes. To minimize the losses,
a winding concept was developed with the help of a cobot.
There is a wide range of collaborative robots on the market.
In this study a robot from Universal Robots [4], the UR10e
was used. Since this one has the widest operating range (1300
mm) compared to the other cobots of Universal Robots, it
is perfect for complex winding applications. The maximal
payload of this cobot is 10 kg and it has a movement
repeatability of ±0.05 mm under load.
In order to build up the coil winding, a device was created
which serve as a guide for the winding wire. A draft of
the device is shown in Fig. 3. The structure consists of two
towers, which are mounted on a heavy foundation. Each
tower has an individual number of segments (green and blue
part). The segments are 3D-printed and stiffened with a steel
shaft. The coil winding presented in this work requires two
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segments with ten slots total. Each slot has space for 18
parallel wires. The slots of the towers represent the grooves
of the coil winding in which the wire packages are inserted.
The length of the winding package is defined by the distance
between the towers and can be adjusted individually. The
winding starts from the bottom up. At the uppermost segment
a lug is provided to reverse the direction of the winding.
After the turn at the top the winding goes downwards. At
the bottom another turn movement is done to reverse the
direction of the winding. This process is repeated until all
layers of the winding are completed.

Fig. 4.

End effector

Fig. 3.
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to define the points of one single winding layer and then use
these points with a vertical offset for all the other layers. The
reference of the planned points is a fixed coordinate system
on the winding device. In Figure 5 the corresponding path
points of one layer are shown. The dots indicate the location
in the plane and the arrows represent the direction of the
longitudinal tool axis. The orientation of the end-effector is
described with Tait-Bryan angles and intrinsic rotations about
the z − y − x axis of the tool-center-point. The blue square
represents the bounding box of the winding device.

Winding device

In order to handle the wire with the robot, a suitable endeffector was needed. Since there is no appropriate solution
available on the market, a custom end-effector was designed
and built (Fig. 4). The core and the flange of the effector are
made of aluminium to achieve enough stability. The housing
parts are 3D-printed. The blue line represents the copper wire
passing through the end-effector and the arrow indicates the
wire inlet. At the outlet of the device there is a tungsten
carbide nozzle to guide the wire.
The manual wire stripping is a very time-consuming task,
especially for a high number of parallel wires. Since several
coils are wound on the winding device, an automatic wire
stripper inside the end-effector is installed to strip the wire
between each coil. It can be activated at any time of the
process. The concept of the automatic wire stripper is based
on rotating blades, which are driven by an electric motor.
The centrifugal force cause the blades to fold up and strip
the wire. Since there is not enough power to drive the wire
stripper directly via the robot, an external power supply is
required.
The insulation cut of, will be extracted trough a suction port.
The wiring of the power supply as well as the hose of the
suction system, are guided along the robot arm.
The required copper wire is wound on a spool in front of
the winding device and is fed directly into the end-effector
(marked with an arrow in Fig. 4). To ensure a constant wire
tension during the winding process, a wire tensioner was
added between the spool and end-effector.
III. PATH P LANNING AND I MPLEMENTATION
The next step was to plan and implement the path points of
the winding process, that the robot has to pass. The idea is

Fig. 5.

Planned points for the winding process

Figure 5 shows the counterclockwise movement of the upward winding process. For the downward winding, the points
and orientations are flipped along the horizontal axis. To
change the winding direction, a turn movement at the top
and bottom of the winding unit is necessary. The automatic
wire stripping is activated during the turn movement, since
the wire will be cut at this point and electrically clamped.
The Universal Robot can be controlled at two levels. One
option is to control the robot directly with the teach pendant
and the graphical user interface. The other way is at a
script level. At the script level, the URScript [4] serves as
a programming language to control the robot. The URScript
includes variables, types, and the flow control statements.
There are also built-in variables and functions that monitor
and control I/O and robot movements. The planned path
points are generated by a Python script. The result is a
URScript which can be loaded and executed by the robot.
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IV. V IRTUAL C OMMISSIONING AND REAL S ETUP

Fig. 7.

Universal Robots UR10e with winding device and end-effector
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Virtual Commissioning is used to test the setup and the
generated robot program in the virtual environment. It is used
to find the correct position of the winding device and to avoid
collisions between the robot and the winding device. With
this procedure, it is possible to quickly test different travel
paths of the robot without having to change the real setup.
Unfortunately, it is not possible to simulate the copper wire
itself.
The used tool for Virtual Commissioning is IndustrialPhysics
from Machineering. IndustrialPhysics is a physics-based 3D
simulation software that offers real-time capability for Virtual
Commissioning of mechatronic system in a holistic digital
engineering approach [1]. This simulation technology makes
it possible to simulate complex systems and robots quickly
and easily in addition to check test runs of the PLC programming created precisely. Many functions are integrated
in IndustrialPhysics for a wide range of applications in
development, commissioning, production, service, and sales.
Figure 6 shows the Virtual Commissioning model of the
winding setup.

Model Space’, is a software environment for system simulation and optimization. Based on subsystem models, or
so-called ‘Components’, with certain inputs and outputs, the
complete simulation model tree can be created intuitively.
The Components which can be included in SyMSpace® may
hold the actual computation or simulation in the form of
functions or methods. Equally, Components may include
the interface to third party software used for simulation or
calculation.
The goal is, to have a SyMSpace® component for every
process step. For example one component, which generates
the G-code files to 3D print the winding device or another
component which produces the robot program from the CAD
model.
VI. S UMMARY AND O UTLOOK

Fig. 6.

Virtual Commissioning

The virtual setup was created with the CAD software PTC
Creo [2] and is then transferred to IndustrialPhysics. In order
to test a new setup, the winding device or the robot has to
be moved. Afterwards the reference coordinate system of
the device has to be teached and then the robot program can
be executed. The winding program runs on the Universal
Robots offline simulator, which transfers the movement of
the UR10e via the real-time-data-exchange (RTDE) interface
to IndustrialPhysics.
After a successful virtual test, the setup is build up in the
laboratory, which is shown in Fig. 7.
V. P ROCESS AUTOMATION WITH S Y MS PACE®
The next step is to automate the whole winding process,
from the creation of the CAD model of the winding device,
to the G-code for the 3D printer and the robot program.
The used tool to orchestrate various software platforms
is SyMSpace® . SyMSpace® [3] which stands for ‘System

In this work a concept to produce a machine-made coil
winding with the help of a collaborative robot was presented.
First test windings have been successfully completed. The
next steps are to implement the SyMSpace® components, to
automate the workflow and to compare a hand-made with a
machine-made coil winding in operation, in terms of thermal
properties.
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A dynamic sensor interpreter for robotic systems
Tobias Mitterer, Harald Gietler, Christian Schöffmann and Hubert Zangl

Fig. 1. Illustration of the implementation of the proposed approach on
an automated crane system. The host communicates via CAN bus to a
processing unit where the TEDS of the sensor is implemented. Data from
the sensor is retrieved and processed in the processing unit composed of a
microcontroller and sent via CAN to the host.
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Abstract— Changing configurations of robots e.g. in modular
robotics, due to retrofitting or maintenance often requires
the addition of new sensors that are previously unknown to
the system. Usually, it takes quite some effort for the logical
integration until the sensor data can actually be used in the
system, like updates of the host software, installing drivers or
software modules. This can be a time consuming and potentially
also an error-prone task. We propose an approach to speed
up this process by including an electronic data-sheet standard
in the sensor node that contains meta information such as
the physical quantity that is measured, the encoding of the
data, data rate, calibration data or measurement uncertainty.
Based on this information, a Network Capable Application
Processor (NCAP) on the host side can automatically integrate
the device in the system by adding the information to a so-called
parameter server and providing the sensor data (including
calibration) as Robot Operating System (ROS) topics. It is
important to note that this procedure does not require any
change of the software on the host side. Furthermore, the datasheet also allows to validate if a certain sensor suffices the
requirements for a certain task, which is of particular interest
in modular approaches, where configuration are frequently
changed over the lifetime of the system. Consequently, the
proposed approach not only helps to speed up the integration
of new devices but also contributes to the stability of the system
as automation reduces the risk of errors and as avoidance of
additional software modules and drivers reduces the risk of
incompatibilities. We demonstrate the benefits of the approach
in the retrofitting of a forestry crane with sensors. With the
addition of such sensors, such machines turn into autonomous
systems enabling the automation e.g. of ordering wood logs.

I. INTRODUCTION

Modern robotic systems rely on massive amounts of
sensing devices such as vision-based sensors, tactile sensors,
time-of-flight sensors or near-field based methods to perceive
their surrounding and interact with the physical world [1],
[2], [3], [4]. Often, existing robotic platforms are equipped
with new sensors, previously unknown to the overall system.
The integration leads to time consuming tasks such as
software updates, adjustment of code or re-calibration. Also,
potential errors in the software may occur, which leads to
further integration cycles. To ease such tasks, the IEEE
21450 standard family has been developed for transducers in
various sensing applications. An important field of wireless
The research leading to these results has received funding from the
Austrian Research Promotion Agency (FFG) under the grant agreement
864807 (Auto-LOG), the ”Kärntner Wirtschaftsförderung Fonds” (KWF)
and the ”European Regional Development Fund” (EFRE) within the CapSize
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and smart transducers is in the field of robotics, where autonomous agents are equipped with multiple different sensing
modalities. Hence, each sensor transmits data in a different
structure and contains different information such as calibration data or sensor-specific metrics. The electronic datasheet Transducer Electronic Data-Sheet (TEDS) defined in
the IEEE standards provides descriptions of sensor channels
in terms of physical quantities, data representation, measurement range, uncertainty or calibration data. Consequently,
such electronic data-sheets can be seen as a specification
of a device and might therefore already be conceptually
developed in an early design phase. A short introduction to
the standard IEEE 21450 is given in [5], [6]. An example
implementation of TEDS is shown in [7] and an example of
using TEDS to connect multiple sensor nodes is shown in
[8]. We propose to implement the methodology of TEDS into
a robotic framework composed of multiple different sensors.
The NCAP acts as a central component in the system and
the TEDS as a means for supporting easy connectivity and
documentation of a smart sensing devices. To showcase the
benefits of this approach, we investigated a forestry crane
as a use case example, which is retrofitted with a number
of sensors. Usually, such systems are operated by humans
and do not exhibit autonomous behavior. Using the sensory
information on the forestry crane, autonomous sorting of
wood logs (see Fig. 1) can be achieved by implementing e.g.
a closed-loop control. The integration procedure is explicitly
shown for a sensor, as representative for any sensor, which
retrieves the angular position of the crane rotator to support
the overall control architecture of the crane. The angular
sensor information is crucial for the system to align the
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II. S YSTEM A RCHITECTURE
A. Prototyping System

Fig. 2. The exemplary angular position sensor mounted on the limited
space at the crane rotator is shown. The custom made sensor requires
calibration, synchronization and validation of its provided raw-data before
being supportive to autonomous log grasping (angular alignment of log and
grasper).

for various geometries. The pure scaling of the sensor
introduces measurement errors which can be corrected by
means of calibration. Consequently, a number of those sensor
require a number of unique calibration sets which introduces
management overhead. To simplify this, the calibration data
is stored in the electronic data-sheet of the individual sensor.
Throughout this paper, the angular position sensor at the endeffector of the crane with the 40 mm shaft is used. For completeness, the key properties of the sensor are summarized in
Tab. I. The presented properties are achieved after calibrating
and post-processing the sensor output. Additionally, the
communication to the sensor needs to be established and
synchronized. Commonly, this is done by the user of the
sensor which may also use a great number of other sensors
leading to a complex and time-consuming task. This paper
proposes an automated integration process of sensors and
provides a common interface to the measurement data. The
angular position sensor under exam is taken to showcase
the benefits of the approach. The following parameters are
stored in the electronic data-sheet of the angular position
sensor: information about the measured quantity, uncertainty
information, a look-up table for calibration, an adjustable
sensor offset and the update rate of the sensor. Note, that the
data is specific to any individual sensor. Especially, when
including multiple sensors to a system it is convenient that
the sensor specific data is stored in each sensor individually.
The following sections explain how the stored data-sheet is
used in a generic fashion.
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altitude of the grasper with the pose of the wood log for
successful grasping. An important aspect of these sensors is
the possibility to retrofit them on different shaft diameters on
different robot platforms. Hence, forestry cranes of different
scale can easily be equipped with the same sensor type.
This leads to different calibration data for every scenario
where the sensor is deployed. Hence, with an architecture as
given by the TEDS, the integration of these sensors in new
systems including the corresponding calibration information
is simplified. In the proposed network, the sensor gets
connected to the NCAP via a wired CAN interface to send
and receive data. Furthermore, our framework also integrates
direct connection to the well-known ROS which streams all
sensor information as ROS topics. Besides pure sensor data,
the node also includes the calibration information of the
sensing device and sensor-specific data such as the CAN ID
of the sensor node. The proposed procedure enables a unified,
fast and dynamic connection procedure for transducers used
in the robotics domain to the network and ROS. Finally,
with the proposed approach it is possible to use and deploy
transducers on different robotic platforms with minimized
effort which potentially speeds-up the integration process
into existing systems.

The robotic system under examination is a hydraulic
actuated industrial log-grasping crane. The crane is a 1:5
laboratory model of a crane employed at sawmills. Its total
arm length is about 2.5 m. The crane-arm comes with two
rotational joints, one at its base and one at the end-effector,
and 3 linear joints as well as actuation of the grasper.
Apart of its size, the log-crane does not differ from a
state-of-the-art real-world crane. Fig. 1 shows the laboratory
forestry crane model. Initially, the crane is only equipped
with hydraulic pressure sensors to detect leakage and overpressure situations. The crane is manually controlled by
humans and autonomous acting of any kind is not possible.
Engineers strive to automate such systems which may work
well without a human operator to increase productivity while
decreasing operational workforce. The basis of autonomous
acting is sensory information about joint states and the
environment. Therefore, the crane is retrofitted with a number
of sensor, i.e. cameras, inertial measurement devices as well
as linear- and rotational position sensors. Bowden sensors
are used to measure the linear displacement of the translation
joints. For the rotational joints, off-the-shelf sensor systems
do not fit, because usable space for sensors is very limited
which is visualized in Fig. 2. The figure shows a selfdeveloped absolute angular position sensor which measures
angular displacement of a rotational shaft with respect to a
static mounting. The rotational shafts of the different revolute joints have different diameters, i.e. 40 mm and 70 mm.
However, the sensor design for one joint can be scaled
to be applicable for the second joint. The self-developed
angular position sensor is described and extensively analysed
in [9] including an automatic design procedure applicable

B. Universal Sensor Integration
The physical sensor interface is completed by a number
of functional blocks to ease the access and usage of the
generated data. A schematic overview of the used blocks and
their links is shown in Fig. 3. In the following paragraph
TABLE I
P ROPERTIES OF THE CUSTOM - MADE ANGULAR POSITION SENSOR .
Range
360◦

Absolute Accuracy
1◦

std. Deviation
0.4619◦

Update Rate
10 kHz
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Fig. 3. A schematic overview showing the individual functional blocks of the angular position measurement system integrated in the proposed sensor
interpreter system is reported.

the functionality of each block is explained in detail. The
actual sensor is comprised by an induction coil front-end
and electronics components which estimate the absolute
angular position by means of decoding spatially modulated induction data. The angle estimate is then encoded
and forwarded as analog voltage which is sampled by the
Analog-to-Digital Converter (ADC) of a micro-controller, i.e.
NRF51422. The electronic data-sheet, which describes the
functionality of the sensor is stored inside the flash memory
of the microcontroller. The electronic data-sheet is stored
in the ISO/IEC/IEEE 21450 TEDS standard format. The
overall sensor board including the micro-controller and bus
interface, or so-called Transducer Interface Module (TIM)
is connected to a CAN bus which is a common network
structure in industrial robotics. A dedicated transceiver Integrated Circuit (IC) is used to translate information provided
by the micro-controller as well as voltage levels to CAN
messages. Besides the CAN also other interfaces can be
used with the proposed approach, e.g. serial interfaces or
wireless connections such as Bluetooth Low Energy (BLE).
On the base-station side of the system, a Network Processor
(NP) is used to connect to the TIM. The NP comprises
all physical communication channels. Wireless approaches
with optional energy harvesting would enable placement of
the transducer in positions which could be constrained by
space or moving parts, so that cable connections would not
be possible [10]. For each provided interface, a NP negotiates the connection, and provides the decoded commands
and measurement values via e.g. a Universal Asynchronous
Receiver Transmitter (UART) interface to the base-station or
NCAP. The NCAP handles all connected transducers and
provides a basic command interface, which every connected

transducer can interpret. These commands include the possibility to read a TEDS stored in the flash memory of a
transducer, write a new/overwrite the TEDS of a transducer
and to switch between transducer modes. Offered modes
are, firstly, a measurement mode where the interface is optimized for measurement data streaming from the transducer,
and secondly, a configuration mode where the interface is
optimized for bi-directional transmission of commands and
possible exchange of security information like asymmetric
keys, which could be used to secure a system and establish
trust between base-station and transducers. Such a security
approach is proposed and implemented in [11]. The NCAP
can be controlled either via an Application Programming
Interface (API) or from a web interface which provides an
overview of the connected transducers and enables access to
the provided functionalities. The NCAP is able to establish
and manage transducer groups, where multiple transducers
are grouped together by their Universally Unique Identifier
(UUID). The transducers of a group can be a controlled at
once, e.g. the entire group of linear position sensor should
switch to measurement mode. When the transducer switches
to measurement mode it passes the stored TEDS to the
NCAP before it starts to publish actual measurements. The
NCAP uses the meta-data of the received TEDS to modify
the input data stream, e.g. calibration and retrieval of physical
quantities of the raw data. Afterwards, it hands the data
over to the middle-ware block. At the current stage two
different kind of middle-wares are supported: raw-text files
and ROS connection. In the crane scenario, after processing,
the data is published to the ROS system as an pre-defined
ROS topic. In addition, also meta-information (data stored
in TEDS) about the node can be requested as a ROS topic.
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C. Electronic Data-sheet
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The NCAP manages the namespace of ROS topics, which
can be controlled via the NCAP’s API or web-interface.
Additionally, the NCAP also offers the possibility to
change the detection mode of new transducers in the system.
It can either detect and include all available transducers, or it
is restricted to transducers listed in a white-list. The white-list
is implemented as Extensible Markup Language (XML) file
containing the UUID of the individual transducers. Generally,
the transducer may well also be an actuator instead of a
sensors or a combination of both. Therefore, the NCAP
provides the functionality to send values in the correct format
according to the used actuator. During sensor development
process it may be of interest to integrate a sensor simulation
in the entire framework, i.e. its target application. The NCAP
provides the option to create a virtual transducer from a
supplied electronic data-sheet. The raw data for this virtual
sensor is supplied by the underlying sensor simulation, e.g.
physical sensor simulation. Both virtual and real transducers
publish ROS topics in the same format.

The electronic data-sheet standard used in this work is
the ISO/IEC/IEEE 21450 TEDS standard. Electronic datasheets in this standard, store different information about the
transducer but also have inherent safety mechanisms such
as check-sums. For the robotic application (crane scenario)
the used technical features of the TEDS are explained in
the following. The data-sheet is structured in three fixed
and one optional part. The first fixed part are the meta
information. Meta information are the number of channels
of the transducer, the UUID of the transducer, the transducer
type and information about power consumption. Secondly,
the channel section is comprised of the number of data bits
and the physical quantity to be measured. This is stored for
each channel of the transducer. Thirdly, the calibration part
explains the calibration procedure. Here, either linear, polynomial or look-up table based calibration can be performed
and the according coefficients are stored in the data-sheet.
Optionally, text-fields to name channels and the transducer
can be added to simplify identification in the system.
D. Use Case
The retrofitted sensors of the forest crane are logically
integrated using the proposed approach. As an example, the
implementation of the approach is shown for a transducer
mounted on the rotator of the crane which acts as a sensing
unit of the absolute angular position. To show the functionality, an electronic data-sheet was created consisting of
one channel. The data streamed via this channel is the raw
measurement value of the angular position encoded by a 16
bit data format. Also, the calibration information in form
of a look-up table is included in the electronic data-sheet.
First, the NCAP identifies the transducer and loads the TEDS
from the angular position sensor. Once this is done, the raw
measurement values sent by the sensor are calibrated in the
NCAP and the processed data is automatically published to
a ROS topic. The web interface of the implemented NCAP

Fig. 4.
ities.

Overview of the NCAP web interface with the NCAP functional-

for this use case scenario is shown in Figure 4. The web
interface with the selected angular position sensor is shown.
It consists of the core functionalities such as reading and
writing to the TEDS and changing the mode of the transducer
via the Configure Transducer field. After startup, the angular
position sensor is automatically set to measurement mode in
order to be used by the control architecture which subscribes
to the ROS topics of the system. The main advantage of the
proposed approach is that the control unit does not need
to care about sensing modalities. Especially when a high
number of sensors is used, this simplifies the control system
architecture.
E. Discussion
The proposed system is able to identify, logically integrate
and use new sensors containing a electronic data-sheet, to
the overall system. In the case of custom made solutions,
i.e. the angular position sensor under examination, it is
possible to consider the required storage for the electronic
data-sheet during design. In the case of commercial sensor
solutions the possibility to store the data-sheet is often not
provided. However, for critical sensor systems, e.g. sensors
which change their characteristic over time (aging), it is
possible to logically wrap a micro-controller environment
around the sensor. The micro-controller environment serves
as an interface to the proposed sensor interpreter system and
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it contains the data-sheet. Although, this implies some efforts
to be done. Ideally, the manufacturer of the sensor would
provide an pre-stored and also changeable electronic datasheet along with the sensor. If the sensor manufacturer complies with IEEE standards, it is very easy for developers to
use and modify the data-sheet information with the proposed
approach.
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III. SUMMARY AND OUTLOOK
In this paper an approach to automatically integrate sensors is presented. In contrast to the common scenario of logically implementing a sensor, i.e. installing drivers/software
modules and writing individual code for the encoding,
calibration and synchronization of the data, used sensors
are automatically integrated and offer already conditioned
data. This is achieved by storing meta information about
the sensor in the respective sensor itself and automatically
downloading this electronic data-sheet when the sensor is
physically integrated in the network. Based on the datasheet information, a network capable application processor
on the network host can automatically integrate the device
in the system by adding the information to the parameter
server and providing the sensor data (including calibration)
as ROS topics. This does not require any change of the
software on the host side. In addition, the data-sheet can also
include a security section, that can be used e.g. to validate the
trustworthiness of the component, the trustworthiness of the
calibration and to secure the communication. The benefits of
the approach are demonstrated on the example of a realistic
1:5 laboratory model of a hydraulic forestry crane. The
forestry crane is retrofitted with various sensor to perceive
the environment and estimate joint states, to ultimately be
used for autonomous acting, e.g. the ordering of wood logs.
The variety of sensors measure different physical quantities
and have different meta parameters which makes the correct
handling of the sensors a complex task. The dynamic sensor
integration of the proposed approach speeds this process
up and ensures that following control algorithms get valid,
correct, and synchronized data.
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Analysis of 3D shape representations in presence of corrupted data
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Fig. 1.

Overview: view-, grid and point-based representation
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Abstract— 3D object classification has been a very active field
of research in recent years [18], [20], [19]. It is an essential
ability in order for robots to understand their environments,
but the data robots capture is imperfect. Due to the cost of
manual annotation, such methods are generally trained with
artificial data, leading to a lowered robustness to the various
noise and imperfections present in robot data.
In this paper, we investigate the impact of rotation, occlusion and scale on a representative subset of state-of-the-art
methods for 3D object classification by separately simulating
these imperfections to understand their relative importance.
MVCNN [18], VoxNet [9] and PointNet++ [13] are chosen
as representative respectively for view-, grid- and point-based
classification method. All experiments are performed on the
ModelNet dataset [21]. The results showed the strengths of
each individual method with the view-based MVCNN generally
outperforming all methods.

I. I NTRODUCTION

3D object classification is a key functionality in robotics,
and especially service robotics as the robot environment
has to be understood before being acted upon. Constantly
changing environments and object sets are a challenge any
service robot has to face.
Most state-of-the-art methods use Deep Learning [13],
[18], [20], [7], [19] for 3D object classification which requires a large training dataset. This means that a large amount
of annotated data has to be made available to the robot for
every object the robot will encounter during its operations.
Manually capturing, segmenting and annotating 3D models
for every object or object class is a very considerable effort,
and CAD models can alleviate this issue. Training neuralnetworks with CAD models can however lead to a reduced
performance during operation, because of the various discrepancies between artificial models and captured data. This
is commonly known as the Sim2Real gap.
We therefore aim to get a better understanding of the
Sim2Real gap in 3D object classification and its effect on
the accuracy within a selection of state-of-the-art methods.
A representative classification method is chosen for every
major 3D data representation. Indeed, 3D data is commonly
represented either as point clouds, 3D voxel grids, or as a
set of views (see Figure 1). PointNet++ [13] (which we also
refer as PN++ in this paper) is chosen as a representative
for point-based methods, VoxNet [9] for grid-based methods
and MVCNN [17], [18] for multi-views methods. All three
methods are used with standard parameters proposed by
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The research leading to these results has received funding from the
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the original authors. The ModelNet [21] dataset is used for
our experiments. With 12.311 CAD models in 40 classes it
provides a large amount of data and is a standard benchmark
in the field. Mean class accuracy is then used to compare the
impact of various types of noise and artifacts In particular,
we investigate the impact of the reconstruction of object
models from a set of rendered depth maps, the impact of
rotation, scale and occlusions on data representation. Beyond
the suitability of specific representations to certain object
classes than others, we also draw some generally applicable
conclusions from our review:
• Rotation around the global vertical axis as data augmentation is a sufficient approach across representation.
• Simply training with reconstructed models improve the
robustness to occlusions of each approach.
• Architectures with a hierarchical (in terms of scale)
representation like PointNet++ and MVCNN are more
robust to occlusions in the absence of reliable scale
information.
The remainder of the paper is organized as follows. Section II gives an overview of the recent literature. In Section
III, the chosen reconstruction pipeline used to generate more
realistic 3D models is explained and its impact is evaluated.
The last Section IV investigates the impact of occlusions
across representations.
II. R ELATED WORK
A. View-based representation
Thanks to the many successes of 2D convolutional neural network for RGB images starting with AlexNet [6], a
natural approach for 3D object classification was to apply
2D deep networks to the depth maps generated by depth
sensors. MVCNN [17] then chose to combine those viewbased representation using a max-pooling layer followed by
a few fully connected layers. This work has been updated
in [18], which is the version we refer to as MVCNN in
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this work. This work is chosen as a representative for this
class of methods because most multi-view approaches build
on this design. Later works, such as GVCNN [3] improved
the view combination with an extra group-based pooling
while 3D2SeqViews [4] takes advantage of the sequence
in which views are observed to improve the classification
results. Another direction is to use different projections such
as a panorama [15] to cover more of the object in a single
view.
B. Grid-based representation

C. Point-based representation

Dr
af t

Another direction for 3D object classification is to adapt
the convolutional neural layer for a 3D grid. While the
exponential growth in the number of parameters and memory
with the additional dimension limited the accuracy of early
models such as 3D ShapeNets [22] and VoxNet [9], different
approaches have been investigated since. OctNet [14] uses
an octree-based learning architecture to limit the number of
parameters and memory. In binVoxNetPlus [8], the VoxNet
architecture is extended using binary representation for a
more efficient inference. Finally, research in sparse representation and inference has been very active and can be seen
as a logical continuation of grid-based representation [1].
VoxNet is chosen as a representative for grid-based methods,
as, thanks to its simplicity, it better underlines the strength
and shortcomings of this data representation.
Using a point-based 3D representation is probably the
most active research direction for 3D object classification,
as it is very flexible representation yet very close to the
data provided by sensors. PointNet [12] has been very
influential. It directly uses the 3D coordinates, and creates
very large feature vectors for every point. A max-pooling
operation is performed and this global vector is optimized.
Its extension, PointNet++ [13], use the same principle over
multiples layers in a hierarchical fashion. Other novel approaches use the neighborhood information instead of the
coordinates information. For example, SpiderCNN [23] and
PointCNN [7] try to extend the convolution defined for
regular surfaces to the irregular point cloud representation.
KPConv [19], on the other hand, defines a set of kernel points
with corresponding weights around the point of interest and
transform neighbor points features based on their distance
to those kernels. Finally, adaptive or dynamic neighborhood
have been investigated by DGCNN [20]. In this very active
field, PointNet++ is chosen as a representative method, as it
is a popular architecture for applications [16], [5].
III. I MPACT OF NOISE - FREE OBJECT RECONSTRUCTION
In this section, we first describe the pipeline used to
reconstruct CAD models, and then study its impact on 3D
data classification models.
A. Reconstruction pipeline

To bring the evaluation data closer to real-world data, CAD
models are reconstructed, that is a set of views is generated
using a simulated camera and used to create a 3D model.

Fig. 2.

Placement of depth cameras

First, all CAD models are fitted to the unit sphere (ModelNet models do not have consistent scale). Then, 26 depth
images are rendered directly from the models from different
angles to obtain mostly complete reconstructed models. The
cameras are placed around each model in two circles in the
upper and lower half. To get a more complete coverage, top
and bottom views are added. The models are centered and
scaled to fit in the depth images. An overview of the camera
placement can be seen in Figure 2.
Then, depth maps are combined into a 3D model with
a truncated signed distance function (TSDF) algorithm [2],
[10]. It uses a TSDF volume, within which every depth image
is projected and fused. For each pixel of each depth map,
the corresponding ray is used to update the volume values
around the measured depth value, such that any volume
outside of an object has a positive value and any volume
inside an object has a negative value. The object surface then
corresponds to zero-crossings in the TSDF volume. The mesh
is then extracted from the TSDF volume with a marching
cube algorithm. In order to get similar results to a real-world
sensor, the image size and format of the depth images are
chosen to match the original Microsoft Kinect sensor.
While useful to recreate realistic depth maps, noise models
for depth sensors such as [11] show no effect on the final
reconstructed 3D model, thanks to the integration procedure
of the TSDF algorithm. We therefore do not use such models
in our reconstruction pipeline.
When compared to the CAD models the reconstruction
smooths out object edges. At the same time, planar surfaces
become less smooth depending on triangles arrangement.
Small details on the models are either simplified or completely missing. The placement of the model’s vertices is
also very different, since it is uniformly distributed. Figure 3
shows a comparison of a CAD and its TSDF reconstructed
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Fig. 3.

CAD Model (left) and TSDF reconstruction (right)

Dr
af t

model. Fine details like the propellers are missing but the
overall structure stays the same.
A few CAD models in the ModelNet40 dataset are incomplete leading to some surfaces being visible from the
inside and the outside. This can be problematic for the TSDF
volume as it forces it to reconstruct a zero-thickness surface.
This can lead to minor holes or even scattered disconnected
faces. There are not many objects with that problem, and a
detailed analysis of the impact is therefore impossible, but
it does not have any impact on the voxel grid, or the subsampled point cloud used as input for PointNet++. It could
however have a minor impact on the views used as input for
MVCNN.

The accuracy reported for the MVCNN is lower that the
one reported in [18] (92.4 % mean class accuracy compared
to the 89.4 we report). The authors provide both a script
to render views and a pre-rendered view dataset. While the
original accuracy reported in the paper can be reproduced
using the dataset, it has not been possible for us when
re-rendering the data using the script. We noticed slight
variations in the vertical camera alignment depending on
the object classes in the dataset. The network trained using
the original pre-rendered dataset also shows some peculiar
behavior. In particular, it is extremely sensitive to any camera
roll: a roll of 1.3° lead to a significant drop of 20.4% in
the overall accuracy. This does not happen with the network
trained on the views generated using the script and a slight
roll in the camera does not produce any significant difference
in the accuracy.
We therefore hypothesize that the network trained on the
original data picks up on those very slight differences to
boost its accuracy. As we have not been able to reproduce
those slight variations in the camera orientation, we chose
to report the results using the script rather than the original
dataset.

B. Impact of the TSDF reconstruction

C. Impact of the rotation of models

In order to better understand the impact of the TSDF
reconstruction and more generally, the differences between
artificial and real data, the ModelNet dataset [21] is reconstructed using the pipeline described in the previous section.
Each of the classification methods is trained and evaluated
with the original CAD and the TSDF reconstructed dataset.
The results of this cross comparison are shown in Table
I. The author-provided code and standard parameters are
used for each approach. In the case of VoxNet we do not
use the author implementation but have validated that this
implementation provides the same accuracy. MVCNN is
used with 12 views sampled in a circle slightly above the
object and a VGG-11 backbone, VoxNet is trained using a
32 × 32 × 32 grid size and PointNet++ is trained using 1024
points.
TABLE I
I MPACT OF THE TSDF RECONSTRUCTION OF OBJECT MODELS , MEAN

In the original ModelNet40 dataset all models have a
correct alignment in the global vertical axis but models with
a dominant orientation (e.g. an airplane) are aligned with
one of the other two axis. In many real-world scenarios
like robotics the global vertical axis can often be easily
determined e.g. with acceleration sensors, but the rotation
around the global vertical axis is unpredictable. To study the
sensitivity of each classification methods to that orientation,
we evaluated when rotating each model of the dataset by a
random angle. To get a more consistent result, each model
is evaluated 3 times with different angles. Table II shows the
result with the altered test data for each method. For training
and testing the TSDF reconstructed dataset is used.
TABLE II
I MPACT OF RANDOM ROTATION , MODELS ARE TRAINED AND TESTED ON
THE TSDF DATASET

PER CLASS ACCURACY IS REPORTED IN PERCENT

Train
CAD
CAD
TSDF
TSDF

Test
CAD
TSDF
TSDF
CAD

MVCNN
89.4
83.4 (-6.0%)
88.5
85.8 (-2.7%)

VoxNet
82.9
82.2 (-0.7%)
83.1
80.8 (-2.3%)

PN++
88.0
85.6 (-2.4%)
87.1
85.0 (-2.1%)

The CAD trained networks show a drop when evaluated
on TSDF data and vice versa. Small imperfections on the
surfaces affect rendered images disproportionately and lead
to a more significant drop for the MVCNN. For the VoxNet,
these imperfections almost have no impact on the voxel grids
and therefore on the classification result.
All three methods suffer from a small decrease in accuracy
when trained and tested with the same TSDF reconstructed
dataset.

MVCNN
VoxNet
PN++

Overall accuracy
91.5 (-0.0%)
85.9 (-0.6%)
89.1 (-0.3%)

Mean class accuracy
88.8 (+0.3%)
82.5 (-0.6%)
86.6 (-0.5%)

No method shows any significant difference. This is
expected for the MVCNN which is invariant to rotation
around the global vertical axis by design. Both VoxNet and
PointNet++ simply augment their training data with random
rotation around the global vertical axis and that simple
approach is validated by the results.
IV. I MPACT OF OBJECT OCCLUSIONS
A general problem with real-world captured models in
contrast to CAD models is that they often cannot be viewed
under every angle or might be occluded by other objects.
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Additional occlusions can occur due to imprecise object segmentation, also referred to as over-segmentation. Occlusions
are a major challenge for all classification algorithms and a
significant difference between artificial and real data.

Occlusion comparison
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Fig. 4. Occlusion comparison with mean class accuracy over different
grades of occlusion
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One way of simulating occlusions consistently across all
different classes is by creating and growing holes in reconstructed models. While not the most realistic, this approach
gives the most control over the occlusions and allows for a
fair comparison of all classes. This is achieved by starting at
one random face of the model and arbitrary eliminating the
neighboring faces until a certain percentage of the surface
area is reached. If there are no neighboring faces left and
the criteria is not met, the result is ignored and the process
is restarted. This ensures that every model has one single
hole of the same face area ratio.
This process is applied to the TSDF reconstructed models
and classification architectures are evaluated on the resulting
models. The mean class accuracy over different occlusion
levels is shown in Figure 4. It can be seen that all three
methods have similar downward trends. For small occlusion
levels (5% and 10% occluded) the VoxNet shows almost no
degradation. This is because of the comparably big voxel
size, which results in little to no change on the input data if
the occlusion is small enough. For medium occlusions (up
to 20%), PointNet++ suffers the smallest relative decrease in
mean class accuracy. Finally, MVCNN performance decrease
fairly linearly with occlusion.
Both MVCNN and PointNet++ robustness to occlusions
increases significantly when trained with reconstructed models rather than the original CAD models.
For all 3 methods, many of the most affected classes
are cuboid shaped classes like glass box (-56.6%),
wardrobe (-56.1%), tv stand (-50.0%), xbox (-46.1%).
MVCNN also performs noticeably better on objects with
fine details on the surface than the other two methods. This
is shown by the relative decrease in performance on classes
like keyboard (0% for MVCNN, -60.0% for VoxNet, 40.0% for PointNet++), door (-15% for MVCNN, -64.0%
for VoxNet, -29.4% for PointNet++), curtain (-5.3% for
MVCNN, -16.0% for VoxNet, -22.2% for PointNet++) or
monitor (-4.1% for MVCNN, -16.8% for VoxNet, -18.6%
for PointNet++).
On the other hand, MVCNN performs worse than the
other two methods on sink (-36.8% for MVCNN, -9.3%
for VoxNet, -17.6% for PointNet++). This is probably due
to the concave parts which are simply less visible in projected
views.

Mean class accuracy
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A. Randomly generated occlusion

B. Interplay between occlusion and scale
If parts of a model are missing e.g. because of occlusion,
the bounding sphere of the model changes as well. In a
realistic pipeline, object would then have to be centered. If
the classification model has been trained on models without
reliable scale information such as ModelNet, segmented
objects also have to be rescaled to the unit sphere. Under

Fig. 5. Randomly generated occlusion with 30% surface area (left) and
cut (right) with 30% unitsphere volume

severe occlusion, this can significantly affect the object
representation.
To compare the impact of rescaling on each method,
experiments are performed with one half of each model
cut off. Contrary to the occlusions presented before, this
approach guarantees to significantly affect the scale of every
model, but affect each class differently, as shown in the
Figure 5.
The cut is done vertically and directly at the center, with
a random orientation of the model. A version of the cropped
model is then centered and rescaled to fit in the unit sphere
while another is kept at its original position and size to
compare the impact of scale.
In addition another smaller cut at 30 % of the unit sphere’s
diameter is done with the same principle. The comparison
results are shown in Table III. The average scaling factor
with which the models are rescaled is 0.73 for the 50%.
It should be emphasized that occlusion levels in this
section cannot be directly compared to the occlusion level in
the previous section, being respectively a percentage of the
bounding sphere diameter, and a percentage of the overall
object surface area.
MVCNN is virtually unaffected by this process. Object
models are scaled to fit the viewport during the rendering
process making this approach invariant to change in the
overall scale of the object. Moreover, using cuts as described,
this guarantees that a subset of the views will barely be
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TABLE III
S CALING TESTED , MEAN CLASS ACCURACY IN PERCENT

50%
50%
30%
30%

cut
cut
cut
cut

rescaled
orig. scale
rescaled
orig. scale

MVCNN
72.7
71.0
86.0
83.1

VoxNet
45.2
73.0
73.0
73.5

PN++
68.8
71.1
83.3
84.3
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affected by the occlusion. It can therefore be concluded that
MVCNN is robust to having multiple noisy views.
PointNet++ also shows a good robustness to scale. It is
likely due to the hierarchical approach of PointNet++, as
a change of scale will not change as significantly a local
neighborhood. This type of occlusion also affect neighborhoods (as defined by the euclidean distance) less strongly
than the occlusion described in the previous subsection which
is beneficial to PointNet++.
VoxNet shows a clear disadvantage when dealing with
bigger occlusions since it always considers objects as one
whole voxel grid since the voxel grid is very strongly affected
by the change of scale. However, without rescaling the
occluded object, VoxNet performs quite well under the kind
of occlusion, as it also benefits from the better preservation of
local neighborhoods that the 3D convolutions of this model
can take advantage of.
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V. C ONCLUSION
The strengths and weaknesses of different 3D data representation have been investigated using a representative
3D object classification algorithms per representation. We
showed that for all three kind of methods simply training
with reconstructed models is already very beneficial. If the
approach is not designed to be rotation invariant, we also
show that random rotation around the global vertical axis
is enough. Occlusions are handled best by the view-based
approach MVCNN, while the grid-based approach VoxNet
is very sensitive to them if the scale information cannot be
relied upon. MVCNN, thanks to the shaded views rendered
around the object, also better takes advantage of fine details.
All experiments in this review are done with the assumption of a reasonably-well segmented out object. An
interesting extension of this work would be to consider multiobjects scenario. In particular, it could be hypothesized that
more constrained view rendering could significantly impair
the performance of the MVCNN showcased in this review.
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Heteromatic Robots on Mars: Ethics of going Outer Space *
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to the option of potential past or present Martian life, and
further to “the capabilities of the Mars surface environment to
sustain a permanent human-robotic colonized presence” [43],
p. 103. The exploration of space, and of Mars too, is done by
robotic agents designed to endure the rather hostile dry, cold
and stormy environments of Mars climate, with temperatures
of as low as minus 90 degrees Celsius during nights [38].
Robots and lately increasingly so called autonomous systems
are sent to research outer space. Recent technological developments and rapidly expanding innovations, like Artificial
Intelligence (AI), machine-learning and sensor technologies
will make autonomously operating groups of collaborative
agents (orbiters, rovers and aerial vehicles) possible in future
space missions: “Today’s AI innovations are paving the way
to make this kind of autonomy a reality” [13], p. 2.
However, new sets of possibilities come with new forms
of responsibilities. Whilst space explorations provide high
amounts of data and information, the question of past or
present life on Mars still remains unanswered [35], p. 1.
Besides curiosity and the human drive for knowledge, the
witness of presence of life on Mars is a response to a current
terrestrial crisis. From climate change and global warming
to the recent pandemic that has challenged infrastructures,
societies and human race itself, earthlings sooner or later will
have to face human-induced problems, or terrestrial threats,
like asteroid hits or sudden changes in the earth magnetism.
Mars then also appears as plan(et) B for the continuation of
mankind, as multi-billionaire Elon Musk proposed [14], p.
194. Space, in those projections, is not any more the outer
edge of humankind, marking its limits and its condition; but
another interstitial territory between humans, just as once
were the oceans, instead.
Such adventures, that now have become closer realities
carry with them extensive and very urgent ethical questions:
not only the governing decision-making processes that consider the value of life on earth and its futures, but also their
potential extension beyond the planet. Furthermore, the data
sensed by internationally built machines scouting the surface
of Mars are limited, and their ownership very protected. The
human mediated programming of the landed devices can
only be autonomous to an extent, and a lot is engineered,
monitored and steered on and from earth, also and even if
one of their purposes is to gather factors to probabilistically
project the indeterminacies of life. It would be of a high
concern to leave the questions involving the interplanetary
expansion of humanity to cumulative fragmental and random automated conditions. As it would be to leave it to
programmed sensors, mainly built by a world-wide network
of top brains and researchers collaborating as distributed pro-
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Abstract— The exploration of space has gained pace. It is
urgent to face this emerging and deeply transforming technological process with research that deals with societal, political,
technical, legal, and ethical dimensions of the trans-planetary
developments. This is part of a broader research program that
draws attention to the manifold human and ethical implications
of these endeavors, particularly those related to the exploration
of Mars. The specific goal, in this case, is to open a space
of critical discussion that shows the need of such research
program: the relevance and opportunity to investigate the
features of responsibility and their links to the governance of
the space race. This program asks about the ethical implications
of going and being in outer space, and lifts the question towards
a broader transdisciplinary discussion.
Challenging the fundamental notion of automatism as an
essential feature of the outer-space technology, this research
shows that multiple interstices of responsibility open as critical
spaces that require ethical and political questioning. The
concepts of heteromation -as a challenge to automation- and of
heterogeneity -as a challenge to homogeneity- serve this critical
purpose and shed light to a chain of processes usually blinded
to critical enquiry. This is done here with three (and half)
specific Martian missions that serve as examples: 1) NASA’s
helicopter drone Ingenuity, 2) SpaceX Starship program and
3) the former Mars One mission, or 4) the Tianwen China
National Space Administration (CNSA) mission. These cases
illustrate the potential of this approach and suggest further
research possibilities. These cases help trace and draw together
sets of connections that allow the identification of specific ethical
issues, the investigation of the values and norms upon which
the current actions and future plans, the aims, motifs and goals
of these initiatives are built and reproduce.
This paper ends by suggesting an interdisciplinary research
approach that combines a technoscientific Actor-Network Theory (ANT) and a fluid Grounded Theory. Such frames suggest
a mix of quantitative, qualitative digital and network methods
of research, that expand from the collection and analysis of
online and social media activity, to expert interviews, content
and document analysis. These tools serve to follow and connect
the manifold of actors, systems, and processes that make up a
heterogeneous heteromatic network of engineering, managerial
and organizational activities that involve the multiple ethical
implications of going outer space.
This decade and the decades ahead will see many new
challenges and changes regarding all things space; and the gaze
of this project critically enquiries about their ethical awareness.

I. INTRODUCTION
Planet Mars, partly similar to and mainly as complex as
earth. The reasons for exploring the red planet are manifold:
from the scientific insights regarding the origins of planets,
*This work was not supported by any organization
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with the more accurate term ‘heteromation’. Heteromation
means that the familiar narrative of AI as perpetuum mobile
is possible only thanks to a reserve army of workers” [40].
This concept has direct implications in terms of labor
rights, indeed, the hiding of human activity behind the
umbrella idea of automatism conceals the “extraction of
economic value from low-cost or free labor in computermediated networks” [18].
In this case, the concept of heteromation also helps illuminating and making visible the interstitial moments of human
decision, and repair-modify action processes that penetrate
the features of machine processing, robot sensing, artificialintelligently assessing, whatever data that might be collected
-for the case- from Mars. The heteromatic activity extends
as far as the communicative action spread and co-created
through social media, including comments on streams, cognitive labor of free-lance performances of microtasks, creative
labor in challenges and design contests, emotional labor of
life changing decisions, or the crowdsourced labor of citizen
scientists, only to name a few.
It is part of this research program to contribute to the
demystification of the myth of automatism, by specifically
developing a conceptual repertoire, a methodological toolkit,
and enhancing the empirical possibilities of a critical research
on the distributed ethical processes taking place by an assemblage of actants involved in the design, building, releasing
of robots or of any of the data related processes, sensing,
storing, steering, processing, taking part in the Martian
exploration, transportation, diffusion, and colonization.
The first three cases proposed here are the NASA’s autonomous Martian Ingenuity helicopter taking and communicating flight, the rhizomatic network of SpaceX “making
mankind multiplanetary” [6], and the Mars One media spectacle of the narrative of interplanetary colonization. At the
time of writing, a fourth case made it to the western news,
about China landing on Mars on May 14, 2021. This fourth
case will be incorporated in further detail in forthcoming
research, too.
On February 18, 2021 National Aeronautics and Space
Administration NASA’s Perseverance Mars Rover landed on
Mars [37]. It had been launched on July 30, 2020. For
the first time in the history of space exploration, the rover
carries Ingenuity, strapped to its belly. Ingenuity is a 1,8
kg (on earth) helicopter with the sole purpose of working
as a technology demonstration. On April 19, 2021 the first
powered flight on another planet was successfully completed.
It happened in the thin Martian atmosphere (less than 1
percent of the density of the Earth atmosphere [39]). The
anatomy of Ingenuity combines components, both off-theshelf, hereby many components deriving from cell phone
technology; and custom-made. The helicopter is designed
to fly “on its own, without human control. It must take
off, fly and land, within minimal commands form Earth set
in advance” [39]. The success in the demonstration of the
possibility of operating flights on Mars and the data provided
by Ingenuity have a huge impact on all future endeavors
concerning the red planet.
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cesses of hybridized decisions involving models of artificial
intelligence and humans with conflicting interests, and with
partial perspectives. The threat of extensive ethical reflection,
once again, after the damage has been already done.
This work introduces several cases and dimensions of
space endeavors, briefly it illustrates questions future research is urged to tackle, and suggests a research toolkit
that helps identifying and engaging these questions in more
depth. Questions include the overall research interest of
how and where systems of responsibility and ethics are at
work within the specific context of each case, what kind of
networks and flows of responsibilities are performed, by what
or by whom; what do the interconnections and gravitations
of actors look like and most importantly how can these
interconnections help identify responsibilities and assist in
the collective creation of connected processes and networks
of distributed responsibility and governance. Researching,
designing and developing robotic systems to go to space
must not only be safe and secure; but it must align with a
jointly established ethical framework that considers the complexity of factors involved: environmental, inter-generational,
and multi-cultural, at least. The main goal and innovative
character of this contribution lies then in the introduction
of the concepts of heteromation and heterogeneity into what
increasingly calls for a transdisciplinary discussion around
the ethical implications inherent in the research, design and
implementation of robotic systems (including those eventually going to space). Billionaires, space agencies, engineers,
policy makers, laws and territories, add, as we suggest, to
the heteromatic labor contributing yet another layer to the
network of involved actors with ethical responsibility.
II. T HREE C ASES ( AND A HALF ) OF H ETEROMATIC
ROBOTS ON M ARS

Robotic and autonomous systems are key technologies
for exploring space since the early space expeditions in the
1950s; and is still so with the case of the current missions
to Mars. The multidisciplinary field of space robotics is
transforming rapidly. It has become a competitive and collaborative landscape of national space agencies and commercial
corporate entities of multiple countries. Developments in
sensing and in perception, mobility and locomotion, highlevel autonomy for systems and subsystems, human-robot
interaction and system engineering are both challenges as
well as needs in the present and future space robotics.
These developments change the ways of exploring space by
increasing the pace and reducing costs [23].
The question about the ethical procedures that embody
such complex networks of design, production and implementation of robotic systems falls directly on the interstices
of human activity that taint these processes. It is necessary,
therefore, to identify those forms of human decisions that
wire and connect humanly the extension of automated activity. The best way to break into this connective tissue made of
human decisions is by realizing that the idea of automation is
a myth. “Machines, including AI, constantly call for human
help, some authors have suggested replacing ‘automation’
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about which documents would Musk recommend to use for
the establishment of a governing system on Mars, Musk
answered: “Direct democracy by the people. Laws must be
short, as there is trickery in length. Automatic expiration
of rules to prevent death by bureaucracy. Any rule can
be removed by 40 percent of people to overcome inertia.
Freedom“ [19].
Guenther Golob could benefit from such regulation. Guenther Golob is one of the top hundred of two hundred
thousand candidates who initially applied for Mars One, a
media spectacle that claimed to colonize Mars [2]. Golob
was supposed to be on Mars without the option to return:
“Sicherheit, das war mit 40 Stunden Job, Familie, ja, alles
gut, recht und schön, aber nur für mich war es zu wenig,
ich musste ausbrechen aus meinem Leben (. . . ) Das ist ein
One-Way-Ticket, und da kann man nicht zurück. Kann man
sich vorstellen, keinen Vogel mehr zwitschern (zu) hören?
Ich versuche diese Erinnerungen auch unter anderem zu
speichern, in meinem Körper, in meinem Gehirn, in meinen
Zellen, und auf der anderen Seite versuche ich auch, ohne
dem zu leben” [1].
These few examples already illustrate a series of moments
that require ethical and regulatory measures. These moments
go almost unseen amidst the complexity of the activity that
takes place around the Mars missions. They are cases of
decision-making that need to be identified, highlighted, and
discussed as significant parts in the chain of action. From a
standing point that rigorously avoids the automatism in the
process, these cases can be made visible. As an heteromatic
chain of events, the examples of both SpaceX and Mars
One reach from emotional labor of cultivating a lifestyle and
leaving everything behind, to the labor of building a flow of
comments on social media platforms.
There are more examples of space ventures that derive
from the uncertain implications of corporate and state-based
initiatives. The Trans Astronautica Corporation’s (TransAstra) vision of “building the ‘transcontinental railroad of
space’ aims to open the solar system to humanity” [10] by
yielding manufacturing and propellant materials to “unlock”
thousands of asteroids potential for a cultivation of selfsustaining operations of humans for “science, off-world
commerce, and deep space exploration” [10]. This initiative
plans to be in service for empowering industries like “space
solar power, space tourism, space data processing, in-orbit
manufacturing, and untold others” [10]. And untold others.
Via asteroid mining, that is mining materials and resources
directly from in-orbit asteroids and selling these to “private
companies and NASA alike” TransAstra plans to change
the current economic model governing the space industry,
revolving around high launch costs, the inability of servicing
satellites leading to these systems and satellites being “overengineered to ensure everything works 100 percent of the
time” to “reusable spacecraft production, asteroid mining,
and in-orbit refueling” [10].
At the other end of these initiatives, interplanetary missions by the China National Space Administration (CNSA)
such as Tianwen-1 that recently landed a rover on Mars,
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The amount and types of ventures involving outer space
are growing enormously. Among them, NASA is increasingly
cooperating with other commercial partners. Each entity
involved in the projects comes with its own agendas and
interests. In the case of Ingenuity, then, its own development
has been granted thanks to these corporate-state collaborations, making it into a complex assemblage of interests and
of heteromatic activities. Among these activities, there is the
creative labor of essay contests to name the helicopter itself
[36], or the social media activities that comment and discuss
the transmitted data provided by Ingenuity. Linked to the
endeavors of NASA, Elon Musk’s private company SpaceX
is one of its most prominent commercial partners. SpaceX
operates in multiple areas, from the Dragon spacecraft to
be “sending humans and cargo into space” [7], the Starlink
Mission, a satellite network that provides almost global
access to the internet [9]; or the Starship program, that is
aimed towards succeeding in the development of reusable
transportation systems to carry crew and cargo and “help
humanity return to the Moon and travel to Mars and beyond”
[8]. The interests of SpaceX inevitably transfer and are in
tension with the interests of NASA, and it is necessary
to consider this as a factor that could shape the ethical
procedures wiring the mission.
On his own Twitter profile description Elon Musk introduces himself as “Technoking of Tesla, Imperator of Mars
;)”. The CEO and CTO of SpaceX’s ultimate goal is to
“Make humanity a multiplanet species!” [21]. Musk states
that: “If we make life multiplanetary, there may come a day
when some plants and animals die out on Earth, but are still
alive on Mars” [20] and acknowledges that “Public support
for life on Mars is critical to making it happen” [22].
As an example of how these colliding interests might pan
out in the future, there is a statement issued by SpaceX and
its terms of service for the Starship program. International
space law and treaties attribute legal responsibility to the
state from where the activity is operated from [4]; however,
in the case of SpaceX, the terms of service read as following:
“For Services provided to, on, or in orbit around the planet
Earth or the Moon, this Agreement and any disputes between
us arising out of or related to this Agreement, including
disputes regarding arbitrability (“Disputes”) will be governed
by and construed in accordance with the laws of the State
of California in the United States. For Services provided on
Mars, or in transit to Mars via Starship or other spacecraft,
the parties recognize Mars as a free planet and that no Earthbased government has authority or sovereignty over Martian
activities. Accordingly, Disputes will be settled through selfgoverning principles, established in good faith, at the time
of Martian settlement” [9]. This particular statement has a
relative validity as far as these activities are not taking place;
but it is an early controversial statement that proclaims a
form of “independence” for Mars as designed by the terms
and conditions of a privately owned company. With this big
lot to unpack, the urgency for a legitimate legal frame is
clear.
On a question posed on Twitter on June 17, 2018 asking
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is entirely owned and managed by the Chinese state. The
absence of collaborative networks outside of China, and
the non-transparent management process makes the whole
process uncertain from an ethical point of view; and controversial from a planetary perspective considering the case
of the Long March 5B rocket debris that returned to earth
without a proper landing plan, threatening the health of many
[25].
III. T HE G OVERNANCE OF ROBOT AND S PACE
E NDEAVORS : I NITIAL I MPLICATIONS AND F UTURE
E XPLORATIONS

IV. F ROM ROBOTIC S YSTEMS TO P ROCESSES OF H YBRID
H ETEROGENEOUS N ETWORKS
Artifacts and technology are integral parts of a performing
society; and this can be exemplified with a comment on
the report of the nuclear disaster in Fukushima (2011): “For
all the extensive detail it provides, what this report cannot
fully convey – especially to a global audience – is the
mindset that supported the negligence behind this disaster.
What must be admitted – very painfully – is that this was
a disaster “Made in Japan.” Its fundamental causes are to
be found in the ingrained conventions of Japanese culture:
our reflexive obedience; our reluctance to question authority;
our devotion to ‘sticking with the program’; our groupism;
and our insularity“ as stated by Kiyoshi Kurokawa [3], p.
9. It is true that this fragment can be considered to fall
in the cultural stereotype, but technology and the artifacts
produced by humans cannot be isolated from the cultural
milieu in which those devices were produced. Therefore,
stereotypical or not, the technology wears the imprint of the
cultural environment within which it has been designed.
Technologies are artificial products of societies with many
beings involved in their design and development as inventors,
explorers, engineers, corporations, legal, or governmental
representatives, consumers, and politically engaged citizens.
Each one of all the actants that directly or indirectly participate in the process adds momentum and direction to the
cultural production, the technology. Such addition does not
mean that they are able to steer the entire development of
the device. Society is part of the machine and the structure
of technology is part of the economic and social structure
[41], p. 291f.
These features operate in both directions: the same way
that a technology emerges within a cultural context that
taints its features, that technology will likely operate by
reproducing the inequalities and unbalances that conform
that particular society and cultural environment. This is a
fundamental reminder because as much as technology is not
neutral, it is necessary to ask to which form of inequalities
might its design serve.
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These cases mentioned earlier are just a form of example
involving Ingenuity, Mars One, and SpaceX. Checked in
detail, these cases revealed the presence of an intertwined
system of scientific and popular narratives combined with a
drive for spectacle that illustrated the activities, the breakthrough, the discoveries around Mars. Among them, there
was some prominence given to the exhibition of networks of
humans and of technological capabilities, of images and datavizualisations explaining and describing the robotic systems
engineering. Many of those complex processes, actually, have
generated mind-blowing outputs but they did not share the
features of their governance, as much as the features of the
technical capabilities. The fascination for the technological
achievement should not conceal the ethical conditions behind
its development: and ask whether such technology was
developed in adequate and fair conditions. In the realms of
power, not only the what is decided but also the who is taking
these decisions is an element that needs to be considered
with particular care; and all sorts of ethical procedures
must be taken into account. This is particularly true when
power lies in the hands of visionary individuals leading huge
multimillion corporations [14], p. 144.

parts of performing society, b) engineering, robot and space
ethics and c) a short outlook on potential future ethical
implications of current space endeavors. The forthcoming
sections critically discuss the main features of these three
approaches, to suggest, as a conclusion, a line of work that
will explore these issues from a conceptual, methodological
and empirical perspective.

A. The Space in Between: Activities and Awareness

The recent years have seen ever growing corporate and
institutional initiatives dealing with the practical and ethical
issues related to robotic and autonomous systems, and even
more so with AI rapidly becoming integral parts of all areas
of life [14], p. 148.
This paper is part of a broader research program designed
-among others- to grow awareness on the complex processes
including practicalities and interests that coincide and collide
in the collaborative development, building and implementation of robotic systems. The ethical responsibility in the
case of complex robotic systems extends from engineering
to implementation, and they are are to be governed through
complex mechanisms that take into consideration the full
extension of networks of interactions and of interconnected
values, not always explicitly mentioned; and inevitably never
completely solved, once and for all.
Indeed, the level of indeterminacy of such titanic complex adventures makes any effort to anticipate all answers
untenable. The discussion therefore must be organized along
three spheres regarding the question of distributed ethics.
The three spheres are a) artifacts and technology as integral

A. Collective Machines and Ethical Engineering: To Mars
and Back
“Responsible Artificial Intelligence is about human responsibility for the development of intelligent systems along
fundamental human principles and values, to ensure human
flourishing and well-being in a sustainable world” [16] p.
119 and beyond. . .
Technology, including robotic and heteromatic robotic
systems, AI, and machine learning, is intricated in societal
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robots, as well as the impact of robots exploring new planets,
have to be confronted, too [33]. After all ”technological
development cannot be left to the contingencies of private
interests and unregulated market forces” [15]. Real-time
technology assessment [26] and strategies of anticipatory
governance could be relevant key features for the ethical
engineering of machines, as hybrid heterogeneous socially
connected assemblages.
B. Future Space Oddity: Interplanetary Trolley Problems
and Ecological Challenges
Exploring the potential future impact of current space
endeavors helps to understand their ethical implications: For
example, the trolley problems and new ecological challenges
that come with heteromatic robotic systems inhabiting space.
The continuous integration of autonomous cars into traditional traffic, carrying the promises of mobility, increased
security, and optimized flows of traffic asks for complex
technological, societal, and legal innovation [17], p. 92. Autonomous cars, however, also raise questions in the realms of
ethics; i.e. in situations of conflict with potential hazardous,
or even harmful up to fatal outcome: Who is to decide, and
how is legal responsibility distributed, and shared amongst
the multiple actors involved (algorithm, engineers, operator,
manufacturer, and many more)? This case can be easily
scaled to understand the magnitude of such uncertainties in
space exploration, or in the case of expected commercial
space tourism.
Similarly, the installation of satellite systems such as
SpaceX Starlinks mega-constellation planned to launch up
to 42 thousand satellites into lower orbit until 2027 [8]; or
the expected accumulation of space debris, that is objects in
orbit that no longer have a specific function, or even a cherryred Tesla roadster, sent to outer space by SpaceX as part
of its Falcon heavy rocket promotion launch in 2018 [24].
Given the growing amount of space waste orbiting our outer
stratosphere and the eager plans to get more and more things
out there, one ethical issue that emerges is the environmental
and ecological issues of space waste or the growing light
pollution due to some eagerness at conquering space. The
issue of governing and polluting the space with traffic and
the ethical question of who has the right and the legitimacy
to do so, or to regulate on it.
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processes through its multiple forms of interaction with humans, or with itself or with political or economic institutions.
Technology therefore must be considered as an agent in the
network of activity that forms a society. Failing to do so,
only disguises an important side of its societal importance
by attributing technology a false form of autonomy and of
neutrality.
Science and Technology Studies (STS) is a branch of
social sciences that studies innovation and technology as
a connective perspective. This branch considers that the
extensions of the complex network of science, technology,
society and nature and industry melt [41] [30]. From this
perspective, humans and non-humans must be considered as
agents alike interacting within the network.
ANT is one strand within STS that reveals networks
of mediations [31], p. 236, made up by collectives of
associations of human and non-human actors [32], p. 11.
These heterogenous networks are made of things, artifacts,
humans, norms, signs, texts, organizations and more to form
hybrid actors which are inscribed into programs of action
[11], p. 15. The task then is to follow and describe these
networks of hybrid collectives [30]. Description, connection
and interpretation are a form of unfolding network analyses
that highlight the network norms of “connectivity, flow,
communication, participation, transparency, authenticity, and
flexibility” [29] p. 10.
From this perspective, the social is always inherent in
technology [41], p. 191 and in the practices of research,
design, production and innovation. Engineering and specifically robot engineering or participating in the engineering
of an autonomous robotic system are processes that require
the knowledge and cooperation of many fields; electrical,
mechanical, software engineering, mathematics, physics, AI,
and robotics [28], p. 430 and more. Engineering in that sense
can be considered a layered practice that involves several key
features. This understanding of technology development as
a network of connections, actors and actions, helps mapping
the ethics of engineering a little further. For instance, the
goal of engineering, the internal and external goods, the
principles, and virtues as well as the identification of the
silent institutional pressures within which the engineering
process might be embedded [12].
Robot and AI ethics offer the chance to reflect about the
principles of fairness and goodness upon which a society
is allegedly based on. Robots and AI ethics also offer
considerations about the meaning of human life, and about
the role of technology in all of this [14] p. 142. Robot ethics,
as form of applied ethics engages with the ethical aspect
of the design, manufacturing, implementation and usage
of robots [44]. The common discussions in this field turn
around issues like safety and risk assessment in planetary
protection, the protection of the astronaut health, private
and commercial space activities, and the moral argument of
using robots instead of humans for the exploration of space,
except for the one purpose of colonization [5]. Most of these
questions fall within the realms of safety and errors. Yet,
the debates on law and ethics, and on the social impact of

C. No Sacrifice, No Victory: Collective Shared Responsibility
This paper calls for increasingly considering all the existing networks of hybrids and their politics into account,
cultivating a more inclusive approach that helps dealing
with the pressing ethical concerns. That is the conquest of
space does not happen as a neutral or as a clearly automated process. The technology developed for the occasion
is prototyped and needs constant human attention and human
intervention. The question is then, to what extent is this
human intervention considered from its ethical responsibility.
To deal with these issues it is necessary to start unveiling
the hidden tentacles behind the deployment of Ingenuity; the
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This is the introduction of a broader research program. Its
point is to develop a triple toolkit: conceptual, methodological, and empirical, that helps critically quering the ethical and
governance features of the Mars missions and extensively
of the outer space forthcoming adventures. To do this, the
conceptual will build on the developments and extensions
of the STS applications of the ANT; the methodological
will involve a mixed methods combination of tools building
around Grounded Theory and the empirical will innovate
with the incorporation of digital methods, social media
analytics, and qualitative expert-driven and quantitative and
network analysis research.
It is only a start, but it works as a critical tool that
searches into the invisibilized human intervention hidden in
the enthralled gaze of the technological development, and of
the automation myth, to ask finally about the very human
and culturally situated values, principles, assumptions and
ethics driven safety measures that shape ultimately into an
assemblage of power that materializes the human governance
of the machinic robotic system.
“The machine is us, our processes, an aspect of our
embodiment. We can be responsible for machines; they
do not dominate or threaten us. We are responsible for
boundaries; we are they” [27].
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potential improbability drives that govern SpaceX as well as
the, interstitial layers of entertainment lurking, deeply rooted
longing visions for questions on the answers of all things
humanity, as seen in Mars One.
The distributed agency, that is the agency distributed
between various elements of a complex network made of
human and of technical actors, must be approached by
considering the whole assemblage for instance from the
ANT [30], [31], [32], [11], [29], framework. The systematic
identification of the elements forming the assemblage will
also allow to identify their responsibility in the process and
to map the features of its organization and its governance
[42]. These are also the networks of responsibility [34] that
will enable to track and trace the actors and moments of
accountability: technical responsibility in the research and
innovation of technology, individual responsibility of engineers and users, consumers and operators, Corporate Social
Responsibility (CSR) of companies and collectives, the selfgovernance of organizations, branches, Non-Governmental
Organizations (NGOs), auditors and the media, and the coregulation of political, legal and public players [42], p. 43.
V. SUMMARY AND OUTLOOK

The outer space and Mars are on top of the agenda for
the coming decade; and most of the exploration and sensory
activity is in the hands of complex automated systems:
robots. Furthermore, over the last few months, the Mars
operations have made it to the news and to the trending
topics of the social media platforms as orchestrated planetary
promotion campaigns.
This paper considers three (and a half) of the recent Mars
endeavors, the Mars One mission, SpaceX, and the NASA
helicopter Ingenuity together with a brief mention of the
recent Mars mission programmed by the China National
Space Administration as examples that illustrate the complexity of the factors that intervene in the design, build and
implementation of the robotic automated systems in charge
of sensing, storing, and processing Mars and the journeys
there.
The term heteromation is used then to explode the black
box of the automated processes by identifying the need
of intervention, repair, and human coordination that hides
behind the complexity. With the notion of heteromation it is
possible to illuminate the interstices of human presence that
populate the mystified automated processes; and this has implications at least at two important levels: one, labor; the idea
of automation hides the work of humans that intervene and
grant that the automated process works; and two, ethics; the
presence of human intervention implies decisions, actions,
and assessments that require a critical consideration.
The purpose of this paper is to open these interstitial
spaces of human labor and to ask about the ethic procedures
informing them. These queries lead directly to the question
about the governance and chains of command that articulate
the activity at the broadest scale; and this is shown with
examples from the several missions considered.
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Distributed Collaborative State Estimation: Joint Observations for
Reliable Autonomous Navigation in Swarms
Roland Jung1 and Stephan Weiss2
Abstract— This paper emphasis the role of Collaborative
State Estimation (CSE) for reliable navigation and sensing in
heterogeneous swarms of communicating robots. By using a
state-of-the-art CSE algorithm, communication and maintenance of interdependencies is mainly needed for the moment
of joint observations, while the credibility and performance
of the distributed estimators remain closely to the statistically
optimal centralized solution. In simulation we demonstrate the
concept of sensor sharing to improve the localization accuracy
and sensor relaying in case of sensor failure in an exploration
scenario, rendering CSE as a key for reliable sensing in swarms
of communicating robots.

I. INTRODUCTION
Estimating states collaboratively among a group of communicating agents is a key to achieve precise and robust
localization in challenging situations. Properties such as
Sensor Sharing or indirect Sensor Relaying can be inherently
established by processing joint observation between members of a group.
For the purpose of localization, common joint observations
are local relative pose, position, range, bearing, or range and
bearing measurements between two agents. Theoretically,
any measurement that directly or indirectly observes any
estimated state can be fused, meaning that observations
do not have to be pair-wise and do not have to contain
localization information.
This allows for a redundancy in a global scale as local
sensor failures might be compensated by joint observation
with other robots. Further, robots equipped with less accurate
sensors can benefit from robots with more accurate sensors as
shown e.g. by Roumeliotis and Rekleitis in [1]. In [2], Jung
et al. have shown that agents receiving just joint relative
position measurement with respect to other agents, (i) can
navigate with respect to a common coordinate reference
frame and (ii) those equipped with an Inertial Measurement
Unit (IMU) can restore their 6-DoF pose.
On a local scale, complementary and different sensor
modalities are typically used for precise and autonomous
navigation of robots [3], [4]. Fusing inertial and camera
information has proven well in so called Visual-Inertial
Navigation System (VINS) (e.g. Geneva et al. [5]). In [6],
Brommer et al. open-sourced the Modular and Robust
1 R. Jung is with the Karl Popper School on Networked Autonomous Aerial Vehicles, University of Klagenfurt, Austria (e-mail:
roland.jung@ieee.org).
2 S. Weiss is with the Control of Networked Systems Group, University
of Klagenfurt, Austria (e-mail: stephan.weiss@ieee.org).
This research has received funding from the BMVIT under the grant
agreement 879682 (UASwarm) and the doctoral school KPK-NAV of the
University of Klagenfurt.

Fig. 1: Estimated trajectories of agents fusing joint relative position
measurements using DAH-CSE (red) or not (cyan). Agent/robot A1
is flying above the agents on the ground A{2,...,6} . The agents
receive IMU and absolute position measurements. The ground
robots are suffering from sensor outages and dropped absolute
position measurements leading to drifting estimates in case of not
performing CSE (cyan). The problem is described in Section IV.

Sensor-Fusion (MaRS) framework allowing for efficiently
fusing such sensors with a core state propagated by IMU
measurements.
In this paper, we demonstrate that Collaborative State
Estimation (CSE) can play an important role for reliable
sensing in the mobile robotics sector. In a simplified exploration scenario, where ground robots are equipped with
less accurate positioning sensors, that suffer from dropped
sensor reading, and sensors failure, an additional robot (e.g.
an Unmanned Aerial Vehicle (UAV)) equipped with a more
accurate positioning is circulating above them and performs
joint relative position updates with each of them.
CSE has been addressed in the past decades with the main
ambitions to decouple the individual agents, while reducing
communication and compute complexity [2], [7]–[14].
Rendering Collaborative State Estimation (CSE) distributed and scalable with number of agents in a team was
a subject in the recent work of Jung and Weiss [14]. In
simulation on a swarm of 20 communicating agents it was
shown that processing relative position update allows each
individual agent to estimate all 6-DoF while hidden states
could converge and only six agents had access to absolute
position information.
In this paper, we use this Distributed Approximated
History (DAH) CSE approach to evaluate the impact of
processing relative position measurements in case of faulty
and unreliable sensors on ground agents. The simulation
results show, that these agents can significantly improve the
estimation accuracy at the cost of a slightly higher processing
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overhead, rendering CSE as novel approach to ensure reliable
autonomous navigation in swarms.
II. N OTATION
The mean and covariance of multivariate random variable
are defined as Xi ∼ N (x̂i , Σii ). A right subscript specifies
the agent’s identifier {Ai , i ∈ 1, . . . , N }. The time indices
of state variables are indicated by the right superscript,
e.g. Xk , denoting the state at the time t(k) ≡ tk . Names
of reference frames are capitalized and calligraphic, e.g. I
for IMU. A coordinate vector CC pP1 is read as f rom
in x to .
The operators ⊕ and
should emphasize that rotational in
SO3 and translational components in R3 have to be treated
differently. Positions, velocities and biases are additive, e.g.
G
pI = G p̂I + G p̃I . Rotational
i errors are right-multiplicative,
h
G
G
G
e.g. RI = R̂I (I3 + θ̃ I ) ∈ SO3 .
×

III. PROBLEM FORMULATION
A swarm of N communicating agents equipped with an
IMU as proprioceptive sensor and an exteroceptive sensor
providing absolute position information (e.g. a Global Navigation Satellite System (GNSS) sensor), is navigating in
space. Only one agent is able to measure the local relative
position of other agents, e.g. by sensing the range and
bearing angles or by a camera-based visual tag detection.
Using the IMU as a strapped down propagation sensor
makes the estimator independent on the underling kinematic
motion model of the agent. Note, that CSE is not restricted
to the aided-inertial estimation case, as theoretically any
state propagation model can be used e.g. different odometry
models for ground robots.
Each agent estimates it’s IMU navigation state Xi using
a Quaternion-based Error-State Extended Kalman Filter (QESEKF) (e.g. [5])


Xi = GG pI , GG vI , G qI , I bω , I ba i , i ∈ 1, . . . , N,
(1)
with G pI , GG vI , and G qI as the position, velocity and orientation of the IMU I w.r.t. the global frame G (or navigation
frame). I bω and I ba are the estimated gyroscope and
accelerometer biases to correct the related IMU readings.
Initially, the agents’ states can be seen as decoupled mulk
k
k
tivariate variables
 k of a global
 swarm state X ∼ N (x̂ , Σk ),
k
k
x̂
with
 = x̂1 ; . . . n; x̂N the estimated values and, Σ =
Σki,j 16i,j6N ∈ S+
the uncertainties. In the beginning,
agents are uncorrelated {Σi,j = 0 : i, j ∈ 1, . . . , N, i 6= j},
while joint observation between agents, e.g. i and j, leads
to cross-covariances Σi,j 6= 0.
In a centralized CSE formulation, the entire swarm state
is estimated leading to statistically optimal estimates, at the
cost of compute and communication effort. To render CSE
distributed among agents various exact and approximated
approaches have been proposed e.g. [7], [11], [14], [15].
In this paper, we use DAH-CSE proposed by Jung and
Weiss in [14] as it (i) requires communication just at the
moment of joint observations, and (ii) maintenance effort
for propagation and private observation is constant O(1).

Note, in CSE three different filter steps can be performed:
(i) state propagation, (ii) private observation correcting and
requiring just one agent’s state, and (iii) joint observation
referring to an arbitrary number of states.
A. State Propagation
Each inertial navigation state Xi is propagated forward
using agent Ai ’s IMU samples containing noisy and biased
k
linear acceleration Ii am k = G RIi g + Ii a k + Ii ba k + Ii na
and angular velocity Ii ω m k = Ii ω k + Ii bω k + Ii nω measurements, with n denoting the zero-mean white Gaussian
noise. The nonlinear error-state IMU kinematic propagation
function for from tk−1 to tk is modeled as [3]
Xki = f (Xk−1
, Ii am k , Ii ω m k ) + nkIi ,
(2)
i

with the measurement noise nkIi = N 0, RkIi . This result
after linearization and time discretization in the state transik|k−1
k|k−1
tion matrix Φi
and process noise matrix Qi
[3] to
propagate the state covariance matrix
k|k−1

Σki = Φi

k|k−1 T

Σk−1
(Φi
i

k|k−1

) + Qi

.

(3)

For details, we would like to refer interested readers to the
online documentation of OpenVINS [5].
k|k−1
Note that for DAH-CSE, Φi
has to be inserted into
the history buffer Bi .
B. Private Absolute Position Observation
Absolute position measurements can be described by a
nonlinear function
zkabs = habs (Xki ) + nkabs = GG pI + nkabs ,
(4)

with the measurement noise nkabs = N 0, Rkabs . In order
to update the Q-ESEKF, the measurement function has to be
e = x x̂ to obtain
linearized with respect to the error state x
the measurement Jacobian
Hk =

∂h(x̂ki )
∂e
xk

.

(5)

x̂k(−)

Now, we can perform the standard EKF update as follows

−1
k(−)
k(−)
Kki = Σii (Hk )T Hk Σii (Hk )T + Rk
(6)

k(+)
k(−)
x̂i
= x̂i
⊕ Kki zk h(x̂ki )
(7)

k
k k
Υ = I − Ki H
(8)
k(+)

Σii

k(−)

= Υk Σii

(9)

Note that for DAH-CSE, Υk has to be inserted into the
history buffer Bi .
C. Joint Relative Position Observation
Private and joint observations are technically the same,
while the later requires, in addition to the local state estimate,
estimates from one or multiple other agents. In DAH-CSE,
joint observations are processed on an interim master, which
receives all required information from the other participating
agents and sends them the corrected information back. The
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relative position measurements between two agents Ai and
Aj can be described by a nonlinear function
zkrel{i,j} = hrel (Xki , Xkj ) + nkrel


T
= G RIi −GG pIi + GG pIj + nkrel ,
nkrel

0, Rkrel

(10)



with the measurement noise
=N
.
The joint belief of participants,
e.g.
constituting
of Ai ’s

 T
XT
and Aj ’s belief is XT
j . The joint a priori
p = Xi

k(−)
Σii Σij
k(−)
k(−)
covariance is Σpp =
, where Σij
is
ΣT
Σjj
ij
restored using correction factors inserted into the history
buffers B{i,j} and the previously factorized cross-covariance
terms [14].
As in Section III-B, the measurement function has to be
linearized with respect to the joint error state
Hkp =

∂h(x̂kp )
∂e
xkp

k(−)


= Hki


Hkj .

(11)

x̂p

Now, we can again perform the standard EKF update on
the stacked/joint state. In case of DAH-CSE, the stacked
state needs to be split again after the update and the
corrected belief including a correction term has to be sent
to the participating agents. The correction

terms for joint
k(+)

k(−)

−1

and has to
observations is Λk{i,j} = Σ{ii,jj} Σ{ii,jj}
be inserted into the history buffers B{i,j} , respectively. Note
that in DAH-CSE, non-participating agents are not directly
benefiting from joint observations as it would be the case in
centralized equivalent filter.
IV. E XPERIMENTS
The experiments are simulated in a MATLAB framework,
that allows to load existing datasets or to generate random trajectories. The exteroceptive measurements (private or
joint observations) are generated based on the ground truth
trajectory, the sensors calibration states and noise parameters. Finally, all measurements from all agents are sorted
chronologically and are locally processed in a multi-instance
manager. It is maintaining multiple filter instances, while
communication between filter instances is handled locally.
The following simplifications are made:
• system clocks, IMUs and exteroceptive sensors are
synchronized across the team,
• extrinsic calibrations between exteroceptive sensors and
the IMU on an agent are known and static,
• the exteroceptive measurement (observation) noise and
the process noise are independent,
• each agent has a unique identifier,
• no physical interaction between agents (i.e. the motion
of an agent does not affect the motion of other agents),
• the period of exteroceptive sensors is an integer multiple
of the IMU period,
• communication range is larger than the sensing distance,
• and exchanged information between agents and sensor
measurements arrive without delay.

Note that, sensor and communication delay can be compensated by introducing time sorted buffers for sensor measurements and estimates as proposed in [4].
A. Scenario S1
This scenario demonstrates that CSE can play an important role for reliable autonomous navigation in swarms
by performing joint observation between an agent that is
circulating in the air and agents (e.g. legged robots) on the
ground that are randomly exploring the environment on the
ground. For a direct comparison we performed the simulation
with and without these relative position updates. To render a
challenging exploration scenario, agents on the ground experience random message drops and temporary sensor outages.
Further, the absolute position measurements of ground robots
suffers from higher noise and lower rates, while the agent in
the air obtains highly accurate absolute position information
at higher rates. As described in III, all agents use noisy and
biased IMU samples for the state propagation. An overview
about the used simulation parameter can be found in Table I.
Further, the states were initialized wrongly to demonstrate the self-calibration capabilities and emphasize the state
convergence. Table II summarize both, the Average Root
Mean Square Error (ARMSE) and the total filter execution times for the individual filter steps with and without
using joint relative position updates. As joint observations
require a CSE fusion approach a computational overhead is
expected. These relative observations are fused using DAHCSE [14], requiring communication only for those observations and maintenance cost for interdependencies between
agents. Processing joint observation reduces the ARMSE of
all agents, while ground robots A{2,...,6} are suffering from
inaccurate and unreliable absolute position measurements,
can drastically improve their absolute position estimate from
average ARMSE of 0.53 m to 0.1 m by an increased total
filter execution time from 8.14 s to 9.22 s. Using DAH-CSE,
the interim master is mainly processing the joint update. In
Figure 2a, measurements processed by A1 (interim master)
are shown. Relative position measurements are processed
between t = 5 s and t = 60 s at a rate of 5 Hz with the
agents A{2,...,6} and cause approximately 32 % of the total
execution time of A1 . One remarkable feature of DAH-CSE
is that it barely increasing the processing time of other filter
steps (propagation and private observations) on all agents.
For private update the increase is barely visible and should
not exist theoretically. Note that the same holds for the
propagation step, if the used correction history buffer is
sufficiently large. In our experiments we set it to 250 ms. As
the the joint observations ended at t = 60 s, the agents had
to forward propagate their factorized cross-covariances that
causes an computational overhead. In Figure 2b the measurements processed by agent A3 are shown, which suffers from
sporadically dropped absolute position measurements and a
sensor outage between t = 35 s and t = 45 s. In Figure 3b
it can seen that those missing measurements drastically
decrease the estimation accuracy, leading to an position
estimation error of approximately 8 m on the x-axis. On the
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Parameter
Num. ground robots
Duration
IMU rate
accelerometer noise
gyroscope noise
acc. rate random walk
gyr. rate random walk

Value
5
65[s]
200[Hz]
0.01[m/s2 ]
0.001[rad/s]
√
0.005[(m/s)/s/ s]
√
0.0005[rad/s/ s]

Parameter
abs. pos. rate (Air, Ground)
Noise abs. pos. (Air, Ground)
abs. pos drop rate (Air, Ground)
abs. pos. off-time (Air, Ground)
relative pos. rate
relative pos. noise
rel. pos drop rate

Value
10[Hz], 2[Hz]
0.1[m], 0.5[m]
0[%], 20[%]
0[s], 10[s]
5[Hz]
0.1[m]
0[%]

TABLE I: Simulation parameters of scenario S1 .

(a) Measurements processed by agent A1 .

(b) Measurements processed by agent A3 .

(a) Estimated position error of A3 receiving joint relative position
updates.

Fig. 2: Scenario S1 : Shows the measurements processed on agent
A1 and A3 , while A3 ’s absolute position measurements (POSITIONGI) suffer from sporadic drop messages and a sensor outage
between t = 35 and t = 45. As depict in Table II, joint relative
observations with A1 can compensate those outages and allows for
accurate navigation.

other hand, as depict in Figure 3a, by processing relative
position observations with A1 , A3 is able to keep bounded
position estimates. It is noticeable that the uncertainty is
increased when no joint observations are obtained between
t = 0 s and t = 5 s, t = 35 s and t = 45 s, and t = 60 s
and t = 65 s. Summarized, the most important finding is
that the ground agents can drastically improve their pose
estimate by processing joint relative observation, while the
filter execution time slightly increases.
V. C ONCLUSION
Reliable and robust state estimation is a key to achieve
precise localization in challenging situations. Typically, complementary and different sensor modalities are used. In this
paper, we show that it can be achieved requiring communication between distributed estimators. Our simulation results
show, that fusing joint observations using Collaborative State
Estimation (CSE) reduces significantly the estimation error
in case of faulty sensors at the cost of a slightly higher
processing overhead. This renders CSE as novel approach
to ensure reliable autonomous navigation in swarms.

(b) Estimated position error of A3 not receiving joint updates.

Fig. 3: Scenario S1 : Shows the RMSE of agent A3 ’s estimated
position (top) and uncertainty (bottom) with and without obtaining
joint relative position observations. The graphs are held in blue, red
and yellow for position x, y, z. As shown in Figure 2b, between
t = 35 and t = 45, no private absolute position measurement
are obtained. In case of joint observations, this leads to a slightly
increased estimation error and increased uncertainty (the error
remains bounded). Not obtaining them, causes the IMU state to drift
unbounded until private observations are available again leading to
an ARMSE of 0.723 m compared to 0.1 m.
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ID
1
2
3
4
5
6

REL TYPE
Rel. pos
Rel. pos
Rel. pos
Rel. pos
Rel. pos
Rel. pos

pgi [m]
ARMSE
0.045
0.11
0.09
0.1
0.1
0.1

vgi [m/s]
ARMSE
0.06
0.12
0.11
0.12
0.12
0.12

qgi [deg]
ARMSE
0.21
1.6
2.34
2.93
1.6
3.3

ba [m/sˆ2]
ARMSE
0.0002
0.0001
0.0001
0.0002
0.0002
0.0002

bw [ rad/s]
ARMSE
0.004
0.007
0.01
0.01
0.007
0.011

tprop
8.58
8.22
8.25
8.19
8.18
8.18

1
2
3
4
5
6

None
None
None
None
None
None

0.05
0.36
0.75
0.32
0.64
0.58

0.07
0.17
0.23
0.16
0.2
0.2

0.28
1.67
2.49
3.44
1.97
3.36

0.0004
0.0001
0.0001
0.0002
0.0002
0.0002

0.005
0.007
0.01
0.01
0.007
0.011

7.93
7.93
7.93
7.93
7.93
7.93

execution
tpriv
0.83
0.1
0.09
0.09
0.09
0.088
0.81
0.09
0.09
0.09
0.09
0.09

time [s]
tjoint
4.4
0.006
0.006
0.006
0.006
0.006

ttotal
13.82
8.32
8.35
8.29
8.27
8.27

0
0
0
0
0
0

8.75
8.02
8.02
8.02
8.02
8.02

TABLE II: Scenario S1 : ARMSE of the agents’ navigation states defined in Equation (1) and total execution time of different filter
steps (propagation, private updates and joint updates), processing relative position measurements between agent A1 and the other agents
A{2,...,6} or not.
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Collision Avoidance in Human-Robot-Collaboration Environments using
low-cost 3D Cameras
Armin Niedermüller1 and Felix Strohmeier1
Abstract— This paper presents an open source and low-cost
prototype which enables collision avoidance in a collaborative
human-robot environment with a 7-DOF robot arm using
ROS and two 3D-cameras. The achieved latency performs well
compared to existing work (≈ 28Hz), and the reached accuracy
allows collision-aware path planning, which is validated in a
demo use-case.

I. INTRODUCTION
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af t

Collaborative workspaces sometimes change without advanced planning of every detail along the robots predefined
path. In such scenarios, detecting and avoiding obstacles is
essential for safety [4], but also enables smooth workflows
without collision stops. Low latency and high accuracy are
selling points for expensive, proprietary collision avoidance
systems. This work presents an open source and low-cost
prototype to enable collision avoidance for a ROS-controlled
collaborative robot (Cobot) ’Panda’ from Franka Emika in
a Human-Robot-Collaboration (HRC) workspace. Two 3Dcameras are used such that the second camera can cover
occluded areas of the first camera and vice versa.
II. METHOD

The prototype involves six steps (Fig. 1). Each representing a ROS node, being able to communicate with each other
over the shown ROS topics.

Fig. 2.

The Human-Robot-Collaboration Workspace

B. Point Cloud Pre-Processing and Registration
At first, noise and point outliers are removed with a
’statistical-outlier-removal filter’ (SOR-Filter) to improve the
registration result. A ’pass-through filter’ (PT-Filter) is used
to increase the efficiency of further computations by reducing the amount of data. Since both 3D cameras view the
workspace from a different angle, their point clouds are
aligned with the widely used Iterative-Closest-Point (ICP)
algorithm [1]. The Point Cloud Library (PCL) provides
different variants of the ICP. The standard-ICP (s-(ICP),
nonlinear-ICP (nl-ICP) and generalized-ICP (g-ICP). Each of
which is applied and their results compared using the ’fitness
score’, i.e. the remaining mean euclidean distance of both
point clouds. The ICP yields a transformation matrix which
is then applied to the point cloud stream via ’/tf’ messages.
This has no negative impact on performance.
C. Robot Self-Filtering and OctoMap Conversion

Fig. 1.

Outline of the prototype.

A. Camera Mounting and Hardware
Two Intel D435i 3D cameras are mounted on the ceiling
above a HRC workspace on a camera rail system. They view
the workspace in a way such that the outer edges of the desk
are covered. As control PC, an i7-based Linux system (32GB
RAM) running ROS Kinetic is used.
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The resulting OctoMap should only contain data about
obstacles in the vicinity of the Cobot. However, parts of the
Cobot also appear in the point clouds and this data needs to
be removed. Furthermore, a large number of point outliers
is located around the Cobot. These seemingly unattached
points are due to sensor inaccuracy and pose a problem for
the path-planning since they are classified as obstacles.
This problem is tackled with the Robot Self-Filter (RSFilter), which uses a 3D model of the Cobot to determine
the filter area. This model has to be placed correctly into
the OctoMap through transformations. The efficiency of the
RS-Filter is measured by applying a PT-Filter such that a
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bounding box around the Cobot is created. After applying the
RS-Filter, the remaining Cobot-voxels inside this boundary
are counted.
Next, the point clouds are converted into an OctoMap,
a probabilistic occupancy 3D grid map. The voxel size
and point-subsampling, which lets OctoMap only consider
every n-th pixel for the conversion, parameters are tuned to
achieve a sufficient frame rate and resolution. To evaluate
the accuracy, different sized cardboard boxes are measured
with a Bosch GLM 40 laser rangefinder and compared with
their point cloud and OctoMap counterparts. Not only the
outer dimensions are compared, but also the volume of the
boxes.

parameter greatly improves the frame rate. However, there is
a trade-off in terms of accuracy because smaller objects can
remain undetected.
D. Implementation of the Demo Case
Putting all together (Fig. 1) the Cobot can recognize and
avoid obstacles. This is tested in a demo scenario, where the
Cobot moves between two positions on the workbench. A
box is placed on the workbench between the positions and
the Cobot plans its path around it (Fig. 3).

D. Collision-aware motion planning and execution
Finally, the OctoMap is passed to MoveIt, which then is
used for path-planning and robot movement execution. The
ability to avoid obstacles is tested in a demo scenario.
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III. RESULTS
A. Point Cloud Pre-Processing and Registration

The nl-ICP algorithm achieved the best results with an
fitness score of 0.0071 after 54 iterations compared to 0.0172
of the s-ICP and 0.0074 of the g-ICP. However, both point
clouds must be coarsely pre-aligned in order for the ICP to
work properly. Since the positions of the 3D-cameras are
fixed and known beforehand, a manual coarse pre-alignment
can be easily executed.
B. Frame Rate

The 3D cameras stream with 30 Hz. The PT-Filter cuts off
the data such that only the HRC workspace remains with no
effect on the frame rate. The SOR-Filter reduces the frame
rate to roughly 1 Hz, a latency rise from 33 ms to 885 ms.
Since this can be too slow to react to moving obstacles, the
SOR-Filter is only used once to improve the ICP result and
is not used during ongoing operation. The conversion into
OctoMaps reaches frame rates of 12 Hz with a voxel size
of 5 cm. Using a point-subsampling of 8 increases the frame
rate to 28 Hz.
C. Robot Self-Filtering and Accuracy

Roughly 350 unwanted voxels are in the Cobot’s bounding
box without the RS-Filter. With a padding-offset of 0.05 all
those voxels are removed. However, all voxels 5 cm around
the Cobot are eliminated and thus obstacles inside this area
are ignored. This can pose a problem in interaction with
humans and needs further evaluation.
The point clouds show axial sensor noise of ±7 cm and
lateral noise of ± 7 mm. This observation is backed by
existing work which shows that the D435i’s axial error grows
quadratically with the distance while there the lateral error
does not [5]. Furthermore, the volume of the real cardboard
boxes compared to their OctoMap counterpart is smaller by
49 − 61 % and their dimensions differ from 0 to 15 cm (0 −
43 %) at a voxel size of 5 cm. Most importantly, the boxes
are always recognized as obstacles. The point-subsampling

Fig. 3. The planned and executed trajectory of our prototype using MoveIt.
MoveIt interprets the voxels as obstacles and thus plans the trajectory in
a way that avoids them. The Voxel color represents their position in the
Z-axis in 3D space.

IV. SUMMARY AND OUTLOOK
Our prototype is able to detect and avoid static obstacles.
Due to the low price of the cameras and the mounting rail,
the vision system is ideally suited for student projects. The
frame rate ≈ 28Hz is comparable to other work(≈ 30Hz) [3]
and the accuracy is sufficient for obstacle avoidance. Since
only static obstacles are dealt with in this demo case, further
work with moving obstacles is needed. Further improvements
must be reaching a real-time operation and safety according
to ISO 13849. Additionally, GPUs can provide a significant
performance increase [2], thus improving the frame rate but
also the quality of the point clouds, since a SOR-Filter can
then reach higher frame rates.
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Modular Functionality Upgrade Analysis of a Search and Rescue Robot
T. Ćeranić1 , W. Wöber1,3

ID

, M. Aburaia1 ID and G. Novotny1,2,

is the three-dimensional pose estimation, which have been
explored using only an RGB camera image[12], a motion
sensing device[3] and a single depth image[15]. The third
approach consists of estimating the pose in the RGB image
and projecting the data in the 3D space using either a LiDAR
scanner or an RGBD camera.
This paper analyses the performance of previously developed modules in certain test scenarios. Chapter III gives an
overview of the used software and hardware, followed by
a performance overview of both modules in chapter IV. Finally, recommendations for further testing and improvement
is given in chapter V.
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Abstract— In order to be safely and efficiently implemented,
search and rescue robots must be equipped with reliable tools
for various navigation and object detection tasks. This paper
describes the optimisation and implementation of state-of-theart modules on a search and rescue robot, which improve upon
the weaknesses of the current configuration and expand the
robot’s task repertoire. This includes a DGPS system, which
was implemented as a replacement for the existing conventional
GPS module. Additionally, a three-dimensional human pose
detection module has been implemented as preparation for
future gripping and transportation tasks. The DGPS module
resulted in an accuracy of 3.3 metres, which is an improvement
of up to 66% compared to conventional GPS. The human pose
detection is robust, even when 70% of the person is covered.

ID

I. INTRODUCTION

III. MATERIALS AND METHODS

According to The International Federation of Red Cross
and Red Crescent Societies over 700,000 people have died
in the 2010s as a direct result of natural hazards[11]. Among
those, earthquakes accounted for less than 10% of the hazard
occurrences, yet were responsible for 36% of the total
deaths[11]. In such situations, search and rescue (S&R)
robots represent the possibility to save the lives of both
victims and rescue workers.
Various tools for S&R functionalities have previously been
developed on a Taurob Tracker robot[9][10]. This paper
tackles the some of the shortcomings of the previous system
state, which includes the inaccuracy of its global position
provided by the GPS module (up to 10 metres, depending
on the environment[18]). Furthermore, an S&R robot is
incomplete without the ability to detect immobilized human
victims. Detecting their pose is crucial in order to enable
gripping and transportation.

The robot model described in [9] is equipped with various
sensors, including one RGB1 and two RGBD cameras2 ,
one three-dimensional3 and two two-dimensional LiDAR
sensors4 , and a GPS antenna5 . The current setup is shown in
figure 1. An earlier work[9] gives an overview of the robot’s
functionalities, which are implemented using the open-source
framework ROS[13].

II. STATE OF THE ART
The accuracy can be improved by using differential GPS
(DGPS), with which the accuracy can be (theoretically)
improved to centimetre-range[14], in practice up to about 1-3
metres[6]. A few approaches have been developed using deep
neural networks to detect human poses in images[4][8][16].
However, they have used examples with only one person
per image, which cannot be guaranteed in S&R scenarios.
Other approaches[2] have successfully been used for multiperson pose estimation. Particularly interesting for S&R
1 UAS
Technikum
Wien;
{tatjana.ceranic,
georg.novotny, wilfried.woeber,
mohamed.aburaia}@technikum-wien.at
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Sustainable Transport Logistics 4.0., Johannes Kepler University,

Linz; georg.novotny@jku.at
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Fig. 1. Current setup of the Taurob Tracker robot[10], 1: 3D LiDAR, 2:
DGPS sensor, 3: RGB camera, 4: front-mounted RGBD camera

The basis for the implementation of the new modules
was provided by earlier works[5][7]. For the DGPS module,
this includes the u-blox C94-M8P high precision GNSS
module6 and a ROS package developed in [7] run on both
the robot and an additional reference station. A remote
operating device is intended to be used as the reference
1 https://en.ids-imaging.com/store/ui-3240le.html
2 https://www.intelrealsense.com/depth-camera-d435/
3 https://velodynelidar.com/products/puck/
4 https://www.sick.com/us/en/detection-and-ranging-solutions/2d-lidarsensors/tim5xx/tim551-2050001/p/p343045
5 https://static.garmincdn.com/pumac/GPS 18x Tech Specs.pdf
6 https://www.u-blox.com/en/docs/UBX-15016656
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station, since it does not move during the S&R operation.
For the pose detection module, a ROS implementation of the
OpenPose[1] framework was used. OpenPose was developed
based on [17] to detect the skeleton of the human body. A
corresponding ROS wrapper7 expands its functionalities into
the three-dimensional space. Both the DGPS and OpenPose
modules were tested on an embedded PC equipped with an
Intel® Core™ i7-7700T CPU, and an Nvidia GeForce GTX
1050 Ti GPU. The front-mounted RGBD camera was used
both for person detection and to provide depth information.

Fig. 2.

Projection of estimated 3D pose

Although the pose was not always detected in each frame
in some scenes, in the testing done so far the algorithm was
able to detect the pose within 3 seconds of first encountering
the image (this was the case for approximately 83% of the
scenes tested). In the remaining 17% of cases either no
person was detected, or there were false positives detected
in addition to the person in the image. In scenes with a
high degree of body coverage by objects (up to 70%), the
algorithm worked noticeably better when the person’s limb(s)
or head were visible rather than the torso.
V. SUMMARY AND OUTLOOK
The described modules have been implemented on the
robot and their current performance has been analysed. With
the DGPS module, a 3.3 metre accuracy could be achieved,
while the pose estimation has been shown to robustly detect
people with up to 70% concealment of the person. In some
cases, even a single limb visible under covering could be
detected. However, some corrupted 3D projections have been
observed, which is a result of inaccurate data provided by
the RGBD camera. Additionally, some misdetections have
been observed.
More extensive testing of the DGPS module is required
in order to analyse its realiability in different settings. The
7 https://github.com/ravijo/ros
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IV. RESULTS
The performance of the DGPS module was tested outdoors, in an area partially secluded by trees, with a minimum
distance of 15 metres from buildings no more than two
stories tall. After a 10 second survey-in time to calculate
base station position, an accuracy of up to 3.3 metres
could be achieved – a significant improvement compared
to conventional GPS[18]. The pose estimation module was
tested indoors under daylight conditions by comparing the
projected skeleton to separate depth points provided by the
3D LiDAR sensor (see figure 2).

pose estimation module can be improved upon by making the
entire range of point cloud data, such as that from the 3D
LiDAR sensor, available to the algorithm, in order to insure
more reliable projections of the pose into the 3D space. Additionally, verification methods could be used to correct faulty
detections, such as using an RGB camera in combination
to the RGBD camera to detect human candidates, and/or
observing the scene where a detection has been made from
multiple angles in order to confirm the assumption.

openpose
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Myopic Approaches for a Real World Palletizing Problem*
Florian Kagerer1 , Maximilian Beinhofer1 , Simon Hubmer2 , and Ronny Ramlau2,3

Abstract— In warehouse logistics, palletizing algorithms usually precalculate a pack pattern that determines the palletizing
sequence of load carriers (LCs). Whenever this sequence is
broken, troubles occur in robotic palletization. To overcome
this issue, this paper presents three approaches that determine
positions on a pallet for given LCs myopically, i.e., they avoid
precalculating a load carrier sequence in advance. Based on
simulations and experiments with a real robot, we show that
even though our approaches do not predetermine an LC
sequence, they produce reasonable palletizing results in a broad
range of trials.

I. INTRODUCTION
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In warehouse logistics, pack pattern software is applied
to build stable and densely packed pallets. This software
precalculates a pallet with respect to assigned load carriers
(LCs), e.g., cartons or plastic boxes. Hence, a sequence of
the arrivals of the LCs is derived. Although such software
provides excellent results for a wide range of applications, a
violation of the predetermined sequence results in an enormous performance loss in the automated system supplying
the robot with LCs. In addition, for many problems it might
be unnecessary to precalculate the whole packing in advance.
To this end, we developed myopic approaches, i.e., methods that avoid to predetermine an LC sequence, one by
one calculating a target position for the next (randomly)
arriving LC. These approaches were tested on a real robot
and benchmarked in simulations against a commercially used
(non-myopic) pack pattern software.
There is a wide body of research in palletizing methods
that can be used with robots [1], [2], [8]. Due to the
complexity of such bin packing problems, not only heuristics,
but also learning approaches were developed [3], [4]. In
contrast to our approach, which works myopically, these
methods generate predetermined LC sequences.

Fig. 1: Experimental setup: robot with custom end-effector for palletizing
cartons. See [7] for a video of the experiments.

II. PROBLEM STATEMENT
The considered problem deals with the palletization of
LCs, whose footprints – 0.6 m×0.4 m (big) and 0.4 m×0.3 m
(small) – divide the base area of the palletizing target –
1.2 m×0.8 m. Hence, an LC occupies either a single octant or
a double octant (quadrant) of the pallet. Moreover, this paper
incorporates the stackability of an object, which depends
on its material (cartons, plastic boxes). On top of type 1
*This work is partly supported by the Austrian Research Promotion
Agency (FFG) under grant 873923.
1 F. Kagerer and M. Beinhofer are with TGW Logistics Group GmbH,
Marchtrenk, Austria forename.surname@tgw-group.com
2 S. Hubmer and R. Ramlau are with the Johann Radon Institute Linz,
Linz, Austria forename.surname@ricam.oeaw.ac.at
3 R. Ramlau is with the Institue of Industrial Mathematics, Johannes
Kepler University, Linz, Austria ronny.ramlau@jku.at

(cartons) it is only allowed to place objects with the same
footprint. Whenever two cartons with the small footprint are
equally high, their stacking behavior is identical to type 2
(plastic boxes). On these, both footprints can be stacked onto.
The robot we consider (see Fig. 1) moves LCs from front
right to back left to their target positions. Therefore, in order
to reach all target positions, piles in the front and right
octants need to be lower than those in the back and left.
III. APPROACHES

We developed three approaches for finding a position on
the pallet for an LC with respect to the mentioned restrictions. In general, these methods obtain (1) the current state of
the pallet, and (2) the properties of the LC. This architecture
was designed in consideration of reinforcement learning
methods, which search for an action based on a given state
of the environment. In order to make it unnecessary for an
agent to learn the existing constraints, the action space is
changeable, i.e., the agent only chooses its action out of the
allowed ones. An example is depicted in Fig. 2.
In addition, all methods share a rearrangement property.
Whenever no target position for the LC is found, the LC is
rejected and considered again after three others.
A. Heuristic

Firstly, we designed a heuristic that aims at creating pallet
states such that a 0.6 m × 0.4 m LC can be placed on top of
as many quadrants of the pallet as possible at any given time.

(a) A(t1 ) = {o1 }.

(b) A(t2 ) = {o1 , o2 , o5 }. (c) A(t3 ) = {o1 , o3 , o5 }.

Fig. 2: The changeable action space A(t) during the palletization of three
identical load carriers. The yellow rectangles visualize the actions.
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prohibited actions are removed. As before, the filling degree
of the pallet at the end of each episode defines the reward.

(a) Visualization

(b) Heights

(c) Stackabilities

Fig. 3: Example for the virtual image representation of a state of the pallet.
LC colors: green – plastic box, yellow – carton.

B. Q-learning

A. Simulation
For the simulations, we randomly created sequences of
LCs of mixed footprints and stackability types. We divided
the created dataset into training data for the machine learning
approaches and validation data. Rearrangement of LCs was
only allowed three times per episode. Whenever the approach
was unable to find a position for the next LC, palletization
was aborted and the episode was finished.
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Consequently, the heuristic tries to keep the heights of the
piles in two neighboring octants at the same level.
This method uses the exact state of a pallet and selects
one of the placements that satisfy the stackability and height
requirements. In detail, for LCs with a small footprint, the
algorithm chooses either the smallest pile or, if existing, the
smaller pile in a quadrant with two different heights. On
the other hand, for LCs with a big footprint, the algorithm
chooses the highest possible pile. The only exception: if for
big type 1 LCs there exist possible placements on top of
other type 1 LCs, then the smallest of these piles is chosen.

IV. EXPERIMENTS
We evaluated our three approaches both on simulation and
in experiments with a real robot. Up until now, the real robot
setup shown in Fig. 1 does not include a sensor for detecting
differences between planned and real LC heights. The robot
moves only based on planned positions. Qualitative tests with
the real robot have shown that two factors strongly influence
the quality of a built pallet: (1) the rate of small load carriers,
and (2) the rate of load carriers with type 1 stackability.

Secondly, we developed an approach that is based on
Q-learning. For details on Q-learning, see [6]. For this
approach, we defined the state of the pallet as a tuple that
contains the discretized height of the pile in each octant. The
rating of every state-action pair (deciding which action the
agent chooses at a given state) is stored in the Q-learning
table. Since a finer height discretization increases the size
of the Q-learning table, this is the restrictive factor in this
approach. During training, the ratings were updated at the
end of each episode, i.e., after palletizing of the whole pallet
was finished. The update of the rating depends on the filling
degree of the pallet, i.e., the palletized volume divided by
the maximum admissible one. Similar to neural networks,
not only the last, but also all visited state-action pairs are
updated, but we defined that the update rate decreases by
10% with each step back.

B. Results
At the end of each episode, the filling degree η was
collected and categorized. For evaluation, we created the categories Successful (η ≥ 85%), Tolerable (η ∈ [70%, 85%)),
and Failed (η < 70%). Fig. 4 compares the performances of
the myopic approaches and a non-myopic benchmark.
The myopic approaches achieved a Successful or Tolerable
result in a reasonable amount of sequences, even though
not a single restriction was demanded on the sequence of
load carriers. Up until now, our implementation of the three
myopic approaches were not yet able to avoid Failed orders.
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C. Deep Q-network
Thirdly, we created an approach that uses deep Q-networks
(DQNs) on image data to solve the palletizing problem.
DQNs receive an image and create different abstract representations to obtain a single output [5]. Consequently,
we represented the state of the pallet as an image. See
Fig. 3 for an example. The height of each pile on the
pallet, which is stored in our software, is converted to the
value of a pixel in a virtual gray-scale image. Similarly,
the stackabilities of the uppermost load carriers defined a
second image which extends the information about the pallet
state. This conversion makes it possible to apply image based
approaches to solve the palletizing problem.
The input layer of our approach can either be a single
channel image, i.e., only the heights, or a two channel image,
i.e., heights and stackabilities on the pallet. Before the agent
takes an action depending on the approximated ratings, all

Fig. 4: Comparison of the results from all approaches.

V. CONCLUSIONS AND FUTURE WORK
In this paper, we presented three myopic approaches
for robotic palletizing, which avoid to predetermine a sequence of load carriers: one heuristic and two reinforcement
learning approaches. Compared to conventional, non-myopic
approaches, ours provide more flexibility in the delivery of
load carriers to the palletizing robot. The filling degrees of
our produced pallets were in an acceptable range for a high
amount of scenarios, even though our approaches did not
place a single restriction on the sequence of the load carriers.
In future work, we plan to optimize our implementations to
further increase the achievable filling degrees. In our robot
setup, we plan to integrate a sensor detecting differences
between planned and real heights of the positioned LCs.

74

R EFERENCES

Dr
af t

[1] M. Baldi, G. Perboli, and R. Tadei, “The three-dimensional knapsack
problem with balancing constraints,” Applied Mathematics and Computation, vol. 218, 2012.
[2] G. Demisse, R. Mihalyi, B. Okal, D. Poudel, J. Schauer, and A. Nüchter,
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Canonical Robot Command Language Plugin Framework
Felix Leber1 , Jorge Blesa Gracia1 , Wilfred Wöber2 , Titanilla Komenda3 , Mohamed Aburaia1 and Ali Aburaia1

different methods is possible. The Robot Operating System
(ROS) [10] is a software framework that provides a structured communication layer for robotics applications. Through
robot-specific packages, ROS can be used to control several
different industrial robots. Another option is RoboDK [6],
a simulator for industrial robots. With RoboDK it is also
possible to program a wide selection of industrial robots
using Python.
III. MATERIALS & METHODS
Each Plugin consists of two parts. One handles the connection to the core the other handles the connection to the robot.
A plugin translates received CRCL commands to hardwarespecific commands. Plugins also receive status information
from the hardware which gets translated and send to the
core. To create plugins for new robots, a plugin template is
prepared. The connection between the core and the plugin
uses Open Platform Communications Unified Architecture
(OPC UA) [11]. The part that is connected to the core
remains the same for all plugins and is included in the plugin
template, making it easier to create a new plugin. The part
that is connected to the robot changes depending on the
robot and on the programming language used by the plugin
developer. Due to the lack of a standardized connection
to industrial robots, this part has to be rewritten for every
supported device. In Fig. 1 the process of connecting and
sending a command to a plugin is shown.
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Abstract— The Development of industrial robots leads to
the current situation where there are many different robot
programming languages and tools used to program industrial
robots. This creates a challenge for technicians who have to
work with different robots because they need to learn to work
with different tools. In this paper, a concept for a plugin system
is described that takes canonical robot control language (CRCL)
commands and converts them into robot specific commands.
The plugins also connect to the robot and start the execution
of these commands. With this plugin system, it is only necessary
to handle the robot-specific parts once, when creating plugins
for new robots. The plugins are connected to a core which is the
source of the CRCL commands. To make creating a plugin as
simple as possible, a template is provided. The plugin template
handles the connection to the core.

I. INTRODUCTION

During the development of industrial robots, many manufactures develop their own system to control a robot [5].
This development leads to the current situation where many
different robot programming languages exist [3]. This makes
it difficult for technicians to use robots from different manufactures. For each new manufacturer they need to learn how
to use their tools. In many cases, the robot can only be
programmed with vendor-supplied tools. These tools are for
example RobotStudio [2] by ABB or URSim by Universal
Robots. The goal of this paper is to describe a framework that
makes it possible to control different robots with the same
set of commands. The set of commands used to control the
plugins is the Canonical Robot Command Language (CRCL)
[9].
II. STATE OF THE ART
There are already several projects to control industrial
robots without the use of the tools provided by the manufacturer. [7] developed a control layer that takes neutral
object-oriented robot commands and translates them into
manufacturer-specific robot language. A different approach
is given in [4] where the manufacturer’s robot controller
was replaced by an open-source one. The software is then
designed in such a way that controlling the robot with
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the University of Applied Sciences Technikum Wien, Höchstädtplatz
6, 1220 Wien, Austria leber, blesagr, aburaiaa,

Fig. 1. Command sequence during the translation of one CRCL command.
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The messages that are understood by the plugins are CRCL
commands. CRCL is an information model that provides a
high-level description of robot tasks. It also includes control
and status information. The language has been engineered to
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describe commands for industrial robots and other positionable automated devices. There are five separate information
models in the CRCL information model. Only two of them
are used for the plugins. One describes single commands
that are sent as single messages to the robot and the other
describes status messages that get send from the plugins to
the core.

Fig. 2.

Connections between core and plugins.

B. The Plugin Template

V. R ESULTS

C. Translating a Command

With the Plugins for the UR5 and the IRB2400, two UseCases have been implemented. As part of the first UseCase,
the IRB2400 robot was used for additive manufacturing,
utilizing the CRCL-commands MoveTo and SetSpeedLinear.
For each line that had to be printed, a set of those two
commands was sent to the plugin. The plugin then sent pose
and movement speed to the RAPID program where robot
specific commands were created and executed. With this
method printing a vase-like part was successful. The UR5
plugin was tested with a Pick&Place UseCase. Here, the
position of a block was detected with a camera. The position
then was sent to the core where a MoveTo command with
the pose of the block was created. To control the gripper, the
SetEndEffector command was used. These commands were
sent to the plugin, along with additional MoveTo commands
that define the path of the robot to the place position. The
plugin translated the commands into URScript commands
and sent them to the robot, where they got executed.
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The plugin template provides most of the functionality
of the plugins. It is written in C++ and uses OPC UA to
communicate with the core. The OPC UA connection is
implemented using the open62541 [12] library. To adjust
the template to a specific robot, the plugin developer has
to create an object that provides methods to control the
robot. Once this object is created, the plugin developer
has to use these methods to fill out provided functions in
the template. Each of these functions represents one CRCL
command. Once the plugin receives a CRCL command from
the core, the appropriate functions are automatically called.
This functionality is provided by the template. The plugin
developer can choose between three different programming
languages to write the robot object, Python, C and C++. To
switch between different languages only an option in the
CMakeList file has to be changed.

The actual translation between CRCL commands and the
robot-specific language happens while calling the functions
provided in the templates. Here the appropriate methods of
the robot object are called. These methods then take the data
from the CRCL command and translate them to native robot
commands. A similar approach has been taken for when a
status request is sent to the plugin. First the core sends a
status request. Then, the get status function in the template
gets called. With the fitting methods of the robot object the
status information is gathered and send back to the core.
IV. E XPERIMENTS
Two plugins have been created. One for a Universal
Robots UR5 and one for the ABB IRB2400. The ABB Plugin
uses OPC UA to get status information and send commands
to the robot [8]. For this connection, the provided ABB OPC
UA server was used. To be able to move the robot, a RAPID
[1] program had to be written that takes the data provided by
the OPC UA connection and executes the commands on the
robot controller. For the UR5 Plugin, three TCP IP socket
connections were used. One is used to send URScript [13]
commands to the robot. In order to send commands such
as move commands and set digital output commands. The
other one is used to send control commands to the robot,
for example a stop signal. The third one is used to get
information from the robot such as its current TCP position.
In Fig. 2 the connections between the core, the plugins and
the robots are shown.

VI. SUMMARY AND OUTLOOK

Being able to control robots from different manufactures
using the same set of commands leads to improved flexibility when implementing tasks with industrial robots. Using
CRCL brings the advantage of an open and clearly defined
interface for the plugin framework. By using OPC UA to
connect to the plugins, the possibilities on how to use the
plugins are further increased. OPC UA is becoming more
and more widespread. More and more manufacturers are
offering OPC UA interfaces directly in the robot controller.
This development will make it possible to also rely on OPC
UA for the connection to the robot controller. This will
make creating new plugins more uniform and will possibly
standardize the creation of new plugins.
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Monocular vision based 3D pose estimation for enhanced cyclist safety
Nikolina Crnogorac1 , Alexander Sing1 , Csaba Beleznai1 , Markus Vincze2

Fig. 1. Illustration depicting the monocular estimation of 3D pose from
the viewpoint of a mobile observer.
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Abstract— Recent developments in Deep Learning demonstrate that accurately regressing 3D pose parameters from a
monocular view is a feasible task. An estimated pose of specific
objects with known dimensions from a mobile observer’s
viewpoint reveals relevant spatial relationship, contributing to
an understanding of the surrounding environment. Therefore,
monocular 3D pose estimation is an important enabler in safetyrelated task domains such as perception for autonomous driving
and automated traffic monitoring. In this paper we present
conceptual considerations, a baseline methodology, and results
towards monocular vision based 3D pose estimation involving the safe interaction between cyclists and other vehicles.
Furthermore, we propose an enhancement of cyclist detection
via learning pose-annotated appearances from a dataset, where
retro-reflective stripes mounted on the bicycle frame generate a
spatially-extended visible pattern. This pattern is introduced to
enhance detection recall and pose estimation accuracy under
adverse visibility conditions such as low-light, fog and heavy
rain.

I. INTRODUCTION

Our proposed research endeavour relates to automated
visual environment perception in complex and dynamic environments. Recent advances in image-based representation
learning via Deep Learning are opening new perspectives
towards reliably detecting, classifying and tracking multiple
interacting objects under a wide range of observation conditions. The main potential in representation learning is given
not merely by its accuracy, but perhaps even more by its inherent representational flexibility. This flexibility implies that
multiple learning tasks (detection, tracking, segmentation)
and a varying representational granularity (object type, pose,
additional attributes) can be jointly formulated and directly
inferred from image data.
In this study we present considerations, a research methodology and results on detecting the 3D pose of cyclists and
other vehicles from a monocular camera view. In our setting,
both bicycles and vehicles are equipped with a monocular
camera setup and a mobile computing unit, in order to
generate pose-attributed detection and tracking results which
represent other nearby vehicles in a surrounding 3D spatial
context (see Figure 1). To enhance the detection and pose
estimation accuracy, we propose the generation of a large
mixed cyclist dataset, containing pose-annotated real and

*This work was carried out within the Bike2CAV project, which is
funded by the Austrian Ministry for Climate Action, Environment, Energy,
Innovation and Technology (BMK) under the program “Mobility of the
Future” and is managed by the Austrian Research Promotion Agency (FFG).
1 Center for Vision, Automation & Control, AIT - Austrian Institute of
Technology, Vienna, Austria, csaba.beleznai@ait.ac.at
2 Automation and Control Institute, Vienna University of Technology,
Vienna, Austria

synthetic images. This dataset shall also include images captured under adverse photometric conditions, where a specific
retro-reflective pattern on the bicycle frame shall generate a
visible structure encoding distance (via its dimensions) and
pose (via perspective foreshortening), even at poor visibility
conditions.
3D Object detection based on a single perspective image
(monocular image based detection) is considered to be a
challenge. The object 3D pose is often represented by three
spatial coordinates (x, y, z) and three orientations. In a streetlevel observation scenario, nevertheless, certain parameters
can be assumed to be known: objects exist on the road
surface (z = 0), and only the yaw orientation (determining
the direction of travel) is of relevance. However, even with a
reduced set of parameters and known object dimensions, the
object distance from the camera is a sensitive parameter to
be estimated. Especially, as this distance (depth) uncertainty
increases farther away from the camera. This monocular ambiguity can be lowered both by a diverse and accurately 3Dannotated dataset (via encoding precise spatial priors) and
by algorithmic means, choosing parametric representations
which can be more accurately regressed and mapped to a
3D world (birds-eye-view /BEV/) representation frame.
II. RELATED WORK

Monocular 3D pose estimation in street scenarios has
emerged recently [3] and it is a subject of intense research.
This surge of development partially stems from the emergence of pose-annotated datasets (initiated by the KITTI
Vision Benchmark [1]), partially is due to the wider use
of depth-sensing sensor modalities (stereo vision, LiDAR,
Radar) which can be used to derive pose-annotations in an
automated manner. The broad set of possible representation
strategies and methodologies are well reviewed in [2]. A
natural approach is the direct learning of the spatial transform
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Fig. 2.

Monocular pose estimation results without (left) and with a tracking step (right) shown for several test sequences.

which is low-cost, easy-to-deploy and exhibits a representational compatibility for learning. It means, that by enriching
the dataset with pose-annotated reflective cyclist instances,
the same learning framework can be used to create a poseaware cyclist detector, with an extended range of illumination
conditions. We also conceived an automated data acquisition
procedure, which performs pose annotation of retro-reflective
cyclist instances using a LiDAR sensor.
IV. RESULTS
Results are shown on our own and on the KITTI 3D [1]
dataset exhibiting a street-level perspective (Fig. 2). Obtained
detection results seem to capture the near-range context
(vehicle constellations in the metric BEV space), which is
relevant to estimate cyclist safety. However, with increasing
range, estimated metric distances decay in spatial accuracy
and temporal stability. Hence, an on-going research goal has
been set to enhance representational capabilities refining and
stabilizing spatial estimates.
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from image to BEV space and hence removing problems
associated with scale variation, such as in Pseudo-LIDAR [5]
and OF-Transform [4]. Another simple representational objective is the direct regression of all pose parameters such as
in Deep3DBox [3] and CenterNet [7].
Numerous open datasets have been proposed recently to
support 3D pose estimation via learning. Table I provides an
overview on the relevant datasets, especially highlighting the
number of cyclist annotation instances.
III. METHODOLOGY

Pose-aware object detection and tracking: Based on a
flexible convolutional encoder-decoder-type network [7], we
formulate the learning objectives as a simultaneous object
detection, pose parameter regression and appearance embedding task. The advantage in the simultaneous estimaton of
these tasks is the shared representational backbone, leading
to a representational homogeneity and run-time efficiency.
Using the KITTI 3D dataset [1], we estimate the parameters
of object location in the image, metric depth and the yaw
angle α of object orientation, encoded as (cosα, sinα).
These attributes are learned for six object classes representing cyclists, pedestrians and diverse road vehicles. Flip
augmentation is used to enrich the training dataset. Inspired
by recent advances in target re-identification [6], we also
incorporate a target association scheme exploiting an estimated low-dimensional appearance representation. Groundtruth tracking information from the training dataset is used
to optimize this term by penalizing ID switches.
Low-light cyclist dataset: a key on-going research aspect
is to explore simple ways, how to enhance cyclist detection
and pose estimation accuracy under low-light conditions. To
this end, we have devised a retro-reflective pattern design,
Dataset

3D based on

Cityscape3D (2020)
KITTI 3D (2012)
nuScenes (2019)
WaymoOpen (2019)
H3D (Honda) (2019)
CADC (2020)

Stereo Vision
LIDAR
LIDAR
LIDAR
LIDAR
LIDAR, Camera
LIDAR Stereo,
Semiautomatic, CamShift
LIDAR
LIDAR
Manual
LIDAR
LIDAR,
Camera
3D Camera, LIDAR,
Stereo, Semi-automatic

RADIATE (2020)
ApolloScape (2018, 2019)
Agroverse (2019)
A*3D (2019)
Lyft L5 (2019)
A2D2 (2020)
Astyx HiRes2019 (2019)

3D annotations
total / # of cyclist
30k / 3960
80k / 5400
1.4M / 7331
12.6M
1.1M / >10k
56k / 705
200k / 500
89k
993k / 200
230k / <100
1.3M

Additional
Information
Tracking information
Tracking information
Tracking information
Winter conditions
RADAR data (low spatial res.),
diverse conditions, tracking information
Tracking information
Challenging conditions

12k / ≈700
5k

500 Synced Frames (Vis, Lidar, Radar),
Custom RADAR

TABLE I
E XISTING 3D OPEN DATA - SETS FOR CYCLIST DETECTION

V. SUMMARY AND OUTLOOK
In this paper we present results for pose-aware cyclist
and vehicle detection and tracking, enabling an automated
assessment of the local traffic context, and enhancing cyclist
safety. Furthermore, we propose a low-light retro-reflectiveenhanced cyclist dataset, which shall enhance pose-aware
detectability under adverse lighting conditions.
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Machine learning guided geometric analysis and pose estimation
Philipp Ausserlechner1 , Csaba Beleznai1 , Markus Vincze2

Fig. 1.
Synthetic training data with corresponding surface normals
representation

similar corner-based representational approach for 3D pose
estimation.
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Abstract— Recent trends in computer vision increasingly
allow for an enhanced spatial perception of a given environment
and its objects. Learning appearance-based representations
from RGB images is subject of intense research, however, the
topic of interpreting depth data in terms of learned models
still encompasses many open research questions. In this study
we introduce an encoder-decoder-type learning scheme for pose
estimation from a depth image and its corresponding surface
normals. Our targeted objects are multiple instances of cuboid
primitives of unknown size. In our experiments we employ
monocular depth estimation for generating depth and normal
data. The novelty of our approach is given by the proposed
geometry-aware detection scheme, which can be trained solely
from synthetic images and can estimate parametric (oriented)
object parts. Results demonstrate accurate spatial localization
of generic cuboid models in real scenarios. We also demonstrate
that the proposed generic scheme can be easily re-configured
for other geometry types. We show results for pallets of known
size, where edges between a set of co-planar points represent
our estimated structural model.

I. INTRODUCTION

Object detection and pose estimation are well-known tasks
in Computer Vision, substantially contributing to model a
perceived environment in terms of a set of pre-defined
entities. Robotics and autonomous driving are example task
domains, where such representational traits are needed. In recent years, appearance-based scene interpretation has demonstrated a significant progress, where appearance variations
within targeted classes are often learned in an exhaustive
manner. However, learning schemes focusing on the scene
geometry and spatial relations therein still hold many open
research perspectives.
Most importantly, instead of learning all possible object appearances, learning geometric representations discards
photometric and appearance variations and it captures a
simpler innate object property This reduced representational
space implies less data needed for learning. Furthermore, a
rich set of shapes can be defined as parametric structures,
implying opportunities to formulate learning as a direct
regression task.
In this study we present a simple and generic learning
scheme to learn local geometric relationships (3d corners and
their surrounding oriented edge structure), which are used
to generate part hypotheses and to recover various object
configurations in a given scene. Pitteri and Lepetit [1] take a

*This work was carried out in the HOPPER project, supported by the
“ICT of the Future” programme of the Austrian Research Promotion Agency
(FFG)
1 Center for Vision, Automation & Control, AIT - Austrian Institute of
Technology, Vienna, Austria, csaba.beleznai@ait.ac.at
2 Automation and Control Institute, Vienna University of Technology,
Vienna, Austria

II. M ETHODOLOGY

Data: To develop our learning scheme, we synthetically
generate an image set of widely varying cuboid shapes, configurations, corresponding pose annotations, and viewpoint
variations, using Blender and scripted randomized processes.
From a rendered image we compute a monocular depth
estimate using a recent technique [2]. Within a locality, the
estimated depth (and computed normals) accurately represent
local shape variations; a property which matches our sought
goal of learning local representations. A monocular depth
estimate, or alternatively, computed stereo depth from a
rendered rectified image pair, can generate depth data which
contains imperfections (noise, estimation errors). Learning
on such data is important to narrow the data quality gap
between the synthetic and real data domains.
Method: The computed surface normals and corresponding annotations represent the input of our learning scheme
(see Fig. 1). Given these inputs, an encoder-decoder-type
framework [3] is used to regress key-point locations and
key-point attributes (see Fig. 2). We represent the individual
cuboid corners as key-points and encode neighboring corner
location vectors as attributes. The input images of computed
normals yield strong hints for these variables to be estimated,
as 3d corners are at locations where three planes meet,
whereas edges are defined at plane pair intersections. Inferred
locations are validated in a final voting step.
We represent cuboid corners by image locations (x, y) and

Fig. 2.

Illustration of the proposed pipeline
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by three corresponding edge attributes. Each edge vector is
defined by (sin θ , cos θ , |e|), where |e| represents the length
of the edge in the 2D image. θ denotes the edge orientation
w.r.t. the vertical direction. Edge vector indices are sorted
according to increasing orientation angles. This sorting step
is necessary to unambiguously compare and score possibly
matching edge structures during training (Fig. 3).

Fig. 3. Illustration of the cuboid corner representation. Green-, red-, bluecolored edges represent edge orientations with increasing θ values

Fig. 5.

Qualitative results for the proposed bottom-up cuboid detector

Dr
af t

We train the model with a composite loss consisting of
three terms. The main part is a focal loss Lk term, which
ensures that the corners are positioned right. Additionally,
we use an angular loss La , which is simply a regularized
L1 norm of the sin θ and cos θ terms. We also introduce a
length-loss term Ll , in form of a regularized L1 norm of the
edge length difference. The overall loss term is the following:
L = αLk + β La + γLl

(1)

We set α = 1.0, β = 0.8, and γ = 0.6 to balance the individual
learn objectives.
In a post-processing step, based on image-based structural
collinearity, we hypothesize possible linked corner pairs.
Such an association generates 6 image points, which are used
in a camera resectioning step to estimate object centers in
the 3D space. Based on center hypotheses shared by multiple
corner-pairs, we are able to re-project the generating cuboid
structure (see Fig.4).

the right, the final back-projected cuboid hypotheses are
displayed. In Fig. 6 we present structure estimation for a
palette object. Its structure is represented by a co-planar keypoint sequence connected by edges. The right-side insets
show center and key-points estimates, respectively. Both

Fig. 6. Qualitative results for the proposed top-down detector for a palette

experiments provide promising first results indicating that
the synthetically learned model is able to capture the specific
geometric structure of targeted objects and infer it also within
the real-image domain.
Fig. 4. Illustration of the center-voting-based cuboid construction algorithm

III. R ESULTS
We show qualitative pose estimation results for (i) generic
cuboid objects and (ii) palettes of known dimensions modelled as co-planar key-point sets. In both learning experiments only synthetic training data were used. Testing, however, was carried out on real image sequences. The test
sequences cover similar viewpoint and object size distributions as in the training data. During testing, we again
compute monocular depth and normal information from an
RGB image and perform inference using our learned corner
and palette key-point structural models.
In Fig. 5 left, the raw structural output (corner points
and orientation-ordered edge segments) is shown. On the

IV. C ONCLUSION AND OUTLOOK
We present a geometry-aware pose estimation scheme
learned from synthetic data. Pose estimation is formulated
as a bottom-up proposal step, where learning generates
expressive structural units, which are validated via structural
priors. Combining these research results with other depth
sensing modalities seems to be highly promising.
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A Web-based Simulation and Programming Environment of Industrial
Robots for Education
Timon Hoebert1 , Clemens Koza1 , Sarah Breit1 , Wilfried Lepuschitz1 and Munir Merdan1
Abstract— Due to the demand for qualified technical personnel combined with the commonly limited budget in education,
there is a need for easy-to-use and low-cost or even free
tools for programming and simulating robots that can be
used for educational purposes. In this work, we introduce a
web-based framework to program industrial robots graphically
and to verify the generated program code in a 3D simulation
environment before executing it on physical robot hardware.

I. INTRODUCTION
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Robots are increasingly used in the industry and the number of industrial robots is rapidly rising. However, current
industrial robot solutions are difficult to program and require
specialized expertise [1]. The education of professionals in
the field of industrial robots has become a key factor. Nevertheless, industrial robots, as well as corresponding proprietary simulation software, are costly to acquire. Open source
solutions for this purpose are not designed for educational
purposes and therefore often complicated. The same applies
to the corresponding programming languages for industrial
robots, which are not only time-consuming to learn but
also not standardized. Conversely, graphical programming
languages are an ideal option for a first programming experience, since they enable programming without syntax errors.
Consequently, combined with the commonly limited budget
in education, there is a need for easy-to-use and low-cost
or even free tools for programming and simulating robots
that can be used for educational purposes and integrated into
classrooms as well as corresponding curricula. Therefore,
we introduce a web-based framework to program industrial
robots graphically and/or textually and to simulate them
in 3D. On the one hand, creating and testing different
production-like scenarios in this software thus becomes easy
and fast without the need for a real industrial robot. On the
other hand, programs are also executable on real industrial
robots.
In Section II, we detail the state of the art. Sections III and
IV describe the architecture and implementation respectively.
Finally, Section V concludes the paper with a summary.

and RoboDK4 . Also open source solutions exist as for
example V-REP5 , Gazebo6 and Webots7 , which are mainly
used for research purposes and education in academia.
Almost all large industrial robots are commonly programmed using proprietary text-based programming languages, e.g. ABB robots with RAPID or KUKA robots with
KRL, which have been developed for engineers. Writing
the programs is time-consuming and often requires prior
knowledge in programming as well as intense training.
In recent years, several graphical programming tools have
been developed to support beginners in robot programming.
LEGO Mindstorms8 , Scratch [2], and Blockly9 offer the best
usability in this regard. While LEGO Mindstorms is limited
to running on LEGO robots, Blockly provides a simple codegeneration interface without a full runtime, as Scratch does.
Several recent works were focused to show the applicability
of block-based programming languages also for the programming of industrial robots [5], [4], but either without
simulation capabilities or limited to a specific robot vendor.
In this work, we present a hardware-agnostic approach that
can be used with various types of robots by different vendors.

II. STATE OF THE ART
Commercial solutions for industrial robot simulation are
for example RobotStudio1 , KUKA SimPro2 , Robotics Suite3 ,
*The authors acknowledge the financial support from the “netidee”
program of the Internet Foundation Austria under contract no. 4647.
1 All authors are with the Practical Robotics Institute Austria, Wexstrasse
19-23, Vienna, Austria. Contact: hoebert@pria.at
1 RobotStudio, available at abb.com/products/robotics
2 KUKA SimPro, available at www.kuka.com
3 Robotics Suite, available at www.staubli.com

III. ARCHITECTURE

WEB-IDE
Blockly-Programming
Code-Generation
Iframe Messaging
3D-SIMULATION

GraphQL

The proposed software system is decomposed into multiple separate components as depicted in Figure 1.
BACKEND-SERVER
Project-Sharing

CRCL-JS Websocket
WEBSOCKET-TCP-GATEWAY

Inverse Kinematics
Physics Simulation
WebGL-Rendering

Fig. 1.

The architecture of the proposed framework with its components.

The main component is the web-based Integrated Development Environment (IDE), implemented as an adaptation
of the Hedgehog IDE10 . After combining multiple visual
4 RoboDK,

available at robodk.com
available at www.coppeliarobotics.com/
6 ROS and Gazeboo, available at www.openrobotics.org/
7 Webots , available at cyberbotics.com
8 LEGO Mindstorms, available at www.lego.com/mindstorms
9 Blockly, available at developers.google.com/blockly
10 Hedgehog IDE, available at ide.pria.at
5 V-REP,

83

Rotation Function Blocks. Motion blocks are intended to
allow elementary movements of shortest paths or along with
lines/circles for absolute coordinates including rotation, and
tool displacements relative to the current tool center point
(TCP). Tool blocks allow the interaction with one or more
different tools such as parallel or vacuum grippers. Since
the different movements are strongly based on vectors and
vector operations, a separate data type block for vectors and
rotations is implemented for this. All blocks are defined with
intuitive usability in mind, for example, to easily enable
complex 4x4 homogeneous matrix multiplications by just
combining two rotations without the need for advanced
algebraic understanding.
Babylon.js12 is used as an in-browser rendering engine
based on WebGL. It is connected to the Ammo.js13 engine for physically correct physics simulation and collision
detection. The Inverse Kinematics are implemented using
IKFast14 , which generates the C++ code for the Inverse Kinematics Computation for a given robot skeleton geometry. By
using Emscripten15 , which is a WebAssembly compiler, the
generated C++ code and its math dependencies are ported to
WebAssembly for browser usage.
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function blocks into a program, the final execution code is
generated using the source code defined for each function
block. This execution code is then used either for execution
in the robot simulation or on the physical equipment.
Even though the IDE is a standalone application, a
backend-server can be used to transfer projects between
IDEs. For example in a workshop, before executing a program on actual robots, the program is transmitted by the
workshop participant to the workshop host, e.g. the teacher,
which is the only one able to execute the program on the
actual robot hardware after verification.
The robot simulation is separated from the IDE into
another component for composability and interfaces with
the users’ programs via APIs provided by the IDE. The
simulation uses Forward/Inverse Kinematics for the computation of the tool center point/axis angles of the simulated
robot. Additionally, it simulates and displays the robot and
its environment using a web-based physics engine as well as
a rendering engine.
The physical robot hardware is connected by a web socket
via a gateway that forwards the robot commands to the
actual robots. For this purpose, the Canonical Robot Control
Language (CRCL) [3] is derived using a JSON-based syntax.
These CRCL-commands are interpreted by the PLC software
of the robot and executed.
IV. IMPLEMENTATION

Since the browser limits the programming language to
Javascript, the majority of the software stack is implemented
with Javascript, including the backend server which uses
server-side Javascript (Node.JS11 ).
The graphical programming user interface is implemented
using Blockly, which provides an extensible visual code
editor to implement programming concepts of loops, variables, logical expressions, etc., simply by drag-and-drop
of so-called function blocks. This interface is shown in
Figure 2. For our purposes, we implemented additional
industrial robotics blocks that allow for example the handling
of variables, loops, etc.

Fig. 2.
The user interface of the visual programming and simulation
framework.

Essentially, we identified 3 main groups of function
blocks: Motion Blocks, Tool Blocks, as well as Vector and
11 Node.js,

available at nodejs.org

V. CONCLUSION

In this paper, we presented a framework with the aim
to make industrial robot programming more accessible. The
framework is accessible and usable by users with little or no
programming knowledge. It enables the programming and
simulation of different industrial robots in a browser without
the need for any installation. The graphical programming
enables easily connecting abstract programming concepts visually with immediate effects in the three-dimensional space.
Nevertheless, future research should evaluate the proposed
framework in terms of usability and effectiveness.
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[5] M. Winterer, C. Salomon, J. Köberle, R. Ramler, and M. Schittengruber, “An expert review on the applicability of blockly for industrial
robot programming,” in 2020 25th IEEE International Conference on
Emerging Technologies and Factory Automation (ETFA), vol. 1, 2020,
pp. 1231–1234.
12 Babylon.js,

available at www.babylonjs.com
available at github.com/kripken/ammo.js
14 OpenRave IKFast, available at openrave.org/docs/0.8.2/
openravepy/ikfast
15 Emscripten, available at emscripten.org
13 Ammo.js,

84

Semantic and structural analysis of road-side guardrails from color and
stereo depth data*
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Abstract— Recent developments in Machine Learning and
visual perception open up new ways to characterize roadside
infrastructure and their environment in a fully automated
manner. Such a characterization is also important for assessing
the type and condition of crash-mitigating guardrails, as this
information is often missing or not up-to-date. In this paper
we present a system concept for high-speed automated survey
under a wide range of illumination conditions. Furthermore, we
describe how this endeavour can be accomplished via combining
semantic and structural analysis from depth and RGB data,
with focus on the semantic segmentation. We present results and
discuss their future extension towards large-scale automated
guardrail analysis.

I. INTRODUCTION

Guardrails are a specific type of vehicle restraint systems,
encompassing a safety-critical part of the roadside environment. Recent developments in real-time depth sensing
and image-based classification increasingly allow for realtime data capture and analysis of such linear structures.
The main goal of an automated survey is to capture local
roadside and guardrail characteristics. Within the context of
a roadside safety management process, such geo-referenced
measurements can contribute to monitor and regulate road
safety standards at a large geographic scale.
In this paper we propose a mobile vision-based analysis
framework for determining the type of roadside guardrail
structures, relying on semantic- and shape-based analysis
steps. The key variable to determine is the exact guardrail
type, as this information is often not digitally documented,
outdated or missing. We seek to learn and perform pixelwiseclassification to semantically delineate the guardrail structure
and its components (wave structure, bolts, posts) in color
images. This image-based analysis step is complemented by
high-resolution dense stereo matching, which yields depth
relationships in a metric space (Fig 1). Given geometric part
definitions from a guardrail-type catalog, we intend to parse
vision-based observations to type-ID’s of such structures.In
this paper we present the initial steps of a synthetic data
generation with fine-granular part annotations, and their use
towards learning a segmentation model.

*This work was carried out within the AENEAS project, which is
funded by the Austrian Ministry for Climate Action, Environment, Energy,
Innovation and Technology (BMK) under the program “Eurostars-2/Road
Transport Technology” and is managed by the Austrian Research Promotion
Agency (FFG).
1 Center for Vision, Automation & Control, AIT - Austrian Institute of
Technology, Vienna, Austria, csaba.beleznai@ait.ac.at
2 Center for Low-Emission Transport, Transportation Infrastructure Technologies, AIT - Austrian Institute of Technology, Vienna, Austria

Fig. 1. Analysis concept: a test vehicle captures RGB and depth images
of the roadside environment, which are analyzed in terms of semantic parts
and spatial dimensions.

II. RELATED WORK

To our best knowledge, automated image-based recognition of roadside barriers is a domain which is still little explored. A prototype for automated segmentation and
classification of roadside infrastructure is proposed by [2].
A recent survey on roadside video data analysis via Deep
Learning [4] reveals that current learning techniques still
do not find a use in safety barrier structure recognition and
assessment tasks. The Mapillary Vistas dataset [3] contains
annotated object-level instances for guardrail structures and
for other roadside infrastructure elements. However, no specific guardrail recognition methodology has been presented
based on the dataset yet.
III. SYNTHETIC DATA GENERATION
An automated survey process is associated with several
challenges. The restraint system’s large spatial extent and
the spatially- and time-varying complexity of observation
conditions require fast, robust (in terms of missing or corrupted data) and complementing sensory modalities. Safety
barriers of different types often exhibit only small structural
differences. To perform an accurate identification of their
exact type, representations of great discriminative power are
needed.
An accurate semantic segmentation model requires a diverse and large set of annotated data. Guardrails possess a
simple geometry (extruded wave) and their metallic surface
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Fig. 2. Photo-realistic images generated from the pipeline (top) and an
example illustration of the associated ground truth images (bottom).
Fig. 3. Guardrail image (left) and its corresponding depth representation
as a point cloud (right).

Fig. 4. Guardrail images recorded at 60 km/h (left) and corresponding
segmentation results (right).
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(along with different corrosion states) exhibits well-defined
appearance variations. These characteristics motivate us to
generate a vast set of diverse guardrail structure images
in a modeling and rendering software (Fig. 2). To this
end, we created a Python-scripted toolbox in Blender [1],
which brings together various procedural and randomized
elements of a modeling, shading and rendering pipeline. In
the following we briefly describe the individual generator
components:
Guardrail structure: for guardrails we define following
six semantic classes: {Wave (concave part), Wave (convex
part), Post, Ground Plate, Bolts, Ground Screws}. Separating
the convex and concave parts into different classes has a
double objective: during inference it can help to determine
the number of wave structures, moreover the segmentation
can guide a spatial measurement process from the depth
data towards true metric dimensions. We created a set of
key structural units (single and double rail, posts, underride
protection), which can be easily used to generate an infinitely
diversified (placement, scaling, bending) set of geometries.
We employ a diverse set of publicly available metallic
textures and procedural generation of weathering effects to
reach a realistic appearance. We employ a large set of HDR
(High Dynamic Range) images to introduce lighting and
background variations.
Viewpoints: randomized camera views are generated
within predefined angular (elevation, azimuth) and distance
ranges, with respect to the viewed structure. These variations correspond to real observations originating from ongoing large-scale real data collection campaigns (Fig 3).
Using the above described settings, we generated 30000 images containing varying guardrail structures on 150 diverse,
randomly-oriented spherical backgrounds.

computed depth from the stereo pair (Fig 3), we aim at
solving two tasks: (i) accurate foreground-background (FGBG) segmentation, and (ii) measuring part dimensions in a
metric space. As roadside guardrail structure and type do not
spatially vary in an abrupt manner, we intend to integrate
single-frame observations into a Particle Filter (PF) tracking
framework and thus derive less-ambiguous structural and
type-ID estimates. The PF state space is spanned by a
guardrail structural codebook and spatial (location, shape)
attributes. In a measurement step we fit Hermite spline curves
to represent an FG-BG estimate, given the semantic segmentation and depth measurements. Via temporal propagation of
estimated guardrail attributes, we foresee a robust estimation
of the sought guardrail type ID.
V. SUMMARY AND OUTLOOK
In this paper, we present data generation steps to learn
structure-descriptive models of roadside guardrail structures.
Experiments on a high-resolution real-time semantic segmentation model show that the synthetically-trained model well
generalizes for real scenarios. Combination of semantic and
depth cues is performed in a Particle Filter framework.

IV. LEARNING METHODOLOGY AND RESULTS
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We use the generated data (RGB images and corresponding label images, both of 1920×1080px) to train
an ICNet [5] semantic segmentation model. During a real
survey trip around Vienna a real test set was collected,
consisting of about 216k captured stereo image frames at 5060km/h. The left images of the stereo image pairs (resolution
1920×1080px) were processed by our real-time segmentation scheme. Figure 4) shows two segmentation results.
As it can be seen, the model (trained purely on synthetic
images) well generalizes towards real images, and correctly
segments the relevant structures (concave, convex parts of the
beam, posts). By using segmentation and the simultaneously
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Evaluation of educational robotics activities with online simulations
Georg Jäggle1 , Richard Balogh2 , Clemens Koza3 , Wilfried Lepuschitz3 , Markus Vincze1

II. T HE C4STEM F RAMEWORK
The C4STEM framework includes an activity plan template with activity blocks and an evaluation package [5]. It
is a tool for planning ERAs with a standardized structure to
compare different workshop designs. The framework is based
on a theoretical background with a constructionism approach,
a teaching strategy with a problem-based learning approach
and a standardized structure with the AVIVA Model [9]. The
didactic design with pedagogical interventions is based on
different factors. The factors for these ERAs are positive
identification with role-models, hands-on activities and increasing the self-efficacy. The intervention of the first factor
is to establish a good relationship between tutors and students
that will foster learning and will give pupils a feeling of
success. They give them the imagination that success in
STEM is part of their interest and not of their natural skills.
The second factor fosters the motivation by students through
learning with experience and “trial and error”. The last factor
is to increase the students’ self-efficacy through practical
tasks like solving real-life problems [6]. That means that
self-efficacy increases in the case of problem-solving and
positive feedback to the students’ performance. The tutors
are role-models and have a positive relationship through
sharing their STEM achievements with their students. Regarding the quantitative data are collected with questionnaires before and after the ERAs. PRE-Questionnaire before
the workshops evaluate the meta-data like gender mix, age
and migration background. The attitude and experience are
measured with five indicators such as the knowledge about
robots and programming, the interest in STEM and robotics
and the robotics-self-efficacy [4]. POST-Questionnaire after
the workshop evaluate the interest in STEM and robotics,
the robotics-self-efficacy, interest in a STEM career and
feedback from students as stars.
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Abstract— The interest in robotics has increased in the last
few years. Unfortunately, at the same time, the number of
graduates in the STEM (Sciene, technology, engineering and
mathematics) fields has decreased. The labour market and also
research require more engineers, e.g. for developing solutions
with robots in the future. Apart from their application in
industry and many other domains, robots are a valuable tool to
encourage and increase students’ interest in STEM. Therefore,
educational robotics workshops are carried out in universities
or schools to increase student’s interest in STEM. However, the
COVID-19 pandemic stopped the option of physical interactions
in such workshops with students. As a consequence, educational
robotics activities are offered online using simulations. This
paper compares different virtual educational robotics workshops using a standardized evaluation package and evaluates
one educational robotics simulation with a usability survey. 227
participants responded in the study.

I. INTRODUCTION

The interest in robotics has greatly increased with the
advances in modern technology and in this context also
educational robotics courses become more widespread [2].
Educational robotics increases the students’ interest in STEM
subjects and influences their career choices [3]. However,
this is not solely the effect of educational robotics but a
combination of a standardized structure [7] of a didactic
design with hands-on activities, tasks to increase the selfefficacy and tutors as role-models. Assessing educational
robotics activities (ERAs) is definitely required for measuring their effects as otherwise carrying out such ERAs
could be regarded just as trend. The assessment should be
based on a system of indicators and standardized evaluation
methodology for clearly measured and defined benefits [1].
A standardized methodology is provided by the C4STEM
framework with an evaluation [5]. C4STEM allows to prove
the benefits of robotic activities in various age groups, in
order to develop ERAs for all school types and to identify
best practice examples for teachers and other stakeholders. It
measures the difference of interest in STEM before and after
the workshops, the impact of the relationship between tutors
and pupils, the self-efficacy, and the interest in a career in a
STEM field in the future.

*The authors acknowledge the financial support from EU Interreg V-A
SK-AT project RoboCoop under grant agreement number V212.
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and Control Institute, Vienna University of
Technology, Vienna, Austria jaeggle@acin.tuwien.ac.at,
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Institute
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III. E DUCATIONAL ROBOTICS SIMULATIONS
One set of online workshops was carried out using Thymio
Simulation. It is a learning environment involving an educational robot denoted as Thymio offering different programming languages on different maps (playgrounds). The coding
languages are the visual programming languages Scratch and
Blocky as well as the textual programming language Aseba.
Educational robotics online workshop takes place in a virtual
space using a free version free for downloading1 .
The other set of workshops was carried out using the
Hedgehog IDE. This is an in-browser programming environment that lets children and teenagers control a simulated

Austria
1 https://www.thymio.org/thymio-simulator/
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robot in a virtual environment. It is also meant to eventually
succeed in the development environment of the Hedgehog
robotics controller [8], but development has focused on the
virtual use case since the start of the pandemic. The Hedgehog IDE supports programming a virtual robot with actuators
and sensors using visual programming, and even multiple
robots using JavaScript. Educators can author their own
exercises by creating environments and evaluation scripts and
share them with their students2 .
IV. S TUDY AND C OMPARISON
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This section shows the usability test of the educational
robotics environment Hedgehoge IDE with 103 university
students from the Slovak University of Technology as well
as a comparison of the results of two educational robotics
online workshop activities with 124 students from Austrian
schools.
The results of the usability test show that the platform
is a good entry point for 95,1%. For 92,2% it can engage
young students in the robotic field, for 65% it has a good
manual and for 87,2% it helps young students to program
a robot. Regarding the available exercises, 40,2% have the
opinion that they are fitting concerning difficulty and it is
thus not necessary to develop easier exercises. Finally, 93,1%
recommend to use the Hedgehog IDE for teaching activities.
TABLE I
C OMPARISON OF TWO EDUCATIONAL ROBOTICS ACTIVITIES

Age group
Items
Interest in STEM
Robotics-Self-Efficacy
Role-model
Hands-on
Stars

Thymio [A]
15 to 18
PRE
POST
15.04
15.79
31.36
31.71
10.10
10.19
3.83

Hedgehog [B]
10 to 15
PRE
POST
10.05
10.23
28.54
25.13
8.06
6.30
4.43

Concerning the ERAs in the Austrian schools, the goals
were to increase the students’ interest in STEM and their
self-efficacy. The comparison of the evaluation results of
the two different ERAs are shown in Table I. In regard to
the Thymio simulation, the results of the evaluation show
that the students (N=58, 55% Girls, 45% Boys) started with
higher score by interest in STEM and robotics self-efficacy
than the students (N=66, 30% Girls, 70% Boys) using the
Hedgehog IDE. Moreover, the tutors of group A motivated
the students more for a STEM career than those in group B.
On the contrary, the students from group B responded with
more stars than group A, meaning that the activity with the
Hedgehog IDE resulted in generally more satisfied students.
V. S UMMARY AND O UTLOOK
This paper presented two educational robotics simulations
and assessed one with a usability test and compared educational robotics workshops with both simulations. The results
give information about the impact in the interest in STEM,
2 https://ide.pria.at/

the motivational role of the tutors, the performed tasks and
the self-efficacy. The results are different and show that the
participants from the group using the Thymio simulation
have a higher score in interest in STEM and self-efficacy
after the activity than before the activity. They like the
hands-on activities and regard the tutors more as role-models
than the group using the Hedgehog IDE. The usability test
for the Hedgehog IDE shows the perception from technical
university students and the result was that the Hedgehog
IDE is regarded as useful tool. This was confirmed by the
school students that responded with an average of 4,43 stars
regarding their satisfaction when using this tool.
Comparing the evaluation results with previously carried
out physical ERAs shows that online robotics workshops
are generally applicable. However, a workshop design with
exercises to solve real-life problems and positive feedback
from tutors are necessary for a successful online ERA.
As open question remains why the ERAs with the Hedgehog IDE did not increase the interest in STEM and the
self-efficacy? That could come from the younger age of the
school students and maybe unsuitable tasks. One way is to
analyze the qualitative data and activity plan. Another point
is to look at previous activity plans (of physical workshops),
which worked for that age group. We intend a further study
that will evaluate other activity plans of ERAs using the same
educational robotics simulations.
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Drive Model Estimation Using Visual Odometry for the Autonomization
of Remote Controlled Vehicles
Benjamin Paar1,2 , Marco Wallner2 , and Matthias Schörghuber2
Abstract— Autonomous technologies have improved rapidly
over the past decade but are not yet fully integrated into
the economy. The design of most existing machines focuses
mainly on remote control by human operators. In this paper,
we propose a method to parametrize a model that converts the
metric velocity commands of a generic path planning algorithm
to robot-specific CAN commands. We use visual odometry to
estimate the parameters of linear and cubic drive models. Our
evaluation suggests using the cubic model for differential-drivebased vehicles. The outcome serves as a basis for a drive-by-wire
upgrade kit for autonomous driving.
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I. INTRODUCTION

III. MATERIALS AND METHOD
Our target machine is a tracked wheel vehicle that offers
a drive-by-wire interface via CAN, taking a velocity and
a steering command to move. The vehicle’s actual speed
depends on the sent command v and the maximum speed
vmax . This is directly proportional to the engine speed, which
has not changed during the tests.
To measure the vehicle’s ego-motion, it is equipped with
three Intel RealSense T265 tracking cameras. We use the
odometry estimate of each camera and a visual SLAM
algorithm to estimate a reliable speed signal. To fuse these
sources, we transform them into the speed of a robot-fixed
element (referred to as baselink in this paper) in a common
reference system. From the mechanical setup of the vehicle
we get the transformations from the chosen baselink to
F (t )
s(t)
the camera Tbl(t) with the notation, that TFmn(t j) defines the
i
transformation from reference frame Fm at time ti to the
frame Fn at time t j . The transformation of the baselink of
the robot from timestamp t − 1 to t in the reference system
of the latest robot pose, i.e., its instantaneous velocity, can
be estimated using the transformation




bl(t)
s(t−1)
s(t−1) −1 s(t)
s(t) −1
Tbl(t−1) = Tbl(t−1) Ts(init)
Ts(init) Tbl(t)
(1)

Remote-controlled agricultural and construction-site machinery is optimized for in-sight operation with direct visual
feedback. This mode does not require a generalized motor
control interface. To enable further automation and raise
overall productivity, one operator should be able to monitor
multiple autonomous vehicles at once. To overcome the lack
of a unified controller interface, the model of the underlying
drive physics needs to be estimated to apply state-of-the-art
motion planning algorithms.
This work proposes a novel autonomous drive upgrade for
a construction machine, focusing on the interface between
the control unit of the already existing vehicle and the
navigation unit. To translate control commands from the
navigation unit to hardware-specific control commands, we
use visual odometry to parametrize a general drive model.
II. RELATED WORK
This paper aims to develop a general approach to upgrade machines that already offer a drive-by-wire interface.
Modeling approaches like in [1] or [5] estimate a model
that represents the behavior from the output command to
the robot’s movement. Their models build upon a more
direct interaction without a CAN interface. For our purpose,
we use a ROS [3] navigation controller and need a model
to translate the metric navigation commands to CAN [2]
signals. Rhoades et al. [4] presents a method that converts
ROS navigation commands into CAN signals by using a
rotary encoder to measure wheel odometry. In contrast, our
approach uses a drive model to convert velocity data of an
arbitrary planning algorithm into robot-specific commands.

and division by the passed time. These three velocities
are fused together using an extended Kalman filter. With
this data, we analyze and estimate the robot’s drive model
structure and parameters.
The CAN protocol for the translational and rotational
velocity is defined as model(vmax ) = 255, model(−vmax ) = 0,
and model(v = 0) = 128.

A. Linear Drive Model
Two points are required to satisfy the linear model. Therefore, the first two of the three given dependencies mentioned
above are used for the model. After solving the equation
system, the model is found as
255
255
v+
.
(2)
CAN =
2vmax
2
B. Cubic Drive Model
The cubic approach misses one dependency to be fully
determined. In addition to the three given points, we assume
an antisymmetric behavior of the model around v = 0 which
resolves into
255 − 2cvmax 3
255
1 B. Paar is with the University of Applied Sciences Wiener Neustadt
CAN =
v + cv +
.
(3)
benjamin.paar@fhwn.ac.at
2v3max
2
2 B. Paar, M. Wallner, and M. Schörghuber are with the AIT Austrian
Parameter c is the gradient of the function at v = 0 and was
Institute of Technology benjamin.paar.fl@ait.ac.at,
{marco.wallner,matthias.schoerghuber}@ait.ac.at estimated empirically.
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Fig. 1. CAN-values and fitted model results during parameter estimation
phase. The robot moves straight forward and backward. After re-positioning
the vehicle, it turns to the left. We tuned the parameter c of the cubic
approach and found the best model fit with clin = 75 for the linear and
crot = 80 for the rotational component.
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Fig. 2. Comparison of CAN-values with our linear and cubic model during
evaluation drive. During this drive, the robot moves forwards with half speed
at the beginning. At the same moment, it turns slightly left and from t > 20 s
in the opposite direction.

V. SUMMARY AND OUTLOOK

IV. EXPERIMENTS

To evaluate our models, we first record a test sequence to
parametrize our models. Secondly, we verify both models by
comparing them with an independent recording.
The figures 1 and 2 show the received CAN signal values
during the test and evaluation run. The rotation part is
encoded as 0 for left- and 255 for right-turning at maximum
speed. They also show a delay between the original and the
computed model values. This delay occurs due to several
reasons: First, the used velocities are derived numerically.
Second, the recorded CAN is sent directly to the system.
Furthermore, the execution itself is delayed due to the high
inertia of the vehicle and the latency of the visual odometry
algorithm. Third, to lower the noise in the velocity data, a
median filter is applied.
The independent evaluation drive is shown in Fig. 2. The
linear model overshoots the target value where the cubic
model better fits the target curve. The model deviation in
Fig. 2 at 15 s < t < 40 s during the full-speed sections are
caused by turns. The differential structure of the vehicle allows turns during full speed only by slowing down one side,
leading to the reduction of the linear movement component.

In this paper, we present a method to parametrize drive
models by using visual odometry. We implemented and
tested a linear and a cubic model. Our results show that a
cubic model is better suited as a drive model than a linear
model for a tracked wheel vehicle. This enables drive-bywire systems designed for human operators to be upgraded
for autonomous navigation.
Future work aims to increase the model’s accuracy and
generalize the approach for various drive architectures.
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Model-Based Identification of Mechanical Hazards in
Human-Robot-Collaboration
Thomas Haspl, Michael Rathmair and Michael Hofbaur
Abstract— Risk assessment is a necessity to estimate requirements for physical safety in industrial human-robot collaboration. The identification of mechanical hazards that are potentially harmful for humans is a crucial step in risk assessment.
However, if the identification of hazards is done manually, it
strongly depends on human expertise and experience. Thus, it
has a significant potential for uncertain findings. In this work
we show a formalized approach towards identifying mechanical
hazards in collaborative robotic applications. With a modelbased description of the robot’s operating environment and
the application workflow we propose a formalism that can be
applied to various robotic platforms.
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I. INTRODUCTION AND RELATED WORK
In classical robot cells, physical safety is achieved by
physical separation of robots and humans. E.g. a fence or
a light curtain ensures that a human can not reach the
robot’s operating space. In applications including humanrobot collaboration, other measures, such as force or speed
limitation, are required, as humans are now supposed to
get in physical contact with robots. These and more safety
measures are described as safeguarding in the ISO standard
10218-2:2011[4].
According to the EU Machinery Directive [1] a risk assessment must be done before a collaborative robot application
is put into operation. The process of risk assessment requires
the identification of mechanical hazards that are foreseeable
under the intended use of the robot system. In the following,
the severeness and probability of occurrence of these risks
need to be estimated [3]. As the identification of contact
situations and affected body regions is done manually, a risk
assessment may result in uncertainties and space for personal
interpretation.
A lot of work has been published with respect to risk
assessment in human-robot interactive applications[6][5]. In
[6] the authors give an overview of safety issues in humanrobot collaborations. This includes possible types of hazards,
a classification of contact situations and injuries and a
taxonomy of failures. The authors of [5] describe methods
for identifying and assessing hazards in industrial applications in general. Their focus is on Hazard and operability
studies (Hazop) and Hazard analysis (Hazan) which are two
techniques that can also be applied to robotic applications.

cluding human-robot collaboration in order to tackle uncertainties in hazard identification. A formal verification of the
modeled robot application and the operation environment
is the data basis of the methodology. The advantage of
formal verification compared to static testing or simulations
is that it covers the application as a whole. However, formal
verification can quickly lead to runtime complexity problems.
Therefore, the models of the operating environment and the
application workflow need to be a well balanced tradeoff
between verifiability and expressiveness in order to get
valuable verification results.
As most collisions in collaborative robotic applications occur
when a robot and a human task temporally overlap, in our
approach a probabilistic timing strategy is used in order to
open the space for hazardous potential.

II. PROPOSED CONCEPT
In this student paper we present a model-based methodology to determine mechanical hazards in applications inAll authors are with JOANNEUM RESEARCH Forschungsgesellschaft mbH – Institute for Robotics and Mechatronics,
9020
Klagenfurt
am
Wörthersee,
Austria
{first

name}.{surname}@joanneum.at

Fig. 1.

Hazard in a collaborative workflow

An example for a workflow including temporal overlaps is
illustrated in Figure 1. Typically, a human and a robot work
subsequently on shared resources such as workspaces or
workpieces. In Figure 1 a sequence of four tasks is visualized
on a vertical timeline. The green-colored transitions from
the first robot task TR1 to the first task of the human TH1
and from TH1 to the second robot task TR2 shall visualize
cases where the chronological order is satisfied. Thus, no
temporal overlap occurs in these transitions and they can
be considered collision-free. The red arrow shows the case
where the human task TH2 is initiated too early, so that it
would temporally overlap with robot task TR2 . Such a case
is likely to occur if a human operator is unobservant or not
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be met in the application workflow in order to be collisionfree.

Fig. 2.

Utilization of the proposed methodology within risk assessment

III. DISCUSSION AND NEXT STEPS
From the experience from previous projects we know
that formal verification with model checking has a lot of
benefits over static test or simulation scenarios as it covers
the application as a whole. However, it is significant to keep
in mind, that this method can be expensive in consumption of
computational resources. For this reason, we kept the initial
design of the proposed method at a very basic level for a
first future implementation.
The next planned steps are to do research on potential
structures and technologies for describing the robot’s operating environment and the application workflow. A crucial
criteria for that is that it is possible to transfer these input
descriptions into formalized models. A widely used tool for
probabilistic model checking is PRISM[2]. We also want
to do further research on the potential use of PRISM or
other alternatives for probabilistic model checking. Once a
decision for an appropriate tool chain has been made, we
want to acquire a suitable project to implement the presented
methodology.
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well enough trained for the given application. In the worst
case, such a mistake can lead to unintended and possibly
harmful contact situations with the robot.
In order to be able to estimate such scenarios, a probabilistic
timing model in the proposed methodology introduces variations in the timing behavior of the workflow. Thus, a human
action triggered unintentionally too late or too early can
result in a collision with the robot during its operation. As
even in collaborative robotic applications the robot tasks are
mostly deterministic in time, the probabilistic timing strategy
of our concept focuses on wrong timing in the execution
of human tasks. It is planned to collect expressive data for
common human errors in collaborative robotic applications.
Typical reasons for temporal misbehavior of human operators
might be impatience or lack of training for operating the
application. The goal is to determine distribution models for
error-prone timing behavior in specific situations in robotic
applications. These distribution models then are the basis
for generating probabilistic time frames for human behavior
for specific situations in collaborative robotic applications.
By modelling this temporal misbehavior the methodology is
able to detect possible collisions and allows statements about
their severeness.
According to ISO 12100:2010[3], the process of risk assessment includes the steps of determining the limits of
the robot system, hazard identification, risk estimation and
risk evaluation. The proposed method focuses on the part of
hazard identification which is the key step for the following
risk estimation and evaluation. The sequence of the steps in
risk assessment is illustrated in Figure 2.
Initially, the limits of the robot system need to be determined
which is done in the design phase. The relevant part in
this for our verification method is the definition of the
collaborative workspace and the application workflow as
formalized models. Input data that needs to be modeled
includes first, the robot’s operating environment, especially
the collaborative workspace including static objects. Second,
the application workflow consisting of tasks of participating
human and robot agents is needed.
The phase of identifying mechanical hazards is realized
by searching for temporal overlaps of robot and human
tasks. By the use of probabilistic model checking to the
modeled input a temporal uncertainty range can be added
to the actions specified in the application workflow. As
described previously, we plan to determine the sizes of these
uncertainty ranges by observing and modelling common
temporal misbehavior of human operators. Nevertheless, in
a first implementation of the method it is planned to use
an uncertainty range with a fixed size for all potential
contact situations. If a robot and a human task overlap within
this created timing range, the next step is to check if the
two regarding tasks also overlap spatially. This information
is obtained from the environment model. In this sense, it
is possible to model a temporal behavior that allows for
detecting potentially hazardous contact situations between
the robot and a human. At the same time, this approach
allows the identification of the timing behavior that needs to

R EFERENCES
[1] Federal Ministry for Digital and Economic Affairs, “Directive
2006/42/ec with regard to machinery for pesticide application,” 2009.
[2] M. F. Fels et al., “Prism: An introduction,” Energy and Buildings, vol. 9,
no. 1-2, pp. 5–18, 1986.
[3] International Organization for Standardization (ISO), ISO 12100:2010,
Safety of machinery — General principles for design — Risk assessment
and risk reduction, 2010.
[4] ISO, “Robots and robotic devices — safety requirements for industrial
robots - part 2: Robot systems and integration,” International Organization for Standardization, ISO 10218-2:2011, 2011.
[5] T. A. Kletz, HAZOP and HAZAN: identifying and assessing process
industry hazards. IChemE, 1999.
[6] M. Vasic and A. Billard, “Safety issues in human-robot interactions,”
in 2013 IEEE International Conference on Robotics and Automation.
IEEE, 2013, pp. 197–204.

92

