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ABSTRACT
The automatic detection of near duplicate video segments,
such as multiple takes of a scene or different news video clips
showing the same event, has received growing research in-
terest in recent years. However, there is no agreed way of
evaluating near duplicate detection algorithms. This makes
it very hard to compare the performance of different algo-
rithms, even if they are applied to the same data set. In
this paper we have implemented several evaluation measures
found in literature and we apply them to real algorithm out-
puts and a simulated result data set. We then calculate the
correlation between the results obtained with the different
measures in order to investigate whether they can be com-
pared or not. The results show that the correlation between
the measures is some cases quite low, and some measures
are especially sensitive to certain types of deviations from
the ground truth. However, a group of precision/recall type
measures and two others are clearly correlated, though with
moderate correlation coefficients. We also analyze the cor-
relation between these measures and the subjective human
judgment of the number of repeated segments in summary
videos.

Categories and Subject Descriptors
H.3.1 [Information Systems]: Information Storage and
Retrieval; I.5.3 [Computing Methodologies]: Pattern Re-
cognition—Similarity measures

General Terms
Experimentation, measurement, performance

Keywords
Scene clustering, copy detection, repeated content

1. INTRODUCTION
The automatic detection of near duplicate video segments,

such as multiple takes of a scene or different news video clips
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showing the same event, has received growing research inter-
est in recent years. The problem of near duplicate detection
differs from typical video copy detection problems (e.g. de-
tection of pirated copies of video content) as it does not aim
at detecting a (possibly severely distorted) copy of the same
content, but a piece of video with similar but not identical
content. For example, in news video, the same action may
be shot from a slightly different viewpoint. In different takes
of a scene of the actors might move differently, or the scene
may have a different timing. The problem of distortions is in
most applications less critical than for classical copy detec-
tion applications, but in both applications the detection of
partial matches is important. In many cases, near duplicate
detection also involves clustering matches so that a cluster
contains segments that are mutually near duplicates.

When looking into the literature on near duplicate video
detection it becomes apparent that there is no agreed way
of evaluating near duplicate detection algorithms. Some re-
searchers use different variants of precision/recall, others use
measures inspired by information theory and some bench-
marks use measures based on task dependent costs. This
makes it very hard to compare the performance of different
algorithms, even if they are applied to the same data set.
Some researchers attempt to compare results using for ex-
ample different types of precision/recall measures (e.g. [6]),
and it is not clear whether this is justified.

In this paper we have implemented several evaluation mea-
sures found in literature and we apply them to different
data sets. We then calculate the correlation between the
results obtained with the different measures in order to in-
vestigate whether they can be compared or not. In addition,
we analyze the correlation between these measures and the
subjective judgment of the number of repeated segments in
summary videos.

The rest of this paper is organized as follows. Section 2
reviews the different measures for evaluating near duplicate
detection found in literature. Section 3 describes the exper-
iments we perform to compare the measures, presents the
results and discusses them. Section 4 concludes the paper.

2. REVIEW OF MEASURES
In this section we review three variants of precision/recall

based measures, a measure based on normalized mutual in-
formation, two measures used in the MUSCLE VCD bench-
mark [8] and the one used in the TRECVID benchmark [15]
content-based copy detection task. The latter is the only
one of those that has to our knowledge not been applied to
near duplicate detection, but is included for comparison due



Table 1: Comparison of some properties of the dif-
ferent measures: supports frame precise measure-
ment (frame), supports evaluation of cluster struc-
ture of near duplicates (cluster), and does not re-
quire the same segmentation for ground truth and
result (segment).

frame cluster segment
PR-A x x
PR-S
PR-F x x x
NMI x
M-S
M-F x x
NDCR

to the popularity of the TRECVID benchmark. There are
further methods used for evaluating near duplicate detection
that require additional metadata (e.g. topic labels), such as
the measure for evaluating news story threading in [7]. Thus
they are not generally applicable and have not been consid-
ered in this paper.

In this paper we use the following notation. We define
the set SV = {s1, . . . , sN} of segments (shots, subshots)
of a video or video collection V . The aim of near dupli-
cate detection is to identify segments d that are near du-
plicates of other segments in SV , where depending on the
algorithm a duplicate segment di may have the same bound-
aries as an input segment si or not. In addition, many
algorithms will group duplicate segments into M clusters
Dj = {d1, . . . , dK}, so that the segments in Dj are near du-
plicates of all other segments in Dj , but not near duplicates
of any segment not in Dj . Such a cluster corresponds e.g.
to a scene or a news topic thread. We denote the set of all
such clusters as D = {D1, . . . , DM}. We denote the ground
truth clustering as D′, and similarly all other prime deco-
rated identifiers refer to the respective ground truth vari-
ables.

Throughout the paper the following abbreviations are used
for the different measures: precision/recall of aligned clus-
ters (PR-A), precision/recall on shot/segment basis (PR-
S), precision/recall on frame basis (PR-F), normalized mu-
tual information (NMI), Muscle VCD segment metric (M-
S), Muscle VCD frame metric (M-F) and TRECVID CBCD
normalized detection cost rate (NDCR). In the following we
discuss each of the measures in detail. Table 1 summarizes
some properties of the different measures.

2.1 Precision and Recall Based Measures

2.1.1 Aligned Clusters
This method has been proposed in [2] for evaluating de-

tection and clustering of repeated takes of a scene. The
number of takes correctly and falsely assigned to one scene
(including partial takes) is counted. The exact temporal ex-
tent of the identified takes as well as the alignment of partial
takes is not taken into account. The authors argue that this
would enormously increase the effort for creating the ground
truth and that the correct exact temporal extent is difficult
to define even for a human in many cases.

As the order of scenes in D and D′ is not known, the
first step is to align the scenes. This is done by assigning

each result scene D to that scene D′ of the ground truth
D′, for which the overlap between the takes of the clusters
is maximized:

matching scene(D,D′) = argmax
D′∈D′

M∑
i=1

M′∑
j=1

|di ∩ d′j | (1)

where |di ∩ d′j | calculates the temporal overlap between the
takes in frames. Additionally, a scene from the result set
D may only be assigned to at most one ground truth scene
D′ and vice versa. After this step there can be unassigned
scenes, i.e. matching scene returns an empty set.

Once the clusters have been assigned, the number of tem-
porally overlapping takes is counted, i.e. we determine

noverlap =
∑
D∈D

|D ∩matching scene(D,D′)| (2)

If a take of the ground truth overlaps with more than
one take of the same result cluster, only a single overlap is
counted. The takes of an unassigned scene D are counted
as false positives, the takes of an unassigned scene D′ are
counted as false negatives. From the sum of correct overlaps
of all clusters, precision and recall are calculated as

precision =
noverlap∑

D∈D |D|
, and (3)

recall =
noverlap∑
D′∈D′ |D′|

. (4)

2.1.2 Shot/Segment Basis
The authors of [5] propose a method for matching clips

in video databases using color similarity and edit distance.
The authors evaluate the approach by detecting near du-
plicate shots in a news video database and detecting near
duplicate advertisement clips. The performance measure is
the precision/recall rate of correctly identified near dupli-
cate shots. The measure is based on the assumption that
the segment boundaries in the ground truth and in the re-
sult are identical. The same measure is used in [14] and for
a near duplicate discovery experiment in [9].

The algorithm being evaluated does not cluster matching
segments, but yields for each segment si a result set Ri of
near duplicate segments. Thus each segment s′i = si in
a ground truth cluster D′j is expected to produce a set of
|D′j | − 1 correct results, i.e. |D′j |(|D′j | − 1) results in total
for the segments in cluster D′j . Precision and recall are then
defined as

precision =

∑M′

j=1

∑
si∈D′

j
|(D′j\si) ∩Ri|∑N

i=1 |Ri|
, and (5)

recall =

∑M′

j=1

∑
si∈D′

j
|(D′j\si) ∩Ri|∑M′

j=1 |D′j |(|D′j | − 1)
. (6)

2.1.3 Frame Basis
The authors of [6] propose a method for scene clustering

based on sequence matching. They evaluate their method
by calculating the per frame precision and recall based on



the scene assignment of frames. As the calculation is only
based on assignment of single frames, no assumptions about
the temporal segmentation of the result are necessary. It is
only assumed that the corresponding scenes Dj and D′j are
known (otherwise the alignment could be determined similar
as in Section 2.1.1). Precision and recall are then defined as

precision =

∑M′

j=1

∑
d′

k
∈D′

j

∑
dl∈Dj

|d′k ∩ dl|∑M
j=1

∑
dk∈Dj

|dk|
, and (7)

recall =

∑M′

j=1

∑
d′

k
∈D′

j

∑
dl∈Dj

|d′k ∩ dl|∑M′

j=1

∑
d′

k
∈D′

j
|d′k|

, (8)

where |dk| denotes the length segment dk in frames.

2.2 Normalized Mutual Information (NMI)
An approach for clustering repeated takes into scenes is re-

ported in [13]. The authors propose an evaluation measure
based on normalized mutual information (NMI) [4]. The
scene clusters of the result D and the ground truth D′ are
interpreted as random variables. In case of maximum likeli-
hood estimation, their mutual information is given as

I(D;D′) =

M∑
i=1

M′∑
j=1

|Di ∩D′j |
N

log

(
N |Di ∩D′j |
|Di||D′j |

)
, (9)

where |Di ∩D′j | is the number of segments shared between
the scenes, assuming that the temporal segmentations of
the ground truth and the result are identical. The mutual
information is normalized to obtain NMI:

NMI(D,D′) = 2
I(D;D′)

H(D) +H(D′) , (10)

with H(·) being the entropy of a cluster:

H(D) = −
N∑

i=1

|Di|
N

log
|Di|
N

. (11)

2.3 Muscle VCD Metrics
The video copy detection approaches described in [12, 16]

use the metric defined by the Muscle VCD benchmark for
locating segments in a stream. The methods do not produce
clustering of results, but yield for each segment s′i = si in
a ground truth cluster D′j a result set Ri of matching seg-
ments. Two quality measures are defined in [8]. A segment
based measure is defined as

qs =
Ncorrect −NfalseAlarm

N
, (12)

where

Ncorrect =

M′∑
j=1

∑
si∈D′

j

|(D′j\si) ∩Ri| (13)

and

NfalseAlarm =

M′∑
j=1

∑
si∈D′

j

|Ri| − |(D′j\si) ∩Ri|. (14)

The second measure is frame based and defined as one mi-
nus the fraction of mismatched (missed, imprecisions, false
positives) and all frames in the queries:

qf = 1− Nmis∑N
i=1 |si|

, (15)

where

Nmis =

M′∑
j=1

∑
si∈D′

j

 ∑
d′

k
∈(D′

j\si)

|d′k|+
∑

dk∈Ri

|dk|−

2
∑

dk∈Ri,d′
l
∈(D′

j\si)

|dk ∩ d′l|

 . (16)

2.4 Normalized Detection Cost Rate (NDCR)
NDCR is used in the TRECVID [15] content based copy

detection task. The measure involves a target false alarm
rate RTarget per query duration and costs for false alarms
CFA and misses CMiss, which are combined into a parameter
β = CFA/(CMissRTarget). The costs and target false alarm
rate depend on the application. Here we use the balanced
profile defined in the TRECVID 2009 CBCD task, which as-
signs equal costs to false alarms and misses: CFA = CMiss =
1, RTarget = 0.5/hour. Algorithms are assumed to yield for
each segment s′i = si in a ground truth cluster D′j a result
set Ri of matching segments. The measure is then defined
as

NDCR = PMiss + βRFA, (17)

where the probability of a miss is defined as

PMiss =

∑M′

j=1

∑
si∈D′

j
|D′j | − |(D′j\si) ∩Ri|∑M′

j=1 |D′j |(|D′j | − 1)
. (18)

The hourly false alarm rate is defined as

RFA =

∑M′

j=1

∑
si∈D′

j
|Ri| − |(D′j\si) ∩Ri|∑M′

j=1

∑
d′

k
∈D′

j

|d′
k
|

3600f

, (19)

with f being the frame rate of the query videos.

3. EVALUATING THE CORRELATION BE-
TWEEN MEASURES

In this section we describe the experiments we have per-
formed to compare the evaluation measures and discuss the
results. We use data from the TRECVID BBC rushes 2007
task [11], which consists of 42 videos containing rushes from
different BBC productions.



3.1 Experiments
The first two experiments measure the correlation among

the measures on the outputs of a real and a simulated data
set. The third experiment uses a set of summaries that has
been generated for the videos in the test set, and analyzes
the correlation between the measures and a rating of the
amount of repeated content given by a human evaluator.
For precision/recall type measures we calculate F1 = 2pr

p+r
from precision p and recall r, which can then be used for
calculating the correlations with measures that yield just a
single value.

3.1.1 Correlation on Repeated Take Detection Algo-
rithm Outputs

This experiment uses the results of the algorithms de-
scribed in [3]. The algorithms are two variants of the longest
common subsequence (LCSS) based algorithm presented in
that paper, and an algorithm based on dynamic time warp-
ing (DTW) used for comparison. All results are based on
a ground truth temporal segmentation in order to support
algorithms that need same the segmentation of ground truth
and result set. The data consists of the outputs of the three
algorithms on six videos from the TRECVID 2007 rushes
test set (MRS07063, MRS025913, MRS044731, MRS144760,
MRS157475, MS216210) and the ground truth created by
the authors of [3].

3.1.2 Correlation on Simulated Results
This experiment uses the complete TRECVID 2007 rushes

test set and the ground truth provided by NHK [10]. The
simulated result sets are generated by applying transforma-
tions to the ground truth: dropping, adding or shifting seg-
ments. Dropping and adding segment uses a parameter that
specifies the fraction of segments to be dropped or added.
The actual number k of segments to be dropped or added is
determined by drawing from a normal distribution centered
around the parameter value. For dropping, the segments in
the ground truth are randomly permuted and the first k seg-
ments are deleted. For adding, a list of all possible segments
not yet in the ground truth is created and the first k of the
randomly permuted list of segments are added to either ex-
isting clusters or new clusters. The shift transformation uses
as parameter the maximum number of frames f by which
the segment boundaries are modified. For each segment,
a random number is drawn from the uniform distribution
in the interval [−f, f ] and the segments are shifted by this
value. Note that the transformations are on the output seg-
ments of a near duplicate detector and not on the videos, i.e.
they are independent of the type of content transformation
(e.g. brightness or color change, text overlay, framing, etc.)
that might have caused the detector to report a different
segment.

The following parameter values have been used: drop-
ping 50% of the segments, adding 100% of the segments (i.e.
dropping and adding each change the number of segments on
average by factor 2) and shifting segment boundaries by ±
30 frames. Four sets of results have been generated: one for
each of the single transformations and one where all trans-
formations have been applied. For each video 100 results
have been generated for each of the four sets, i.e. they con-
tain 4200 results each.

3.1.3 Correlation with Human Perception
This experiment is performed on the summaries of the

TRECVID 2007 rushes test set, created with the algorithm
described in [1] according to the rules of the TRECVID eval-
uation. The data set contains 42 summaries. As part of the
evaluation by NIST, the human evaluators rated the number
of duplicate segments on a scale from 0 (many near duplicate
segments) to 5 (no near duplicate segments). The values in
the test set are in the range 2.33 to 5.00, with a mean of
3.78, median of 3.67 and standard deviation of 0.75.

The algorithm creating the summaries assumes that no
duplicates were included, thus the duplicate cluster struc-
ture describing the summary puts every segment in an own
cluster. We have created ground truth, identifying the re-
peated segments still found in the summaries. The duplicate
cluster description of the summaries is matched against this
ground truth using the different evaluation measures and
their correlation with the human evaluator is then analyzed.

3.2 Results
The tables in this section present the correlation coeffi-

cients between the different types of evaluation measures.
For most of the results we present both Pearson’s product
moment correlation1 coefficient and Spearman’s rank corre-
lation coefficient2, as the ranking might still be comparable,
even if no linear correlation between measures is given.

Table 2 shows the correlations among the F1 values of
the precision/recall measures and the outputs of the other
measures on the results from the repeated take detection
algorithm. Table 3 shows the correlations among the preci-
sion and recall values of the precision/recall measures and
the outputs of the other measures.

Table 4 shows the correlations among the F1 values of
the precision/recall measures and the outputs of the other
measures on the simulated result data set. The correlations
are given separately for result sets generated by applying
only one of the three transformations and a result set gen-
erated by applying all the transformations. Table 5 shows
the correlations among the precision and recall values of the
precision/recall measures and the outputs of the other mea-
sures.

Figure 1 shows a plot of the (F1) measures against the hu-
man evaluator judgments of the amount of repeated content
in the summary videos. Table 6 shows the correlations of the
F1 values of the precision/recall measures and the outputs
of the other measures with the human evaluator judgment
on this set of summaries. Note that as every incorrectly as-
sociated segment is counted both as a false positive and a
false negative, F1 = p = r. For the PR-S measure, the re-
sult sets for querying each of the segments in the summary
are empty, as each segment is assumed to be the only repre-
sentative of a set of duplicates. Consequently the measure
always yields p = r = 0 in these cases and has thus not been
included in this experiment.

1Pearson’s correlation coefficient between N samples from
two variables X and Y is defined as the covariance of the
two variables divided by the product of their standard devi-

ations: rX,Y =
∑N

i=1(Xi−X̄)(Yi−Ȳ )√∑N
i=1(Xi−X̄)2

√∑N
i=1(Yi−Ȳ )2

.

2Spearman’s rank correlation coefficient is defined as Pear-
son’s product moment correlation coefficient between the
ranks of two variables.



Table 2: Correlation of (F1 values of) measures on the repeated take detection algorithm results. The upper
right of the table contains Pearson’s product moment correlation coefficients, the lower right Spearman’s
rank correlation coefficients. Coefficients with a confidence interval p < 0.10 are written bold.

PR-A PR-S PR-F NMI M-S M-F NDCR
PR-A 0.336 0.920 0.397 0.999 -0.000 -0.790
PR-S 0.321 0.583 0.869 0.308 0.646 -0.268
PR-F 0.878 0.561 0.580 0.914 0.315 -0.856
NMI 0.424 0.930 0.638 0.373 0.555 -0.209
M-S 0.992 0.271 0.870 0.400 -0.014 -0.800
M-F 0.037 0.621 0.391 0.526 -0.147 -0.273
NDCR -0.882 -0.375 -0.899 -0.410 -0.878 -0.317

Table 3: Correlation of precision (upper table) and recall (lower table) of measures on the repeated take de-
tection algorithm results (Pearson’s product moment correlation coefficients). Coefficients with a confidence
interval p < 0.10 are written bold.

PR-S PR-F NMI M-S M-F NDCR
Precision
PR-A 0.629 0.927 0.332 0.998 -0.035 -0.806
PR-S 0.492 0.754 0.669 0.411 -0.543
PR-F 0.140 0.909 0.002 -0.889

Recall
PR-A -0.468 0.811 0.453 0.990 0.031 -0.768
PR-S 0.052 0.412 -0.548 0.599 0.404
PR-F 0.802 0.754 0.472 -0.676

Table 6: Correlation between (F1) measures and hu-
man evaluator judgments of the amount of repeated
content in summary videos. The upper row contains
Pearson’s product moment correlation coefficients
(r), the lower row Spearman’s rank correlation co-
efficients (ρ). Coefficients with a confidence interval
p < 0.10 are written bold.

PR-A PR-F NMI M-S M-F NDCR
r 0.211 0.312 0.250 0.211 0.219 -0.173
ρ 0.284 0.370 0.202 0.284 0.241 -0.167

3.3 Discussion
In all of the results, the negative correlations between

NDCR and all the other measures are noticeable. The rea-
son is that NDCR measures cost in contrast to the other
measures, thus the negative correlation can be expected. All
other negative correlations coefficients have small values, so
that the respective measures can be assumed to be uncor-
related (the exception being some recall values, which are
discussed below).

On the F1 measures of the repeated take detection re-
sults, the product moment and rank correlation coefficients
yield similar results. Several measures are clearly correlated
with coefficients over 0.9, while some are completely uncor-
related. There are no stronger correlations among the frame
and segment based measures than between the two groups,
however, another grouping emerges. The measures PR-A,
PR-F, M-S and NDCR on the one side and PR-S, NMI and
M-F on the other side form groups that are highly correlated
among them and only weakly correlated between them. The
overall picture of the correlations of precision and recall of
the repeated take detection outputs is the same as for F1,

showing also the same grouping. For NMI, the precision
is uncorrelated with PR-F, but has a strong correlation in
terms of recall. The correlation of recall of PR-S with PR-A
and M-S is negative, which is caused by results containing
many duplicate segments. In this case the result segments
overlap with many ground truth segments, yielding low pre-
cision and high recall in terms of PR-S. The other measures
count only one match between a result and a ground truth
segment in the entire result set, thus they also yield low
recall in this case.

On the simulated results, rank correlation is in most cases
higher than product moment calculation, and as in the first
experiment, the correlation among segment and frame based
measures is not generally higher than between them. How-
ever, the grouping based on the F1 measures changes. PR-S
has a higher correlation with precision/recall measures than
in the first experiment, probably due to the fact that the sim-
ulated results do not contain results with more than twice
as many segments than the ground truth, while this occurs
in the algorithm results. As in the first experiment, M-S is
highly correlated with the precision/recall measures. In con-
trast to the first experiment, NDCR has a much lower corre-
lation with the precision/recall measures and M-S, although
these correlations are significantly higher (up to −1.000)
when only a single transformation is applied.

Dropping segments from the result is the transformation
with the least impact on the measures. Most correlations
are relatively high. The only exception is the M-F score, as
the fraction of misclassified frames increases due to the lower
size of the result set and the reduction of the correct results.
M-F calculated as one minus the fraction of misclassified
segments is then less correlated to the other measures. An-
other interesting result is that due to a number of smaller
changes in ranking the rank correlation between M-S and



Table 4: Correlation of (F1 values of) measures on the simulated results created by applying all transfor-
mations (top) or each transformation individually (3 lower tables). The upper right of each table contains
Pearson’s product moment correlation coefficients, the lower right Spearman’s rank correlation coefficients.
Coefficients with a confidence interval p > 0.005 are written italic.

all PR-A PR-S PR-F NMI M-S M-F NDCR
PR-A 0.638 0.664 0.380 0.907 0.272 -0.243
PR-S 0.652 0.567 0.552 0.563 0.170 -0.216
PR-F 0.654 0.561 0.371 0.631 0.603 -0.376
NMI 0.471 0.618 0.425 0.340 0.041 -0.216
M-S 0.950 0.590 0.641 0.407 0.414 -0.479
M-F 0.304 0.255 0.595 0.103 0.431 -0.632
NDCR -0.276 -0.228 -0.380 -0.192 -0.479 -0.675

drop PR-A PR-S PR-F NMI M-S M-F NDCR
PR-A 0.805 0.775 0.934 0.947 0.150 -0.989
PR-S 0.827 0.638 0.723 0.788 0.256 -0.805
PR-F 0.768 0.634 0.723 0.735 0.169 -0.768
NMI 0.956 0.756 0.736 0.903 0.249 -0.940
M-S 0.991 0.819 0.759 0.948 0.177 -0.973
M-F 0.151 0.268 0.169 0.250 0.158 -0.167
NDCR -1.000 -0.827 -0.768 -0.956 -0.416 -0.151

add PR-A PR-S PR-F NMI M-S M-F NDCR
PR-A 0.620 0.570 0.543 0.933 0.506 -0.750
PR-S 0.910 0.285 0.309 0.608 0.248 -0.479
PR-F 0.766 0.684 0.016 0.533 0.936 -0.711
NMI 0.870 0.769 0.623 0.579 0.014 -0.212
M-S 1.000 0.910 0.766 0.870 0.483 -0.729
M-F 0.769 0.687 0.998 0.626 0.769 -0.657
NDCR -0.896 -0.820 -0.825 -0.745 -0.896 -0.828

shift PR-A PR-S PR-F NMI M-S M-F NDCR
PR-A 0.557 0.266 0.531 1.000 0.676 -0.916
PR-S 0.527 0.674 0.816 0.557 0.474 -0.600
PR-F 0.217 0.681 0.673 0.266 0.515 -0.466
NMI 0.484 0.835 0.671 0.531 0.579 -0.611
M-S 1.000 0.527 0.217 0.484 0.676 -0.916
M-F 0.408 0.655 0.844 0.655 0.408 -0.728
NDCR -0.976 -0.592 -0.341 -0.552 -0.976 -0.482

NDCR drops significantly, while the product moment corre-
lation is still quite high.

Adding segments has an overall slightly stronger impact
on the correlations. The M-F measure is less affected by
adding segments (at same size of ground truth and same
number of correct segments). As NMI takes the size and en-
tropy of both ground truth and result clusters into account,
it is stronger affected by adding segment (and possibly clus-
ters) to the result.

Shifting has the strongest impact of all the single transfor-
mations. One would expect that shifting (i) has a stronger
impact on frame based measures than on segment based ones
and (ii) impacts the correlations between frame and segment
based measures. The first is not true, as the applied shift
also influences the association of ground truth and result
segments in some of the segment based measures and thus
also decrease their scores. The second assumption holds, as
we find the strongest correlation among segment based (e.g.
PR-A – NDCR, M-S – NDCR, PR-S – NMI) and frame
based (M-F – PR-F) measures. However, in some cases the
correlations between a segment and a frame based measure
are higher in this case than when adding segments.

The analysis of the precision/recall values on the simu-
lated results (with all transformations applied) shows that
there are relatively high correlations among these measures.
Of the other measures NMI correlates better with recall,
while M-F and NDCR have higher correlation with preci-
sion. These observations can be explained as follows. Due
to the fact that NMI is normalized by the entropy of the
result and truth clusters, NMI is sensitive to reducing the
size of one of the cluster sets. If the size of both cluster
sets remains the same, but only the size of the overlapping
set of segments is changed, NMI correlates well with both
precision and recall. This is the case when the segments of
the simulated results are shifted, where the correlation coef-
ficients between precision and NMI are in the range 0.53 to
0.65, and in the range 0.53 to 0.77 for recall. NMI does not
distinguish between result and truth set, but just takes their
overlap into account. The correlation to recall is better, as
the value of NMI is mainly determined by the size of the
overlapping data set and not so much biased by the size of
the result set. The correlations of NMI to precision and re-
call are similar on the algorithm results, but the differences
are not so salient there. The low (and partly negative) cor-



Table 5: Correlation of precision (upper table) and recall (lower table) of measures on the simulated results
generated by applying all transformations (Pearson’s product moment correlation coefficients). Coefficients
with a confidence interval p > 0.005 are written italic.

PR-S PR-F NMI M-S M-F NDCR
Precision
PR-A 0.633 0.622 0.150 0.746 0.512 -0.692
PR-S 0.583 0.230 0.584 0.426 -0.491
PR-F 0.096 0.511 0.775 -0.570

Recall
PR-A 0.533 0.719 0.394 0.772 0.128 -0.020
PR-S 0.603 0.593 0.269 -0.080 0.047
PR-F 0.504 0.460 0.043 0.042

relation of M-F to recall is due to the fact that the measure
becomes negative, if the number of missed frames is larger
than the number of frames in the ground truth. This is the
case when the number of frames in the result is much higher
than that of the ground truth, which typically happens in
cases of high recall and low precision. On the algorithm re-
sults this effect does not occur, as the algorithm results have
typically much higher precision than recall. In NDCR, Pmiss

is related to recall, and the false alarm rate is related to pre-
cision. The false alarm rate is numerically much higher on
the simulated results and thus dominates the overall mea-
sure. When by changing the expected false alarm rate or
costs β is set to e.g. 0.001, the correlations with precision
range from −0.37 to −0.55 and those with recall from −0.40
to −0.88. On the results of the algorithm, the precision is
typically much higher than the recall, thus NDCR has also
a better correlation with recall for β = 2.

The experiment analyzing the correlation with human judg-
ment of repeated content shows that it is low for all of the
measures. PR-F performs slightly better than the others. As
for 4 out of 6 measures rank correlation is (slightly) higher
than product moment correlation, it seems that it is easier
to follow the human perception in relative ranking than in
absolute values. Some of the videos contain clips that are
technically not near duplicates, but do not provide much
new information to the viewer. It seems that humans judge
this more holistic impression of repeated content, i.e. the
amount of “redundancy” or “boringness”. It also has to be
noted that due to the fact that the videos are summaries,
they contain a number of short segments, the results might
be different on longer videos with a slower editing pace.

4. CONCLUSION
We have surveyed the different measures proposed for

evaluating detection of near duplicate videos and analyzed
their correlation on real algorithm results as well as on sim-
ulated results. The measures make different assumptions
about the inputs, e.g. same segmentation of result set and
ground truth, and measure on different granularity (seg-
ment, frame). The results show that depending on the type
of differences (segments added, dropped, shifted) between
ground truth and results the correlation between the mea-
sures can in some cases be quite low, so that results ob-
tained from different measures cannot be compared as it is
sometimes found in literature. Shifting segment boundaries
has the strongest impact on the correlation of the measures,
and does not only affect frame based measures, but also shot

based ones that assume alignment between result and truth
segments.

In general we find no grouping into frame and segment
based measures. However, the different variants of preci-
sion/recall type measures have higher correlations among
them than others. Also the shot based Muscle VCD measure
is well correlated to them. The TRECVID NDCR measure
does also correlate if the costs and the expected false alarm
rate are chosen for the specific application. Some measures
such as NMI and the frame based Muscle VCD measure
have issues when the number of segments in the result set
and the ground truth change strongly. The segment based
precision/recall measure is not robust in cases with no or or
a very large number of near duplicates.

For obtaining comparable evaluation results, choosing one
of the measures from the well correlated group seems to
be advantageous. The TRECVID NDCR measure needs to
be parameterized for a certain application scenario, which
might hinder comparability across applications. The aligned
cluster and frame based precision/recall measures both do
not require the same segmentation on ground truth and re-
sult set and support clustering. These are useful proper-
ties for many practical problems. Depending on the specific
problem, frame precise results may be available or even re-
quired. In this case the frame based precision/recall measure
seems to be most appropriate, otherwise the aligned cluster
precision/recall measure can be used.

The correlation of the measures with human perception
is generally weak, but rank correlation is slightly higher.
However, the frame based precision/recall measure performs
best. Human perception seems to take a broader range of
factors into account than covered by near duplicates. This
issue needs to be explored further on a more diverse content
set than the summary videos, with the goal to develop mea-
sures that correlate better with human perception. Such
measures would significantly support the development of
near duplication detection algorithms that determine redun-
dancy on a higher semantic level than today’s algorithms.
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Figure 1: Scatter plot of (F1) measures (y-axis)
against human evaluator judgments (x-axis) of the
amount of repeated content in summary videos.
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