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ABSTRACT

The SIFT algorithm is one of the most popular feature extraction methods and therefore widely used in all sort
of video analysis tasks like instance search and duplicate/ near-duplicate detection. We present an efficient GPU
implementation of the SIFT descriptor extraction algorithm using CUDA. The major steps of the algorithm are
presented and for each step we describe how to efficiently parallelize it massively, how to take advantage of the
unique capabilities of the GPU like shared memory / texture memory and how to avoid or minimize common
GPU performance pitfalls. We compare the GPU implementation with the reference CPU implementation in
terms of runtime and quality and achieve a speedup factor of approximately 3 - 5 for SD and 5 - 6 for Full HD
video with respect to a multi-threaded CPU implementation, allowing us to run the SIFT descriptor extraction
algorithm in real-time on SD video. Furthermore, quality tests show that the GPU implementation gives the
same quality as the reference CPU implementation from the HessSIFT library. We further describe the benefits
of GPU-accelerated SIFT descriptor calculation for video analysis applications such as near-duplicate video
detection.
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1. INTRODUCTION

The automatic extraction of a set of features from an image is an essential component of many computer vision
tasks such as image registration, 3D reconstruction, object recognition and all sort of video analysis tasks like
instance search and duplicate detection. A variety of approaches have been proposed for this task, like SIFT,1

SURF,2 ORB3 or BRISK.4 All of these approaches generate features which are invariant to scale, rotation and
illumination changes. The Scale-Invariant Feature Transform (SIFT)1 algorithm is one of the most popular
methods due to its robustness and good matching performance. It extracts a set of features {fk} from an image
I which serves a compact high-level representation of the image. For each feature, its (x, y) position, scale s,
rotation φ and a 128-bin descriptor d (which is sort of a gradient histogram) is calculated.

For video analysis tasks, it is desired that the analysis is at least real-time capable or faster in order to
process large amounts of content (e.g. a broadcaster archive with hundreds of thousands hours of video) in a
reasonable amount of time. The same applies for the processing of live events, where it is obvious that the
analysis has to be done in real-time. Even with a highly optimized and multi-threaded CPU implementation,
this is not possible to achieve due to the high computational complexity of the SIFT algorithm. In the last years,
a major trend was to employ GPUs (Graphic Processing Units) for all sort of computer vision algorithms. Many
important algorithms like feature point detection and tracking,5 optical flow calculation6 or object detection7

have already been ported successfully on the GPU. They report impressive speedup factors typically in the range
of 5 to 10 compared to a multi-threaded CPU implementation. In this work, we describe a highly optimized
GPU implementation of the SIFT algorithm which is able to process video in Standard Definition resolution (720
x 576) in real-time and video in Full HD resolution (1920 x 1080) in nearly real-time. We use CUDA (Compute
Unified Device Architecture)∗ by NVIDIA because it is currently the most stable programming environment for
GPU programming and provides useful tools like a debugger and profiler.

∗https://developer.nvidia.com/about-cuda
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Figure 1: a) 3D DoG scale-space. b) Detection of local extrema. Images courtesy of Lowe et. al1 .

The rest of the paper is organized as follows: In section 2 we mention some related work. In Section
sec:algorithm an overview of the SIFT algorithm by Lowe et al.1 is given. In section 4 the CUDA implementation
of the SIFT algorithm is described in detail and in section 5 we give a comparison regarding. In section 6 an
application example is given where the GPU-accelerated SIFT algorithm is used and section 7 concludes the
paper.

2. RELATED WORK

Despite the practical importance of the SIFT algorithm, not many publications are available regarding a GPU
implementation of the algorithm. This may be because the SIFT algorithm is a quite complex algorithm composed
of several steps, some of them being not easy to map efficiently onto a GPU. Furthermore, in most publications
certain steps which are difficult to port to the GPU are either skipped or kept on the CPU. In the work of Sinha
et al.8 OpenGL and the Cg shader language are used for the GPU implementation and several of the latter steps
of the algorithm are calculated on the CPU. Note that the usage of 3D graphic-related programming languages
like OpenGL and Cg is considered as an outdated practice as nowadays general-purpose language for GPU
programming like CUDA and OpenCL are available. In the work of Heymann et al.9 all steps of the algorithm
have been ported to the GPU, also using shader language for the GPU implementation. Warn et al.10 describe
an implementation where the first step of the SIFT algorithm, the construction of the 3D DoG scale space, is
ported onto the GPU using CUDA and all latter steps are kept on the CPU. This is suboptimal because the 3D
DoG scale space (an 3D image volume) has to be transferred from GPU memory to CPU memory which is very
costly. Furthermore, the latter steps of the SIFT algorithm (like the calculation of the descriptor) take also a
significant fraction of the total time and should therefore be also ported to the GPU. A speedup factor of 1.9 is
reported in this work. The work of Rister et al.11 reports an implementation where also only the construction
of the 3D DoG scale space is done on the GPU and all latter steps on the CPU, which shares the disadvantages
already mentioned for the approach of Warn et al.10

3. SIFT ALGORITHM

The SIFT algorithm1 can be roughly divided into three major steps. In the first step (3D DoG Scale-space
extrema detection, see subsection 3.1), a 3D DoG scale-space space is constructed and local extrema in this
space are detected yield a first set of keypoint candidates. In the second step (keypoint candidate refinement
and filtering, see subsection 3.2), the position of these keypoint candidates are refined and unstable candidates
are filtered out. In the final step (keypoint descriptor calculation, see subsection 3.2), for all remaining keypoint
candidates their SIFT descriptor is calculated. In the following, each step is described more in detail.



3.1 3D DoG scale-space extrema detection

Multiple octaves are build in a recursive way, where the input for the first octave is the input image itself, whereas
the input of the octave with index n is the last (gaussian-blurred) image in the octave with index n − 1. Each
octave constitutes a 3D volume of DoG (difference-of-gaussian) images which is calculated in the following way:
Firstly, a set a gaussian-blurred images Lk is build where each image Lk is the result of blurring the input image
(for the current octave) with a gaussian blur kernel with progressively increasing sigma σk. From these, a set
of DoG images Dk which build up the octave is calculated as the difference of two consecutive gaussian-blurred
images via Dk = Lk+1−Lk. Within a (x, y, s) octave, where s denotes scale and (x, y) the spatial position, local
extrema are detected by comparing a voxel value with it 26 neighbor voxels in (x, y, s) space. These are added
as initial keypoint candidates to a list. See figure 1 for an illustration of the process.

3.2 Keypoint candidate refinement and filtering

In the first substep, the initial (x0, y0, s0) positions of the initial keypoint candidates are refined to sub-voxel
precision (x′, y′, s′). As desribed in Lowe et al., this improves the performance of SIFT features for matching sig-
nificantly and improves their robustness. For a keypoint candidate, a quadratic function D(x, y, s) is constructed
which interpolates the nearby data points in (x, y, s) space. Then, the maximum of the quadratic function D is
determined by taking by derivative of this function and setting it to zero. This yields a 3 × 3 linear equation
system which can be solved e.g. with singular value decomposition. If the precise location (x′, y′, s′) is lying
nearer to a integer position different from the initial (x0, y0, s0) position, then the refinement process is repeated
from this position.

In the second substep, a filtering is done where unstable keypoint candidates are discarded. Unstable keypoint
candidates are ones which either have low contrast are which are located on image edges. Low-contrast candidates
are identified by having a absolute function value |D(x′, y′, s′)| less than a certain threshold. Keypoint candidates
located on image edges are detected in the following way. First, an approximation H to the 2×2 Hessian matrix of
the function D(x, y, s) is calculated at the refined position. The matrix has size 2×2 because the (approximation
of the) second derivatives are taken only with respect to x and y, not for s. From the matrix H, a cornerness
measure is calculated in a computationally efficient way and keypoint candidates having a too low cornerness
are discarded.

In the third substep, for all remaining keypoint candidates their orientation φ is determined as follows. For
a certain keypoint (x′, y′, s′), first the gaussian-blurred image L which is nearest in scale is determined. From
the image L, the gradient is calculated and the gradient magnitude and orientation is calculated pixel-wise.
A weighted orientation histogram with 36 bins is constructed from the gradient orientations of sample points
within a region around the keypoint, where the weight is determined from the gradient magnitude. The keypoint
orientation φ is now determined from the peak in the orientation histogram, and the orientation value is refined
by parabolic interpolation. If there are other significant peaks in the histogram (within 80% of the highest
peaks), these are also taken to create a keypoint with that specific orientation. So it may happen that from
one keypoint candidate multiple keypoints are generated with the same spatial position and scale (x, y, s), but
different orientation φ.

3.3 Keypoint descriptor calculation

For each remaining keypoint, the task is now to calculate its descriptor. First the image gradient magnitudes and
orientation are sampled in a 16× 16 region around the refined keypoint location. In order to achieve orientation
invariance, the coordinates of the descriptor and the gradient orientations are rotated relative to the keypoint
orientation φ. The sampling process is illustrated at the left side of Figure 2. After applying a gaussian weighting
function, the keypoint descriptor is formed by creating weighted orientation histograms over 4 × 4 sub-regions.
For robustness, within construction of the orientation histogram trilinear interpolation is employed to distribute a
gradient value into adjacent histogram bins. At the right side of Figure 2, four of these orientation histograms are
shown where each orientation histogram has eight bins. The 128-bin (16× 8 bins) descriptor is now aggregrated
from the 8-bin orientation histograms for all 16 sub-regions. Finally, the descriptor is normalized to unit length
with makes it more robust with respect to illumination changes.



Figure 2: Calculation of keypoint descriptor. Image courtesy of Lowe et. al1

4. GPU IMPLEMENTATION

This section describes the optimized implementation of the SIFT algorithm for execution on many-core parallel
processors. While the implementation presented in this paper is designed for GPUs using CUDA environment it
should be noted that most, if not all, of the principles presented here can be successfully used for other processor
architectures and in different environments. In many cases porting as many parts of a given algorithm to GPU
as possible is desirable however one should remember that there are exceptions where leaving parts of the code
to be executed on CPU side (heterogeneous programming) can greatly increase performance. Given that the
source image has 3 channels and initially resides in CPU memory a typical operation that should be left on the
CPU is the conversion to a one channel gray image. This is due to the fact that the operation is very simple so
performing it on the GPU would bring only minor speedup and it leaves only one (instead of three) channel to
be transferred from CPU to GPU memory since such transfer relatively very slow in comparison to conversion.

4.1 3D DoG scale-space extrema detection

4.1.1 Calculation of Gaussian and DoG octaves

This task, while being fairly simple, is however challenging to implement efficiently on the GPU due to its low
arithmetic intensity combined with an extensive amount of data to process. For this reason our aim is to mini-
mize the number of off-chip global memory accesses as much as possible, optimize those that are left by taking
advantage of GPU’s global memory coalescing and exploiting fast, on-chip shared memory. A separable convo-
lution algorithm (vertical then horizontal) is employed that minimizes both memory and arithmetic operations
and makes them increase linearly with the radius of convolution kernel, as opposed to quadratic for nonseparable
two-dimensional convolution. Portions of data, required by many threads of a thread block, are being loaded
to shared memory once and then used for fast execution by those threads. For that we implemented a macro
(templatized by the block size) for convenient and optimal gathering of spatially close data from global memory
to shared memory. This macro is also used by many other GPU kernels as well.

The calculation of different scales in any given octave in a DoG pyramid can be done simultaneously which
in some cases might increase performance, however it is much more important to minimize the number of global
memory accesses. This can be achieved by progressively computing scales of any DoG octave with a single GPU
kernel and re-using already to shared memory loaded portions of every scale in the Gaussian pyramid (except the
first and the last scale of each octave) to obtain respective portions of two scales of DoG pyramid. For example
to compute the first scale of a DoG octave, the first and second gaussian scales have to be loaded to shared
memory, however to compute the second scale only the third gaussian scale has to be loaded as the second one
is already there. This approach significantly reduces the number of global memory accesses required to obtain
the DoG pyramid. In the example from figure 1a, with four DoG scales per octave, it reduces this number by
37.5%.



4.1.2 3D scale-space extrema detection

In order to detect the local extrema in a 3D DoG scale-space one GPU kernel iterates through all the scales of
a single octave and generates a keypoint candidate list. Following the previously introduced concept each kernel
first loads necessary data from the first three DoG scales to shared memory, finds local extrema, then moves one
scale up by loading data from the forth scale, once again searches for extrema and repeats in that fashion until the
last scale of the given DoG octave. This approach however requires a lot of shared memory as in the final stage
data from all the scales has to fit in it. A solution to that problem is each time replacing the data from the oldest
scale which won’t be required anymore with the new scale data. This way the amount of shared memory required
is reduced to the data from only three scales which enables more thread blocks to be computed simultaneously
on a single multiprocessor for better memory latency hiding. The generation of keypoint candidate list is done
in three consecutive steps to minimize the number of simultaneous atomic operations on the same data. When
a local extrema is found, its position is saved in shared memory and the number of extrema found by this block
is incremented atomically. After the searching is complete a single thread in each thread block atomically saves
the current offset for the global candidate list as its own (the offset for the very first block is zero) and increases
this offset with the number of extrema found by this block for the next blocks to use. Finally each thread block
writes all its extrema from shared memory to global candidate list, starting at the offset position saved in the
previous step.

4.2 Keypoint candidate refinement and filtering

While the singular value decomposition is a very complex operation, it is computed only for the previously
created local extrema list and can be very efficiently implemented on GPUs using ideas presented by Adams
et al.12 This technical report strives to minimize branches (which can significantly reduce the performance of
GPU kernels) and uses only elementary floating point operations. The ideas were designed for CPUs with SSE
and/or AVX instructions but most of them turned out to be also efficient on GPUs. The efficient calculation
of the orientation histogram is not easy to implement efficiently on the GPU. The keypoint candidates are
scattered throughout (x, y, s) space so the standard approach to compute one keypoint per thread would lead to
an extremely inefficient global memory access pattern, where each thread would aim at a different global memory
cache line which in turn would cause the reads to be completely serialized. Another problem is that different
threads, depending on their s position, have different neighborhood sizes, from which the orientation histograms
are supposed to be obtained. This in turn leads to a very unbalanced workload between threads. A solution
to both problems is to use a whole thread block to compute an orientation histogram for a single keypoint
candidate. Each thread computes a magnitude and an orientation of a single pixel in the given neighborhood
around current keypoint. This also evens out the work-load between threads belonging to the same thread block.
Threads belonging to different blocks and thus different warps do not need to have balanced workload as they
are executed independently. The orientation histogram is kept entirely in shared memory due to its relatively
small size which speeds-up the computations.

4.3 Keypoint descriptor calculation

The computation of the histogram required for descriptor calculation faces similar issues with regard to global
memory accesses as in case of orientation histogram. There are however many more arithmetic operations mainly
due to the trilinear interpolation computed for each pixel of the keypoint neighborhood. Additionally the creation
of histogram requires many more memory accesses to the histogram, as for a single pixel multiple bins need to be
modified. The same strategies as mentioned in section 4.2 are used to overcome these issues. Additionally, due
to extensive register usage of the original kernel, an effort has been made to minimize the number of variables
and reuse them in multiple places in code to preserve GPU registers. Also a whole thread block normalizes a
single histogram at the end however this block actually consists of a single warp (32 threads). To obtain the
maximum value from all histogram bins an intra-warp reduction is applied to parallelize the operation as much
as possible.



5. EXPERIMENTS AND RESULTS

This section describes the results from comparing the GPU implementation against an optimized CPU refer-
ence from HessSIFT library.13 The CPU implementation uses openCV library internally which provide heavily
optimized image processing routines but only a single processor core is used for computations therefore the run-
time has been divided by four in order to simulate results from multicore implementation on quad-core CPU. It
should be noted however that due to many data dependencies in the algorithm the actual speedup obtained from
multicore implementation will be much lower. The experiments were done on a 3.0 GHz Intel Xeon Quad-Core
machine with 8 GB RAM, equipped with a NVIDIA GeForce GTX 480 GPU. It should be noted that the initial
image resampling is enabled for both CPU and GPU thus doubling its size.

Figure 3: Runtime for an image with 2500 keypoints, for different resolutions.

Figure 4: Runtime for a Full HD image, for different numbers of keypoints.

Two sets of runtime tests have been performed. The first one for different video resolutions ranging from
Standard Definition (SD) through HD (HD720p) to Full HD (HD1080p) and with a constant number of 2,500
keypoints. Note there is no parameter in the SIFT algorithm that explicitly limits the number of final keypoints,
however with a careful modification of the minimum quality parameter this can be achieved. The number of
2,500 keypoints has been chosen as it is roughly the maximum number that can be obtained from a SD image.
The second test has been performed for different numbers of keypoints (1,000 - 10,000) and constant Full HD



Figure 5: Example of takes of the same scene: The upper row shows keyframes of the first take, the lower of the
second take of one scene. Images taken from BBC 2007 rushes video data set.

(HD1080p) resolution. Results of those tests are shown in Figures 3 and 4 respectively. A significant speedup
factor ranging from 4.3 (SD with 2,500 keypoints) to 6 (Full HD with 10,000 keypoints) can be achieved for all
examined image resolutions and keypoint numbers. All GPU timings include the preprocessing stage and all the
required transfers between CPU and GPU memory. It is important to notice in the above figures that the speedup
achieved by GPU implementation increases with both resolution and number of keypoints. For SD resolution
and 1,000 keypoints the GPU implementation needs approximately 40 milliseconds to complete and therefore
meets real-time performance requirements. Nearly identical results are obtained from both implementation
(CPU/GPU) in terms of quality. In fact the only differences are caused by the initial bicubic resampling which is
done slightly differently in the CPU implementation, but they occur for less than 0.01% of the SIFT keypoints.

6. APPLICATIONS

As already mentioned, the SIFT algorithm has found many applications in tasks such as image registration, 3D re-
construction, object recognition or video analysis. We will focus here on large-scale clustering and duplicate/near-
duplicate detection of video content. This is an important but computationally expensive task which has many
potential applications. E.g. for broadcast productions of live events like festivals, it can be used to automatically
organize (e.g., cluster by shooting location) and integrated professionally generated content from broadcasters
and user-generated content captured with consumer device like smartphones. Another important application
scenerio is post-production, where after shooting a large amount of raw material (rushes) must be organized in
a meaningful way by clustering multiple takes of a scene automatically. This is illustrated in Figure 5 where
two slightly different takes of a scene are shown. A typical algorithmic workflow for these tasks is described
very coarsely. Firstly, SIFT features are calculated for keyframes (e.g., every 5th frame) of all videos. Then a
(typically huge) affinity matrix is constructed where each entry (i, j) is the similarity score between the SIFT
feature sets (or between compact descriptors derived from the SIFT feature set like VLAD14) of two individual
key frames i and j. Finally, a clustering within the affinity matrix is carried out by searching for diagonally or
block-wise oriented regions with high similarity values as these regions indicate two very similar video sections.
Typically, the runtime of the whole process is dominated by the first step where the SIFT features are extracted
from the keyframes. Therefore, the significant speedup we gain in this step (for standard definition content
real-time processing is achieved on the GPU) by employing the GPU-accelerated SIFT algorithm speeds up also
the whole process considerably.

7. CONCLUSION

An efficient GPU implemention of the SIFT descriptor extraction algorithm for automatic feature extraction
was presented. For each step of the algorithm, we describe how to efficiently parallelize it massively, how to take



advantage of the unique capabilities of the GPU like shared memory / texture memory and how to avoid or
minimize common GPU performance pitfalls. A comparison of the GPU implementation with the reference CPU
implementation in terms of runtime and quality shows that we achieve a speedup factor of approximately 4 - 5
for SD and 5 - 6 for Full HD video. This allows us to run the SIFT descriptor extraction algorithm in real-time
on SD video. The benefits of GPU-accelerated SIFT descriptor calculation for video analysis applications such
as near-duplicate video detection are presented.

ACKNOWLEDGMENTS

The research leading to these results has received funding from the European Union’s Seventh Framework
Programme (FP7/2007-2013) under grant agreement n◦ 610370, ”ICoSOLE”. Furthermore, the work of Jakub
Rosner was partially supported by the the European Social Fund within project UDA POKL-.04.-01.01-00-
106/09. BBC 2007 Rushes video is copyrighted. The BBC 2007 Rushes video used in this work is provided for
research purposes by the BBC through the TREC Information Retrieval Research Collection.

REFERENCES

[1] Lowe, D. G., “Distinctive image features from scale-invariant keypoints,” Int. J. Comput. Vision 60, 91–110
(Nov. 2004).

[2] Bay, H., Ess, A., Tuytelaars, T., and Van Gool, L., “Speeded-up robust features (surf),” Comput. Vis.
Image Underst. 110, 346–359 (June 2008).

[3] Rublee, E., Rabaud, V., Konolige, K., and Bradski, G., “Orb: An efficient alternative to sift or surf,” in
[Computer Vision (ICCV), 2011 IEEE International Conference on ], 2564–2571 (Nov 2011).

[4] Leutenegger, S., Chli, M., and Siegwart, R., “Brisk: Binary robust invariant scalable keypoints,” in [Com-
puter Vision (ICCV), 2011 IEEE International Conference on ], 2548–2555 (Nov 2011).

[5] Bailer, W., Fassold, H., Lee, F., and Rosner, J., “Tracking and clustering salient features in image sequences,”
in [Visual Media Production (CVMP), 2010 Conference on ], 17–24 (Nov 2010).

[6] Werlberger, M., Trobin, W., Pock, T., Wedel, A., Cremers, D., and Bischof, H., “Anisotropic huber-l1
optical flow,” in [Proc. of the British Machine Vision Conference (BMVC) ], (September 2009).

[7] Coates, A., Baumstarck, P., Le, Q., and Ng, A. Y., “Scalable learning for object detection with gpu hard-
ware,” in [Proceedings of the 2009 IEEE/RSJ International Conference on Intelligent Robots and Systems ],
IROS’09, 4287–4293, IEEE Press, Piscataway, NJ, USA (2009).

[8] Sinha, S. N., michael Frahm, J., Pollefeys, M., and Genc, Y., “Gpu-based video feature tracking and
matching,” tech. rep., In Workshop on Edge Computing Using New Commodity Architectures (2006).

[9] Heymann, S., Frhlich, B., Medien, F., Mller, K., and Wiegand, T., “Sift implementation and optimization
for general-purpose gpu,” in [In WSCG 07 ], (2007).

[10] Warn, S., Emeneker, W., Cothren, J., and Apon, A., “Accelerating sift on parallel architectures,” in [Cluster
Computing and Workshops, 2009. CLUSTER ’09. IEEE International Conference on ], 1–4 (Aug 2009).

[11] Rister, B., Wang, G., Wu, M., and Cavallaro, J., “A fast and efficient sift detector using the mobile gpu,” in
[Acoustics, Speech and Signal Processing (ICASSP), 2013 IEEE International Conference on ], 2674–2678
(May 2013).

[12] Adams, A., Selle, A., Tamstorf, R., Teran, J., and Sifakis, E., “Computing the singular value decomposition
of 3x3 matrices with minimal branching and elementary floating point operations,” tech. rep., University of
Wisconsin-Madison (2011).

[13] Hess, R., “An open-source sift library,” in [Proceedings of the International Conference on Multimedia.
ACM ], 1493–1496 (2010).

[14] Jegou, H., Douze, M., Schmid, C., and Perez, P., “Aggregating local descriptors into a compact image
representation,” in [Computer Vision and Pattern Recognition (CVPR), 2010 IEEE Conference on ], 3304–
3311 (June 2010).


