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ABSTRACT
Grouping shots recorded in front of the same or similar set-
ting is a useful tool for organizing a collection of rushes
video. We propose an approach that clusters key frames ex-
tracted from rushes by visual similarity of the setting shown
in the shot. A region descriptor based on the covariance of
selected features is used to estimate the dissimilarity of two
key frames. The metric based on the generalized eigenval-
ues is used to determine the distance of two region covari-
ance matrices. Integral images support efficient covariance
computation of arbitrary rectangular regions. Based on the
determined similarity of image regions, a dissimilarity ma-
trix of all key frames is calculated. This dissimilarity matrix
is used to build the clusters which reflect the different set-
tings. The proposed algorithm is evaluated on a subset of
the TRECVID BBC 2007 rushes data set.

Categories and Subject Descriptors
H.5.1 [Information Interfaces and Presentation]: Mul-
timedia Information Systems; H.3.3 [Information Stor-
age and Retrieval]: Information Search and Retrieval—
Clustering ; H.3.1 [Information Storage and Retrieval]:
Content Analysis and Indexing

General Terms
Algorithms

Keywords
Content-based indexing, setting detection, region covariance,
multidimensional scaling, k-means, clustering, TRECVID

1. INTRODUCTION
In film and video production usually large amounts of raw

material termed “rushes” are shot and only a small fraction
of this material is used in the final edited content. The rea-
son for shooting that amount of material is that the same
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scene is often shot from different camera positions and sev-
eral alternative takes for each of them are recorded, partly
because of mistakes of the actors or technical failures, partly
to experiment with different artistic options. Not only takes
of one scene are shot at a particular setting, there may also
be a number of different scenes that are also shot at the
same setting.

Users dealing with rushes have to handle large amounts
of audiovisual material which makes viewing and navigation
difficult. Our work is motivated by two application areas
where this problem exists. One is post-production of audio-
visual content, where editors need to view and organize the
material in order to select the best takes to be used (the ra-
tio between the playtime of the rushes and that of the edited
content is often 30:1). The other application area is docu-
mentation of audiovisual archives. While edited content is
well documented (at least in larger broadcast archives) and
thus reusable, raw material is in most cases not documented
due to the amount of material and its redundancy [9].

In earlier work we have proposed methods for creating
skims of rushes [2] and for interactive browsing of a col-
lection of rushes [4]. Clustering segments of rushes by the
setting in which they were shot can support users in both ap-
plications. This task requires identifying similar background
regions in imagery shot at the same real setting, but from dif-
ferent viewpoints, with different (occluding) foreground ob-
jects and showing different amount of detail. In [18] the au-
thors propose a solution for matching different shots filmed
at the same setting by using Maximally Stable Extremal Re-
gions (MSER) [15]. The more recent work presented in [7]
uses SIFT features [14] and boosting for training classifiers
that discriminate images shot at different scenes.

In this paper we propose an approach that clusters video
segments using region covariance descriptor [20]. The rest of
this paper is organized as follows: In Section 2 we describe
the details of our approach for determining settings from
preprocessing of the rushes video to final clustering. Results
of applying the approach to the TRECVID 2007 BBC rushes
data set are presented in Section 3. Section 4 concludes the
discussion.

2. APPROACH
The basic procedure of our setting clustering method con-

sists of following steps:

Key frame extraction Restricting the analysis of the video
to its key frame representation instead of using all
frames allows the reduction of computational effort.
The decision whether two video segments show the
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same scene can be done by determining the dissimi-
larity of their key frames.

Dissimilarity estimation of key frames We define the
dissimilarity between key frames by finding matching
patches in both frames and summing up the distances
of the best matching pairs.

Embedding of key frames into metric space The dis-
similarity measurement defined this way is a non-metric
function and can not be used as input data for clus-
tering process. Therefore, multidimensional scaling
(MDS) is used to embed the key frames into a met-
ric space for the subsequent clustering algorithm.

Clustering of key frames Finally the key frames can be
clustered using standard clustering methods.

The following subsections describe these steps more in de-
tails.

2.1 Key Frame Extraction
Shot boundaries are the most salient changes of the visual

modality of a video, thus shot boundary detection can serve
as a preprocessing step for key frame extraction. As rushes
are unedited, only hard cut detection is performed. A linear
SVM which takes the frame differences of three consecutive
frames as input is used. The SVM is implemented through
LIBSVM [6]. To train the SVM classifier, ground truth from
the TRECVID 2006 shot boundary detection task [19] has
been used.

A sequence of key frames is an efficient representation of
the visual modality of a video stream. Each key frame rep-
resents a video segment around the key frame position, i.e.
the segment from the center of the previous and the current
(or from the current position if the key frame is at the be-
ginning of a shot) to the center of the current and the next
key frame positions. The key frame extraction technique we
are using is based on the analysis of visual activity: The
pixel-wise frame differences between successive frames are
summed up. The sum is compared to an adaptive threshold
that is calculated from a time window. If the sum exceeds
the threshold, a frame is selected. This way the scaling fac-
tor of the threshold can be used to control the density of
key frame sampling, i.e. the lower the threshold, the higher
is the key frame sampling rate.

Typical rushes material (see Section 3 for a description of
the data used) contains a number of segments that should
be excluded before running setting detection, such as color
bars, black frames or clapper boards. Color bars and black
frames can be detected and removed by analyzing the stan-
dard deviation of the pixel values in each pixel column and
channel [2].

2.2 Comparison of Key Frames
One of the key components of our setting detector is the

comparison of key frames. We estimate the key frame dis-
similarity by determining the presence of similar rectangu-
lar patches shared by both frames. For this purpose, the
region descriptor based on covariance proposed in [20] has
been used. The covariance matrix describes the distribution
of the selected image features (e.g. color, intensity, inten-
sity derivatives or filter responses). Region covariance can
thus be used as a measure of the visual similarity of image

regions. The covariance matrix is less sensitive to global il-
lumination changes, as it is independent of the mean of the
feature values within a region.

2.2.1 Region Covariance
In [20] a method for rapid computation of the covariance

matrix has been introduced. With the support of inte-
gral images [21], the region sum of an arbitrary rectangu-
lar region can be computed in constant time. Let f(k) =
[f1(k) . . . fd(k)], k = 1 . . . n denote the set of samples, where
n is the number of samples. In our case, f(k) are feature
vectors extracted from the pixels within the region of inter-
est. The (i, j)-th element of the covariance matrix C of the
set of samples is defined as

Ci,j =
1

n− 1

n∑
k=1

(fi(k)− µi)(fj(k)− µj) (1)

where µi = 1
n

∑n
k=1 fi(k) is the mean of the i-th feature. By

expanding and rearranging the terms, equation (1) can be
written as

Ci,j =
1

n− 1

[
n∑

k=1

fi(k)fj(k)− 1

n

n∑
k=1

fi(k)

n∑
k=1

fj(k)

]
(2)

Equation (2) enables fast computation of the covariance of
an arbitrary rectangular region by preliminary computation
of integral images

Pi(x
′, y′) =

∑
x<x′,y<y′

fi(x, y), i = 1 . . . d (3)

and

Qi,j(x′, y′) =
∑

x<x′,y<y′

fi(x, y)fj(x, y), i, j = 1 . . . d. (4)

Because Q is a symmetric, i.e. Qi,j = Qj,i, only d(d+1)/2
different integral images have to be computed. In total, for
P and Q together, we have to compute d+d(d+1)/2 integral
images.

For a given image with the origin at the upper left image
corner and a region R with the upper left corner (x′, y′)
and a lower right corner (x′′, y′′) the (i, j)-th element of the
covariance matrix can be computed as

Ci,j(R) =
1

n− 1

[
Qi,j(R)− 1

n
Pi(R)Pj(R)

]
(5)

The terms

Pi(R) = Pi(x
′′, y′′)− Pi(x

′, y′′)− Pi(x
′′, y′) + Pi(x

′, y′)

and

Qi,j(R) = Qi,j(x′′, y′′)−Qi,j(x′, y′′)−Qi,j(x′′, y′)+Qi,j(x′, y′)

are computed from four values of the respective integral im-
ages. Consequently, the region covariance matrix of d di-
mensional feature vectors can be computed in O(d2) time
once the integral images are available.

2.2.2 Metric for Covariance Matrices
To compare two covariance matrices A and B of dimen-

sion d × d, the distance measure based on the generalized
eigenvalues

distance(A,B) =

√√√√ d∑
i=1

[lnλi(A,B)]2 (6)
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Figure 1: The key frame dissimilarity measurement
is non-metric: The dissimilarities between frames
A,B and frames B,C are zero, because the identical
left half of A,B and the identical right half of B,C can
be found. But frame A and frame C are different,
thus their dissimilarity are greater than zero.

proposed in [11] is used, where λi is the i-th eigenvalue of the
generalized eigenvalue problem1 Ax = λBx. The logarithm
and square function ensure that the distance function fulfills
the metric axioms for positive definite covariance matrices.

2.2.3 Key Frame Dissimilarity
With the region covariance descriptor we have a tool to

compare rectangular regions and determine similar patches
of two images. We generate a set of blocks covering the first
image and identify for each block the most similar block in
the second image. Now we define the sum of the m best
matches as the dissimilarity measure. The goal of this dis-
similarity measure is to identify key frames with partly iden-
tical subregions. For symmetrical reason, we swap the role
of the first and second image, repeat this calculation and
compute the average of these two measures. The bidirec-
tional matching increases the reliability of the dissimilarity
estimation.

However, a shortcoming of this dissimilarity measurement
is that it is non-metric. We avoid consciously to term our
dissimilarity measure a“distance measure”, because the prop-
erty of this dissimilarity measure does not fit our common
understanding of a distance. For example, frame A,B have
identical left half and frame B,C have identical right half.
Both the dissimilarities between A,B and between B,C are
zero by identifying the identical halves. But this does not
imply that the dissimilarity between A and C equals zero (cf.
Figure 1). Consequently the direct use of this dissimilarity
measure for the following clustering may cause problems.
We solve this problem by embedding the key frames into a
metric space using the classical MDS which is described in
the following.

2.3 Embedding Key Frames into Metric Space
Multidimensional scaling [5, 10] has been originally devel-

oped for data mining. It transforms abstract data samples
into a metric space so that the given similarity or dissimi-

1One method to solve the generalized eigenvalue problem is
the QZ algorithm which is implemented in some mathematic
packages e.g. linear algebra package LAPACK/CLAPACK
[1] or Matlab.

larity measure between all pairs of samples is best approx-
imated in the new metric space. It can also be applied to
reduce the original high-dimensional data space into low-
dimensional, often 2- or 3-dimensional space for visualiza-
tion of the data. For our purpose, it relaxes the problem
in our dissimilarity measurement, namely the elimination of
the contradictions described above. In the new metric space,
distance functions such as the Euclidean distance can be ap-
plied as usual. Now we can compute the distance matrix be-
tween all key frame pairs using the Euclidean distance. An
example of the key frame embedding into a two-dimensional
space is shown in Figure 2.

2.4 Clustering of Key Frames
Once the comparison of key frames is finished and the dis-

similarity matrix is available, cluster analysis can be started.
The cluster algorithm groups the key frames according to
their distances to each other and labels each key frame.
There is a number of clustering methods available. Hierar-
chical clustering or k-means [10] are two of the most common
algorithms. Hierarchical clustering such as single, complete
or average linkage clustering can be applied directly on the
distance matrix. But for our problem it tends to produce
small clusters with only few key frames and leaves big clus-
ters containing key frames which are in fact from different
settings.

In contrast to hierarchical clustering, k-means clustering
needs a metric distance. The k-means algorithm estimates
the cluster centers and partitions the space into k parts us-
ing the distance to the cluster centers. Because of its parti-
tional nature we prefer k-means. k-means assigns key frames
with even fairly different content than other key frames of
the same setting (e.g. the background is almost occluded by
large object in foreground) to the correct cluster.

A very similar method to k-means is k-medoids [12] clus-
tering. k-medoids is also a partitional clustering method. In
contrast to the use of data point means in the k-means al-
gorithm, k-medoids selects data points from the input data
set as center and does not need a metric distance. It seems
we could apply k-medoids and skip the MDS step. But as
we also use MDS to relax the inconsistency concerning the
dissimilarity of the key frames, there is no additional benefit
of k-medoids over using k-means.

3. EXPERIMENTAL RESULTS

3.1 Data Set
The proposed algorithm has been evaluated on a subset

of the TRECVID 2007 BBC rushes test data set [16]. The
subset consists of six randomly selected videos (in total 3
hours) out of this data set. They are in MPEG-1 format
with a resolution of 352 × 288 pixels at 25 fps. The videos
contain rushes of TV series and documentaries, containing
many different indoor and outdoor settings, both with just
background and several objects and people present. Some
scenes are shot from different camera positions, some under
different illumination conditions. For this subset, ground
truth has been manually annotated by identifying the set of
scenes and the takes of each scene. An overview of the infor-
mation including video length, total number of frames, set-
tings, detected shots and selected key frames of these videos
is given in Table 1.
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Figure 2: An example of embedding the video key frames into a two-dimensional metric space according to
their dissimilarity measures.

3.2 Application of the Proposed Method
As clapper boards are mostly shown at the beginning of

shots we use a simple method for removing them by dis-
carding the first second of each shot. This avoids inserting
frames with clapper board into the key frame set. The fea-
tures used for setting detection are the RGB color values
and the first order derivatives IX and IY of the pixel in-
tensity. Additionally, the x- and y-coordinates of the pixels
are included to involve the spatial information. Thus, the
feature vectors are given as f(x, y) = [x y R G B IX IY ],
which result in a 7× 7 covariance matrix.

After the feature extraction step, the images are split into
overlapping blocks of 64 × 64 pixels. For each block of the
first image, the most similar patch within the search win-
dow in the second image is determined (cf. Figure 3). The
search window is defined as a rectangle with 3 times the
width and height of the blocks, centered around the block
centers. Blocks on the image borders are clipped. Finally,
the average of the covariance distances obtained from the
best 10 block matches is uses as the distance between two
frames (cf. Figure 4). By pair-wise matching of key frames a
dissimilarity matrix is computed. Using MDS the key frames
are embedded into a 10-dimensional metric space and the
Euclidean distance matrix is calculated.

3.3 Evaluation Method
To evaluate the proposed approach, we have created set-

ting ground truth by manual annotation. Ideally, the result
of clustering should reflect the setting ground truth, i.e. the
number of clusters and the number of settings should be
equal and each cluster should contain only key frames be-
longing to the same setting. But in general the optimal
number of clusters is unknown and difficult to estimate. In
order to get an estimate of the optimal number of clusters
and evaluate the dependency of the accuracy from the num-
ber of clusters, we varied the number of clusters between 2
and 20 and examined the accuracy.

The accuracy measure is defined as follows. Given m clus-
ters Cl1 . . . Clm and n settings S1 . . . Sn and an assignment
between clusters and settings Sj = assign(Cli) that assigns
each cluster to at most one setting and each setting to at
most one cluster. Then the accuracy is defined by the size
of the union of the intersections between the cluster Cli and
its assignment Sj , normalized by the total number of key
frames:

acc =
1

# key frames
|

m⋃
i=1

Cli ∩ Sj |.

The constraint of allowing each cluster to be assigned to
at most one scene and vice versa punishes false merges and
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Figure 3: Comparison of two key frames: For each patch of the first image (left), the best match within the
search window defined in the second image (right) is determined.

Figure 4: Matching patches: The ten best matches are used to estimate the distance between two key frames.
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(a) MRS07063 (b) MRS044731

(c) MRS144760 (d) MRS025913

(e) MRS157475 (f) MS216210

Figure 5: Clips of the clustering results. Each row contains 3 frames selected from the same cluster.
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Table 1: TRECVID 2007 BBC Rushes video used for evaluation

Video Length [mm:ss] Frames Settings Detected shots Key frames

MRS07063 33:52 50806 7 24 1056
MRS025913 25:42 38566 7 56 1019
MRS044731 35:07 52681 6 42 591
MRS144760 27:10 40771 7 50 739
MRS157475 25:57 38926 10 50 1137
MS216210 24:13 36332 7 117 870

splits of clusters. The assignment problem can be solved for
example by the combinatorial optimization method called
“Hungarian algorithm” [13] in polynomial time O(n3). Note
that these steps are only used for evaluation but are not part
of the proposed method.

3.4 Results
The relationship between the number of clusters and the

achieved accuracy is summarized in two diagrams (Figure 6).
Since the k-means clustering starts with random initializa-
tion, we run the clustering three times and average the re-
sults. The squares mark the optimal number of the clusters
and the accuracy being reached. Table 2 summarizes the op-
timal number of cluster and the achieved accuracy for each
of the videos in the test set.

In some cases, the optimal number of clusters is lower
than the number of settings (e.g. video MRS157475). This
is caused by settings which are only represented by few key
frames in the content. Our approach often merges these
shots into other settings. It has to be noted that these shots
sometimes contain content that is not useful for the produc-
tion, e.g. shots showing members of the production team
during setup.

The lower accuracy of some videos is caused by long seg-
ments of camera motion such as far pans. For example,
one of the shots of video MRS025913 includes a long pan
left while many people move in the front of camera. The
static parts before and after the pan show completely differ-
ent parts of the setting. This shot is split into three clusters
which reduces the achieved accuracy. If the approach is used
to support summarization, this would have the effect that
clips from the start and end of the shot are treated as dif-
ferent settings, which might even be desired in some cases.

In general videos containing many dialog scenes yield bet-
ter results (e.g. MRS07063, MRS044731, MRS144760). They
are shot at about as many different settings as other videos,
but contain segments with static camera and only moving
persons, which makes the matching task easier. One excep-
tion is MS216210, which also contains indoor dialog scenes,

Table 2: Evaluation result: the optimal cluster num-
ber and the achieved accuracy

Video Settings Cluster number Accuracy

MRS07063 7 7 92 %
MRS025913 7 10 66 %
MRS044731 6 5 83 %
MRS144760 7 8 84 %
MRS157475 10 5 71 %
MS216210 7 10 71 %

but with quite dynamic action (people quickly entering the
room) and people moving very close to the camera, thus
filling nearly all of the screen. The plot of the accuracy ver-
sus the number of clusters of this video also shows a the
same behavior as for the other videos for which the maxi-
mum accuracy is not achieved with the correct number of
clusters: There are several local maxima in the accuracy
function which can be quite far apart, typically including
a local maximum at the correct position. On the contrary,
the accuracy function for the videos for which the number
of clusters has been determined correctly has a clear global
maximum with only a few higher values in the range of ±2
clusters.

4. CONCLUSIONS AND FUTURE WORK
This paper presents a setting clustering approach based on

the comparison of key frames. The dissimilarity between one
pair of key frames is estimated by summing up the distance
of the most similar rectangular subregions based on the re-
gion covariance descriptor. The key frames are embedded
into a metric space according the obtained dissimilarity ma-
trix between all pairs of key frames. Finally, k-means is used
to cluster the key frames which should reflect the setting of
the rushes videos.

Our experiments show that the results match fairly well
with the setting ground truth. However, the automatic de-
termination of the optimal number of clusters is still an open
issue. This should be further investigated by trying methods
for estimating the number of clusters or clustering methods
supporting further constraints (such as x-means [17]). We
plan to examine also the use of the covariance measure on
other features, such as e.g. the Histograms of Oriented Gra-
dients (HoG) descriptor [8].

The approach presented here could also be used for other
applications, such as pruning the set of key frames used for
representing a video item, e.g. in a browsing tool. In an
interactive application such as a browsing tool a slight over-
partitioning is rather acceptable than merging clips from dif-
ferent settings. The dissimilarity between key frames could
also be used as an additional feature for retake detection:
Although several takes may be shot at one setting, all takes
of one scene must belong to the same setting cluster. We
will try to include this feature in the retake detection frame-
work based on longest common subsequence algorithm as
described in [3]. As dialog scenes yields worse results than
other content with the previous approach, we expect an im-
provement due to the fact that the method described in this
paper performs well on videos containing dialog scenes.
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Figure 6: Achieved accuracy by varying the cluster number for the test videos. The squares mark the optimal
cluster number and accuracy.
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