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Abstract. Information about the occurrence of objects in videos and
their interactions conveys an important part of the semantics of audio-
visual content and can be used to narrow the semantic gap in video
analysis, retrieval and summarization. Object re-detection, which aims
at finding occurrences of specific objects in a single video or a collec-
tion of still images and videos, is an object identification problem and
can thus be more satisfactorily solved than a general object recognition
problem. As structural information and color information are often com-
plementary, we propose a combined object re-detection approach using
SIFT and MPEG-7 color descriptors extracted around the same interest
points. We evaluate the approach on two different data sets and show
that the MPEG-7 ColorLayout descriptor performs best of the tested
color descriptors and that the joint approach yields better results than
the use of SIFT or color descriptors only.

Keywords: object recognition, SIFT, interest points, MPEG-7, color
descriptors, matching, video browsing.

1 Introduction

Information about the occurrences of objects in images and videos and their
interactions conveys an important part of the semantics of audiovisual content.
Thus the recognition of objects can help to narrow the semantic gap and is useful
for various applications in the field of multimedia content analysis and retrieval.
In this context, the term object includes both animate and inanimate objects,
as well as settings (“background objects”).

Objects can be recognized at different levels of specificity and we distinguish
between object classification and identification. Over the last decades work on
automatic object recognition of both types has been done from numerous di-
rections with varying success. Object classification is only feasible if the objects
of interest and/or the specific application domain are known a priori and when
a limited number of object classes is used. In spite of these restrictions state
of the art object classification techniques perform poor for real-world problems.
For object identification the opposite is true, as a number of solutions for object
identification problems lead to satisfying results nowadays.
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One object identification problem is object re-detection, which aims at finding
occurrences of specific objects in a single video or a collection of still images
and videos. In contrast to general object identification, the samples for learning
an object are taken directly from the video on which the object re-detection
is performed. Therefore this problem is based on the assumption that specific
objects undergo only minor changes between all occurrences in the video, for
instance, that a person wears the same clothes in all scenes. Of course this is
not necessarily true for feature films but it holds for raw material of media
productions (“rushes”), which is our focus in this work. Another advantage is
that very similar imaging conditions exist between the learned sample and the
other occurrences of an object because the same capture and recording devices,
image compression methods, etc. are used. Nevertheless, object re-detection in
real world images and videos is a difficult task due to varying lighting conditions
and viewpoints under which objects are shown in real cluttered scenes.

There are a number of applications in multimedia content analysis, retrieval
and authoring that benefit from the information that is extracted by object
re-detection, including the following:

Tracking is an important analysis tool to learn about object motion and inter-
actions in video. Object re-detection can be used to improve the tracking result
by connecting parts of the object’s trajectory, that have been split due to occlu-
sion, shot boundaries or other distortions. Moreover, object re-detection makes
it possible to track object occurrences over non-connected shots.

Content Structuring. Object occurrences are a salient feature of visual con-
tent that conveys much more semantics than low-level features. The information
about occurrences of the same object can thus be used to cluster and structure
a single media item or a collection of media items in order to support efficient
browsing and retrieval. There are applications in audiovisual archiving and post-
production for the organization or navigation of content by occurrences of the
same foreground or background object, e.g. to find multiple takes of the same
scene or scenes shot at the same location.

Support for Manual Annotation. The most high-level, reliable and semantically
meaningful metadata are without doubt those added by human annotators. How-
ever, the drawback of manual annotation is its enormous effort (and thus cost),
which can be reduced by better annotation tools that support the annotator. If
information about object occurrences in the video is available, it can be used to
apply the annotation which the user has made for a certain object in one shot to
all other occurrences of the same object and thus significantly reduce the time
needed for annotation.

The rest of the paper is organized as follows: Section 2 discusses the state
of the art, in Section 3 we discuss the selection and combination of descriptors
in our approach and Section 4 presents the details of our approach and the
application in which it is used. In Section 5 the approach is evaluated on two
data sets and Section 6 concludes the discussion of the results.
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2 Related Work

2.1 Object Recognition Approaches

Many different approaches to object recognition exist, including neural network
based approaches, graph matching, genetic algorithms and fuzzy systems. The
major difference between these approaches is their different representation of ob-
jects which discriminates them into the so-called model-based and appearance-
based approaches [14]. Model-based approaches use 3-dimensional models of the
object shape to represent an object with geometric features such as lines, vertices
and ellipses, while global or local photometric features are used for appearance-
based approaches. In recent years methods using local features [8,10] have be-
come most popular because they have solved a number of object recognition
problems. With these features robustness to small perspective view changes as
well as to partial occlusion is achievable and objects can be recognized anywhere
in an image, with arbitrary size and rotated, without using a previous object
segmentation step.

Local features are usually extracted from numerous image regions around
interest points [14] and store visual information (color or texture) of these regions
in local descriptors. A typical object recognition system that works with local
features performs the recognition task in the following steps: (a) First some
objects of interest are learned. Therefore local descriptors are extracted from
images of these objects and stored in an object database. (b) To recognize objects
in a test image, again local descriptors are extracted from this image and (c)
matched against the descriptors in the object database. After the best matching
descriptor pairs are found, (d) an optional verification step can be performed to
decide whether an object appears in the test image or not.

2.2 Combining Local Descriptors

Although color is a very important cue for the identification of objects, most
local feature approaches are based on textural information only. Existing color
information in images is discarded because of the fact that invariance to different
lighting conditions such as shadows or illumination changes is hard to achieve
when using color features. Also, for many object recognition problems, color is
not the most relevant feature, as it is often not discriminating for different objects
in an image or for a class of objects. Nevertheless, cases exist in which only color
information can distinguish between two features/objects (e.g. to distinguish a
green from a red apple).

The following approaches reported in literature use a combination of color
and texture features which makes them relevant in the context of our work. In
[5] a combined color and shape histogram is used, outperforming the single de-
scriptors by about 15% higher precision and recall values. In [1] a gradient based
descriptor is combined with a color invariance model developed by Geusebroek
[7]. In [17] the most popular texture descriptor nowadays, called SIFT (Scale
Invariant Feature Transform) descriptor [8], is combined with photometric in-
variant color histograms. The approach yields a recall value of 21% for SIFT
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and 36% for a hue color descriptor. A combined color descriptor based on these
two descriptors reaches a recall of 34%. In [12] a combined SIFT and Luv color
moments descriptor has been proposed. In contrast the authors of [6] have used
an SVM to combine color histograms with a texture descriptor.

3 Descriptor Selection and Combination

3.1 Descriptor Selection

In order to develop an object re-detection system using a combined local feature
approach we have selected one texture feature and one color feature that fulfills
our requirements best.

Texture Descriptor. Texture descriptors capture the structure of image
regions, for instance, the geometric configuration of edges. Examples of texture
descriptors include the MPEG-7 EdgeHistogram, TextureBrowsing and Homoge-
nousTexture descriptors, Gabor filter coefficients and SIFT. Extensive studies
[10,11,16] have shown that SIFT descriptors outperform other texture descrip-
tors for object recognition on various types of image data, including 3D objects
and real world scenes. The SIFT descriptor is based on a multidimensional gra-
dient histogram and has been proposed in [8]. Due to its good invariance to
illumination changes as well as perspective changes, this texture descriptor has
been successfully used in various works. One of them is the the Video Google
system [15] which searches for and localizes all the occurrences of a user outlined
object in a video. In fact this is an object re-detection problem and because of
the good results of this work we have selected the SIFT descriptor for our system.

Color Descriptor. A large number of color descriptors for images and image
regions has been proposed over the last 15 years. The approaches include among
others histograms, sets of dominant colors and frequency domain methods. In
our combined local feature approach, the color descriptors are extracted from
image regions. Thus color descriptors designed for regions rather than for whole
images are more likely to yield good results. MPEG-7 is a standard for the
description of audiovisual content. It defines several description tools for visual
features, including seven color descriptors [9] that make use of the mentioned
state of the art methods. We have decided to use MPEG-7 color descriptors for
our system after thorough evaluation of available approaches.

In order to select the color descriptor that is most appropriate to be com-
bined with the SIFT descriptor, we have performed an additional evaluation
of the three most promising MPEG-7 descriptors: the ColorLayout descriptor,
the ColorStructure descriptor and the DominantColor descriptor. For this eval-
uation, the color descriptors have been extracted from image regions around
Difference of Gaussian (DoG) points [8] and both the distance functions recom-
mended in the MPEG-7 standard as well as other proposed alternatives were
used in the matching stage. The evaluation has shown that the MPEG-7 Col-
orLayout descriptor is the most appropriate one for our purpose, the detailed
evaluation results can be found in Section 5.
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3.2 Descriptor Combination

Apart from the selection of the descriptors, their combination is an important
issue. Two major ways of combining different local descriptors exist and they
mainly differ in the stage at which the combination is performed.

Direct Combination. Instead of building a descriptor using only one type of
visual information (color or texture), a single descriptor is built by combining two
or more different descriptors. This can be done through a simple concatenation
of the different descriptors or by more sophisticated techniques [12].

Indirect Combination. In this approach the different descriptors are not com-
bined into a single descriptor but a combination during the matching or ver-
ification step is performed. Each descriptor from the test image is therefore
matched individually against the descriptors in the object database of its own
type. All detected matches, regardless of the descriptor type, are then combined
for object recognition. It is reasonable to assume that this combination may lead
to a higher number of matching descriptor pairs than with the use of a single
descriptor type, and thus improvements can be achieved.

A number of approaches to combine different local descriptors are described in
literature. Most of them [5,17,12] use direct descriptor combination but work has
also been done on indirect descriptor combination [4,6]. Our object re-detection
system is also based on an indirect descriptor combination because we assume
that color and texture information often complement one another and that the
most distinctive descriptors are not always found at the same interest points.
There may be points that contain distinctive textural information while others
contain distinctive color information. Therefore, in contrast to a direct descriptor
combination, it is feasible to use different interest point detectors for different
descriptor types. A further benefit of this approach is that if a single descriptor
type (color or texture) can provide enough evidence for a recognition, the results
of the other descriptor type are needed at most to confirm this recognition.

4 Implementation

4.1 Implemented Approach

To select image regions for the local descriptor extraction, we have used Differ-
ence of Gaussian (DoG) points which are located in a full-octave DoG pyramid
at intensity extrema [8]. Each DoG point is described by position, scale and ori-
entation information. The image regions for the SIFT descriptors are oriented,
squared regions around these DoG points and the size of an image region depends
on the scale of the DoG point. For efficiency reasons, we extract the SIFT de-
scriptors directly from the Gaussian pyramid and discard DoG points which are
close to an image border. Our SIFT descriptor has 128 real-valued dimensions
(16 subregions, 8 orientations) extracted with a trilinear interpolation method.
The MPEG-7 color descriptors are also computed from squared image regions
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Fig. 1. Object re-detection results are used as a feature for clustering in our video
browsing tool

around DoG points but no orientation information is used for their extraction.
As descriptors should identify an image region for later matching, it is important
that descriptors are as unique as possible for an image. By discarding SIFT and
MPEG-7 features, which occur commonly across different objects, the number of
descriptors is reduced while the distinctiveness of the object descriptions is im-
proved. Therefore we have implemented the descriptor filtering method proposed
in [13].

For descriptor matching we use a nearest neighbor distance ratio matching
with an additional minimum threshold. The used thresholds and distance ratios
have been selected independently for each descriptor type as a result of extensive
experiments. As outlined in Section 3.2 we use two different descriptor sets as
input for the verification process, one set with SIFT matches and one set with
the color descriptor matches. In this verification step a voting space is used to
decide whether an object appears in an image or not. Each matching descriptor
votes for an object position and scale in a three dimensional (x-axis, y-axis and
scale) space. By searching for clusters of votes, one or more object occurrences
can be detected. Then the number of votes for a certain cluster is examined
based on a threshold, which is defined relatively to the total number of votes.

4.2 Application

The approach presented in this paper is used for the re-detection of objects in
video collections, audiovisual archives and post-production environments. In or-
der to facilitate navigation and retrieval in not or sparsely annotated content
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collections, innovative approaches such as content based browsing tools are re-
quired. Clustering content by the occurrence of the same object can help to
organize the content collection. For example, in a production environment a
lot of unedited material (“rushes”) is available, mostly without any annotation.
Clustering by occurrence of similar objects yields clusters containing all takes of
the same scene and scenes containing similar objects. When the object of inter-
est is the background, this can be used for clustering by the setting of a shot.
Figure 1 shows the use of the presented algorithm in our video browsing tool [3].
The object similarities are determined during ingest of new video material into
the collection and a cluster tree is built from the object similarities. The tree
allows the user to navigate through the content by object similarities.

5 Evaluation

The evaluation both compares the performance of the proposed approach against
single descriptor approaches as well as the performance of different color descrip-
tors. The evaluation is performed on two different data sets (see Figure 2): A
car data set is used to test the quality of the implemented system for general
object re-detection, while a data set containing persons is used to test the perfor-
mance for non-rigid objects. The comparison of different color descriptors shows
that the MPEG-7 ColorLayout descriptor performs best of the tested ones. The
average F1 measure on both datasets is 0.70 for the SIFT descriptor, 0.35 for
DominantColor, 0.45 for ColorStructure and 0.7 for ColorLayout.

5.1 Car Data Set

In this test, a model of a car occurrence is learned from a single reference image.
The model is then used to detect occurrences of the same car in other images.
This is demonstrated by searching for a car in a set of 50 images. The data set
contains 13 images which show the same car in different views, environments
and under different lighting conditions, and 37 images showing other cars and
random scenes.

The results for the car data set are shown on the left in Figures 3a and 3b.
The combination of a ColorLayout descriptor (with high precision but low recall)
with a SIFT descriptor led to a significantly better performance in this test. The
improvement of the recall and precision values are supported by the use of high
resolution images with no image artifacts, such as compression. The recall value
is significantly improved as the texture descriptor responds well to the writing
on the car’s engine hood and the ColorLayout descriptor to the team colors all
around the car. This way different perspective views of the object are detected
by different descriptors.

5.2 Person Data Set

Although different algorithms for face recognition exist, the recognition of per-
sons in images remains problematic in cases where a person’s face is (partially)
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Fig. 2. Example images from the car and person data sets used for evaluation

occluded or too small for the extraction of features used for face recognition. As
an alternative, it has been proposed to take the visual appearance of the person’s
body, such as the color and texture of the clothes, into account (cf. [2]). For this
reason the developed object re-detection system is tested by searching for the
occurrence of a person in a video. The test data set contains video scenes of a
person walking inside a building and random shots taken from the TRECVID
test data set, which includes different persons in various scenes. The data set
contains 742 images.

The results for the person data set are shown on the right in Figures 3a and
3b. The combination of a SIFT descriptor with high precision but low recall and
a ColorLayout descriptor with moderate precision and recall led to a descriptor
with improved precision and average recall values. The reason for this are the ad-
ditionally detected matches in comparison to SIFT because of color information
and the reduced number of mismatches in comparison to the single ColorLayout
descriptor. Object re-detection with SIFT alone doesn’t work very well on this
test set because persons are real 3D objects, while SIFT descriptors work best
when they are extracted from planar surfaces.

The evaluation shows that SIFT performs always better under the influence
of view and lighting changes. The color descriptors are more sensitive to these
variations. The results also show that SIFT and the color descriptors are of-
ten complementary. The ColorLayout descriptor achieves the best results of the
evaluated MPEG-7 color descriptors.

5.3 Discussion

The comparison of these results to that of other works is difficult due to the
fact that different image sets are used by the different authors. The evaluation
results of our approach show a slight increase of precision on both data sets, and
a stronger increase of recall. The gain achieved in terms of recall is comparable to
some other works which combine descriptors. Our approach has been evaluated
on real-world images, similar to those that we would encounter in the intended
application areas, such as media monitoring or audiovisual summarization and
browsing. For these applications the increase in recall is especially important, as
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Fig. 3. Evaluation of (a) precision and (b) recall of the single descriptor approaches
using SIFT and the MPEG-7 ColorLayout (CL) descriptor and the proposed combined
approach on (1) the car and (2) the person data set

a user can easily discard false positives, while it is difficult to find occurrences
of an object that have been missed due to false negatives.

6 Conclusion

In this paper a system for re-detection of occurrences of objects in videos has
been presented. Following a local feature based approach, a combination of a
SIFT descriptor with a MPEG-7 ColorLayout descriptor has been introduced.
The novelty of the approach is the use of a MPEG-7 color descriptor in combi-
nation with the SIFT descriptor. The performance of the proposed method has
been evaluated by testing it using a car and a person data set.

We have shown that a combined approach using SIFT and ColorLayout de-
scriptors outperforms the use of a single descriptor. In contrast to only using
SIFT, especially the recall can be increased for re-detection of multi-colored 3D
objects. Low quality images, large view and scale changes and blur influence the
object re-detection results negatively.
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